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Abstract. Object-centric process mining analyzes processes with inter-
acting objects. This analysis is based on object-centric event logs, that
can be extracted from enterprise systems. A common strategy is to en-
code the expected behavior of the process in a model. Subsequently,
conformance checking techniques can be applied to identify deviations
between that model and the behavior in the most recently extracted
log. However, existing procedural object-centric approaches either lack
automated methods for the model construction, allow the inclusion of
behavioral deadlocks, or suffer from an exponential complexity. Respec-
tively, this induces a dependency on domain knowledge, impedes fur-
ther analysis, or consumes infeasible computational resources. In this
paper, we close this gap by introducing a specialized conformance check-
ing technique for object-centric process trees. These trees already have
automated techniques for their construction available and provide guar-
antees on the absence of deadlocks. Additionally, they possess a recursive
structure that allows us to abstract them into a set of relevant patterns
in polynomial complexity, creating a behavioral footprint. Similar to con-
straints in declarative approaches, these footprint patterns can be effi-
ciently validated on object-centric event logs for conformance checking.
We evaluate our approach on ten public logs and observe it to provide
useful conformance checking results significantly faster than existing ap-
proaches applicable to procedual object-centric process trees.
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1 Introduction

Enterprise information systems produce digital track records of business pro-
cesses, called event logs. Process mining encompasses techniques to analyze pro-
cesses based on such logs. Traditionally, event logs referred to individual types
of business objects, resulting in their isolated analysis. However, in real-life pro-
cesses, objects are rarely isolated. Instead, they frequently interact with each
other. Object-centric process mining accounts for this reality and provides anal-
ysis techniques for processes and logs with interacting business objects.

A common analysis strategy for such processes includes the initial construc-
tion of a model that encodes the behavior of the process [3,7,9,13]. Subsequently,
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object-centric conformance checking techniques can be applied to identify any
potential deviations with regard to the most recently recorded object-centric
event log [4, 16, 17, 20]. Such information can then be used to either adjust the
underlying business process or the corresponding process model.

In theory, the iterative application of conformance checking techniques in
the aforementioned setting should keep the documented process model in syn-
chronization with the underlying real-life process as far as the representational
bias of the utilized modeling formalism allows it. However, in practice, this type
of analysis is often impeded, as existing object-centric approaches either lack
automated methods for the initial model construction [13, 19], allow the inclu-
sion of behaviorally problematic constructs without means to detect them [3],
or suffer from an exponential complexity of applicable conformance checking
techniques [16,20]. Respectively, these shortcomings induce a domain knowledge
dependency, impede further algorithmic analysis, or require infeasible resources.

The only runtime efficient alternatives are declarative approaches [1,6,15,21],
which model business processes by excluding unintended behaviour with a set of
constraints. However, the translation of procedural models with soundness guar-
antees into such efficiently verifiable constraint sets has not been investigated.

In this paper we close this gap by introducing a specialized conformance
checking technique for the modeling formalism of object-centric process trees.
These trees can be algorithmically constructed by multiple approaches [7,9] and
guarantee the absence of behaviorally problematic constructs such as deadlocks
by restricting the representable processes to block-structured ones. At the same
time, they possess a recursive structure that allows us to abstract them into a set
of conformance-relevant patterns in polynomial complexity, creating a footprint
of their behavior for conformance checking. The patterns in this footprint sum-
marize all modeling aspects that can be expressed in object-centric process trees,
i.e., control flow relations of individual objects [3,19], explicit restrictions on the
multiplicities between objects during interactions [7], and connections between
objects that arise due to their specific identities [9,13]. Similar to constraints in
declarative approaches, those patterns can be efficiently verified.

We evaluate our approach on a range of publicly available object-centric
event logs and observe it to exhibit runtime orders of magnitude lower than
existing conformance checking techniques applicable to object-centric process
trees [4, 16, 17]. At the same time, we find the utility of the generated insights
to justify the conceptual limitations induced by object-centric process trees.

2 Preliminaries

In this section, we introduce background information. We write ⟨. . .⟩, {. . .} and
(. . .) for sequences, sets, and tuples, we denote the universe of events, activities,
objects, types, and timestamps with Ueve,Uact,Uobj ,Utyp,Utim each. The pro-
jections πtim : Ueve 7→ Utim, πact : Ueve 7→ Uact, and πtyp : Uobj 7→ Utyp map
each event to its execution time and activity and each object to its type.
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2.1 Object-Centric Event Logs

In this paper, we use a simplified definition of object-centric event logs. Various
properties, such as relation qualifiers and data attributes are omitted as they
cannot be specified in any way by object-centric process trees.

As such, we define object-centric event logs as sets of events, objects, and
relations. Events express the execution of an activity, while objects represent
typed entities. Relations between them indicate the object’s involvement in the
event. We write ΣL and ΩL for all activities and object types in a given log L.
We use the artificial order management log visualized in Figure 1 as a running
example. Customers can place orders for items that are then packed to be picked
up by the customer. Items are refunded if they are not picked up in time.

Definition 1 (Object-Centric Event Log). An object-centric event log L =
(E, O, E2O) is a tuple with events E ⊂ Ueve, objects O ⊂ Uobj, and relations
E2O ⊆ E ×O. The universe of object-centric event logs is denoted with Ulog.

2.2 Object-Centric Log Patterns

Next, we summarize properties of object-centric logs that can be restricted by
object-centric process trees. These properties refer to the control flow, the mul-
tiplicities of objects per type, and the identity-based relations between them.

Each object type in an object-centric event log induces an individual control
flow. To determine this control flow, the log can be projected onto each object
of the corresponding type. For any given object o ∈ O, this object projection
is defined as the sequence of activity labels σo = ⟨a1 . . . an⟩ of related events,
sorted by their timestamp. These traces are subsequently aggregated per object
type into the so-called directly-follows relation that describes the order in which
activities occur. Formally, the relation holds if two activities directly follow each
other in any projection. Additionally, activities at the first and last position of
an object projection are referred to as start and end activities, respectively.

Definition 2 (Projected Directly-Follows Relation). The directly-follows
relation (a, b) ∈ dfot(L) for the type ot ∈ ΩL and the activities a, b ∈ ΣL holds

Fig. 1. Object-centric log visualization with customers (blue), orders (yellow), and
items (green). Numbers at the event nodes (grey) indicate the order between them.
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if ∃o∈O : πtyp(o) = ot ∧ σo = ⟨. . . a, b . . .⟩. An activity a ∈ ΣL is a start activity,
denoted by a ∈ startot(L) if ∃o∈O : πtyp(o) = ot ∧ σo = ⟨a . . .⟩ holds and an end
activity, denoted by a ∈ endot(L) if ∃o∈O : πtyp(o) = ot ∧ σo = ⟨. . . a⟩ holds.

Figure 2 shows the relation for the example log from Figure 1. Furthermore,
interactions between objects in events can be categorized based on their multi-
plicity per object type and activity. In particular, we track all deviations from
the trasditional 1:1 relation. That is, we check if objects of an object type can
participate in none or multiple events with the activity and if an event with the
activity can include none or multiple objects of the respective object type.

Definition 3 (Type-Activity Multiplicity). The type-activity multiplicity in
a log L = (E,O,E2O) between ot ∈ ΩL and a ∈ ΣL is a tuple (mot,ma) with
mot,ma ⊆ {0, 1, MANY}. The values in the multiplicity set mot arederived from the
observed number of objects per event. That is, if 0, 1 or any n > 1 can be found
in {|{o | (e, o) ∈ E2O ∧ πtyp(o) = ot}| | e ∈ E ∧ πact(e) = a}, then 0, 1, MANY
are included in mot respectively. The set ma is analogously derived from the
observations {|{e | (e, o) ∈ E2O ∧ πact(o) = a}| | o ∈ O ∧ πtyp(o) = ot}.

Note that by using the MANY placeholder this multiplicity definition abstracts
from the exact numbers in the case of multiple objects per event or multiple
events per object, as those are not considered by object-centric process trees.

We consider an activity and a type as related if their multiplicity contains
any non-zero value. For our example, all multiplicities are shown in Figure 2.

Lastly, objects might occur in stable identity-based combinations across mul-
tiple events [8, 9, 13]. While various identity relation types have been discussed
in literature [8,13], only a limited subset of them are supported in object-centric
process trees [9] due to their structural restrictions. All of the relation types in
this subset can be broken down into so called implications. Those express that
the same identities of objects from one object type imply the same identities of
another object type across all events with specified activities [9].

Definition 4 (Implied Identity Relation). An object type ot ∈ ΩL implies
another type ot′ ∈ ΩL across a, b ∈ ΣL if ∀e, e′ ∈ E : πact(e), πact(e

′) ∈ {a, b} ∧

Fig. 2. Directly-follows relation (bold arcs) for customers (blue), items (green), and
orders (yellow) from Figure 1 and multiplicities ( mot : ma on the dotted lines).
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({o | (e, o) ∈ E2O ∧ πtyp(o) = ot} = {o | (e′, o) ∈ E2O ∧ πtyp(o) = ot}) =⇒
({o | (e, o) ∈ E2O ∧ πtyp(o) = ot′} = {o | (e′, o) ∈ E2O ∧ πtyp(o) = ot′}).

In our example, there is a bidirectional implication between items and orders
for placing and paying. That is, the order implies the items and vice versa.

2.3 Object-Centric Process Trees

Object-centric process trees define languages of object-centric event logs based
on the control flow of individual object types, their multiplicities during inter-
actions, and their identity relations [7, 9]. The inner nodes in the tree structure
represent operators that can be used to enforce control flow relations and iden-
tity relations in the subtrees below. The leaf nodes contain an activity label and
specify the multiplicities between the corresponding activity and each type.

Definition 5 (Object-Centric Process Tree). An object-centric process tree
is recursively defined. A tree leaf node is a tuple (a, rela, diva, cona, defa) with
an activity a ∈ Uact or a = τ to represent unobserved steps, a set of related
object types rel ⊂ Utyp and the three subsets of object types diva, cona, defa ⊆
rela to indicate the respectively allowed activity-type multiplicities. An operator
node is a tuple ⊕(S1 . . . Sn) with an operator ⊕ ∈ {→,×, ||,⟲} for a sequence,
choice, concurrency, or loop of the subtrees S1 . . . Sn. An identity node is a tuple
(ot, ot′, S) denoting the implication from ot ∈ Utyp to ot′ ∈ Utyp in the subtree.

The language of an object-centric process tree L(S) is recursively defined
to include logs that adhere to all restrictions of the nodes [7, 9]. In case of a
leaf node, object types can only interact in events according to their respective
configuration. That is, all activity-type multiplicities (mot,ma) must be zero
({0}, {0}) for all types that are not related to the leaf node with ot ̸∈ rela.
Related types ot ∈ rela may only deviate from the multiplicity ({1}, {1}) if they
are allowed to do so by inclusion in the respective set with 0 ∈ mot =⇒ ot ∈
cona, 0 ∈ mot =⇒ ot ∈ defa and 0 ∈ ma ∨ MANY ∈ m

a
=⇒ ot ∈ diva.

Operator nodes and identity relation nodes recursively combine the logs in
the language of their subtrees. That is, below an identity relation node, the
specified implication must hold for all events in an accepted log. Additionally,

Fig. 3. Object-centric process tree with customers (blue), items (green), and orders
(yellow). Object types with non-related multiplicities are omitted from the figure.
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each object must individually follow the control flow between activities related to
its type defined by the operator nodes above. Objects of resource-like types, i.e.,
types that are allowed to have a multiplicity of mot,ma with ma = {0, 1, MANY}
by inclusion of ot ∈ diva in all leaf nodes of a tree, are excluded from the
enforcement of a control flow [7]. That is, they can execute the activities in the
leaf nodes below arbitrary often, in any arbitrary order. We write res(S) for the
set of corresponding object types for any object-centric process tree S.

Figure 3 shows an object-centric process tree for our example process. Note
that the example log from Figure 1 slightly deviates from the allowed behavior.

3 Footprint-Based Conformance Checking

In this section, we introduce footprint-based conformance checking for object-
centric process trees and object-centric event logs. For this purpose, we define
object-centric footprints as collections of patterns that describe present or ab-
sent log properties and then derive conformance values from them. Additionally,
we show how all these footprint patterns can be extracted from object-centric
process trees and object-centric event logs in polynomial runtime complexity.

3.1 Object-Centric Pattern Footprints

Technically, a footprint pattern is any function that maps a set of object-centric
event logs, as defined by object-centric process trees, onto a boolean value of
zero or one to indicate the presence or absence of certain behavior. A footprint
is subsequently defined as the pattern values for a collection of such patterns.

Definition 6 (Object-Centric Pattern Footprint). A footprint pattern is
any function pat : P(Ulog) 7→ {0, 1} that maps sets of logs to binary values. For
a set of logs L ⊂ Ulog and patterns pat1 . . . patn the object-centric footprint is
defined as the values that result from evaluating all patterns pat1(L) . . . patn(L).

Note that while only single object-centric event logs are typically used as
input for conformance checking, object-centric process trees usually define lan-
guages that include multiple logs, requiring sets of logs in the footprint definition.
Next, we define specific patterns that describe the presence or absence of all log
properties that can be expressed by object-centric process trees. That is, we
define patterns for control flow relations, multiplicities, and identity relations.

We utilize the directly-follows relation for the control flow patterns, following
the line of research from [17]. We define our patterns for activity pairs and object
types. The resulting value indicates whether the corresponding directly-follows
relation, or start and end activity status, holds for the respective type.

Definition 7 (Control Flow Patterns). We define patterns across all activity
pairs (a, b) ∈ Uact and types ot ∈ Utyp. The corresponding patterns dfa,b,ot(L)
evaluate to one if ∃L ∈ L : (a, b) ∈ dfot(L). Similarly, starta,ot(L) and enda,ot(L)
evaluate to one if ∃L ∈ L : a ∈ startot(L) and ∃L ∈ L : a ∈ endot(L) respectively.
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Similarly, we formalize patterns for interaction multiplicities. In particular,
we introduce patterns that denote if object types are related to activities and
whether the multiplicities between them deviate in any way from the 1:1 relation
that is typically assumed in the traditional process mining setting. All such
patterns evaluate to one if the corresponding deviation is present in a log.

Definition 8 (Interaction Multiplicity Patterns). We define multiplicity
patterns for activities a ∈ Uact and types ot ∈ Utyp. Let (mot,L,ma,L) be the
multiplicity of ot, a in any log L ∈ Ulog. The multiplicity pattern rela,ot(L) eval-
uates to one if there is a non-zero multiplicity, ∃L : L : mot,L ̸= {0}∧ma,L ̸= {0}.
The remaining patterns rela,ot>1(L), rela,ot<1(L), rela>1,ot(L), and rela<1,ot(L)
evaluate to one if there is a non-zero multiplicity that deviates correspondingly.

Lastly, we introduce patterns for identity relations that specify if an impli-
cation between two object types and activities can be violated or not. That is,
a pattern for identity relations between an activity pair and an object type pair
evaluates to one if the corresponding implication is violated in any input log.

Definition 9 (Identity Relation Patterns). We define identity relation pat-
terns for all activity and type pairs a, b ∈ Uact ∧ ot, ot′ ∈ Utyp.The corresponding
pattern implya,b,ot,ot′(L) for a set of logs L evaluates to one if there is a log
L ∈ L for which a corresponding implication from ot to ot′ is violated.

Note that our specific selection and formalization of footprint patterns has
several intentional consequences. First, all patterns are consistently formulated
such that a value of one represents a behavioral relaxation, i.e an increase in the
number of logs that have the otherwise equivalent footprint, while zero represents
a behavioral restriction, i.e a reduction in the number of corresponding logs.

Additionally, the footprint properties are exclusively referring to semantic
properties, in the sense that two trees with the same language are guaranteed
to have the same footprint, even if they differ in syntax. This can be trivially
proven for any two object-centric process trees S1 and S2, since L(S1) = L(S2)
directly implies pat1(L(S1)) . . . patn(L(S1)) = pat1(L(S2)) . . . patn(L(S2)) for
any set of deterministic patterns pat1 . . . patn. More interestingly, any difference
in footprints between object-centric process trees, guarantees a difference in their
language. This can be easily be proven by the following reasoning. Let us assume
two footprints to be given across all previously introduced patterns pat1 . . . patn
such that they evaluate differently on two trees S1 and S2 with regards to at
least one pattern, i.e. ∃1≤i≤n : pati(L(S1)) ̸= pati(L(S2)). As all patterns are
binary, this directly implies that pati evaluates to one and zero on the language
of the two trees respectively. In the following we assume ∃1≤i≤n : pati(L(S1)) =
1∧pati(L(S2)) = 0 as the opposite case can be proven symmetrically by switching
S1 and S2. Due to pati(L(S1)) = 1, we can conclude that there must be at
least one specific log in the language of S1 that causes this pattern value, i.e.
∃L ∈ L(S1) : pati({L}) = 1. However, this specific log cannot be in the language
of S2, since pati(L(S2)) = 0 implies ∀L′ ∈ S2 : pati({L′}) = 0 and hence ∀L′ ∈
L(S2) : L

′ ̸= L. As such, we can deduct the log to be in the language of exactly
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one of the two trees, i.e. L ∈ L(S1) ∧ L ̸∈ L(S2). This proves L(S1) ̸= L(S2)
under footprint differences. These properties ensure that footprints exclusively
refer to semantic properties that are insensitive to syntactical differences.

Lastly, it should be noted that the three categories are mostly independent of
each other with only very few cross-category pattern values implying each other.
That is, it is not possible to deduct the truth values for one entire category of
properties from the other ones. In case of identity relations, the fully orthogo-
nal nature towards the control flow properties and interaction multiplicities is
formally obvious. Between the control flow properties and the interaction mul-
tiplicities, few limited and only one-directional pattern implications exist. For
example, a self loop in the directly-follows relation implies that the respective
object type can be involved in multiple events with this activity. However, this
limited overlap only meaningfully influences the conformance results in case of
object-centric process trees with a lot of, otherwise isolated, such activities.

3.2 Footprint Conformance Values

Given two footprints, we derive conformance values based on the behavioral
overlap between them. In line with existing literature, we differentiate these
conformance values into fitness and precision [4, 16, 20]. These measures reflect
the degree to which observed behavior in the log is captured by the model and the
extent to which modeled behavior is actually observed in the log, respectively.

Conceptually, we group patterns into the three categories of control flow
relations, interaction multiplicities, and identity relations. For each of these cat-
egories, we determine the subset of patterns that evaluate to one in the footprint
of the tree, the model, or both. Then, we measure the relative overlap between
these subsets to determine fitness and precision for each category. The overall
fitness and precision values for the tree and log are then the category averages.
Figure 4 illustrates the calculation of fitness and precision values per category.

Definition 10 (Object-Centric Footprint Conformance). Let an object-
centric process tree S be given and let L be an object-centric log. Additionally, let
pat1 . . . patn all be patterns in one of the categories of control flow relations, in-
teraction multiplicities, and identity relations. The category fitness and precision

is defined as |{i|pati({L})=1}∩{i|pati(L(S))=1}|
|{i|pati({L})=1}| and |{i|pati({L})}∩{i|pati(L(S))=1}|

|{i|pati(L(S))=1}| .

The overall fitness and precision for S and L is the category average.

We consider the initial aggregation per category necessary before the aggre-
gation across categories, as the number of patterns per category differs from
|Σ|2 · |Ω|+2 · |Σ| · |Ω| for control flow relations to 5 · |Σ| · |Ω| for interaction mul-
tiplicities and |Σ|2 · |Ω|2 for identity relations. Without the initial aggregation
per category, identity relations would dominate the resulting values.

While customized weights between the categories could in principle make
sense for the subsequent cross-category aggregation in certain settings, we gen-
erally assume them to be of equal importance. By doing so we follow recent
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Fig. 4. Fitness and precision calculation across patterns per category that hold on log
only, model only, or both. Overall fitness and precision values are the category averages.

object-centric literature, in which multiplicities and identity relations are con-
sidered an integral part of object-centric processes [5], next to the combination
of object type control flows that was typically focused in earlier work [3].

However, we recommend to use the overall conformance average only when
necessary, such as during optimizations or benchmarks with limited number of
dimensions. Within the scope of the initially motivated analytical setting to
verify and improve trees, we strongly suggest to check the standard deviation
between categories and investigate each of them in depth should it be high.

3.3 Recursive Footprint Extraction

Next, we specify how to extract footprint patterns from object-centric process
trees. First, we provide a recursive extraction strategy for the directly-follows
relations from an object-centric process tree S per object type, denoted by
the set of activity pairs dfot(. . .) and the corresponding sets of start activities
(startot(. . .)) and end activities (endot(. . .)). Besides these properties, we also de-
termine several auxiliary constructs, such as the set of related activities (Σot(S))
in a tree and a boolean indicator in case the tree can be skipped (skipot(S)).

For a single leaf node and every related object type, there is only a single
activity that represents a local start and end. The corresponding directly-follows
relation contains a self-loop if the type is resource-like as defined in Section 2.3.
The leaf node can be skipped by types that can participate in zero events.

Formally, for an object-centric leaf node (a, rel, div, con, def) and object type
ot ∈ Utyp, we have startot(L(a, rela, diva, cona, defa)) = endot(L(a, rela, diva,
cona, defa)) = Σot(L(a, rela, diva, cona, defa)) = {a} if a ̸= τ ∧ ot ∈ rela, and
dfot(L(a,m)) = {(a, a)} if ot ∈ diva. Otherwise, all these sets are empty. Note
that this self-loop on a is only induced by the resource-like types that can have
arbitrarily many and arbitrarily ordered events with that activity. Hence, in the
language of the tree with such a leaf, a corresponding self loop can always be
observed in at least one accepted log. Similarly, we define the auxiliary function
to indicate a potential skip with skipot(a, rela, diva, cona, defa) = ot ∈ diva.

Next, we show how each of the operators aggregates the directly-follows rela-
tion from its subtrees for any given type. These aggregations strictly follow the
language definition of object-centric process trees from [7]. For the concurrent
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operator, the start (1) and end (2) activities are the start and end activities
from all subtrees. The directly-follows relation combines all relations from the
subtrees (3). Additionally, all cross-subtree activity pairs are added (4). A con-
current operator node can only be skipped if all subtrees can be skipped as well
(5). The included activities of that operator node are those from all subtrees (6).

startot(L(||, S1 . . . Sn)) = ∪1≤i≤n startot(L(Si)) (1)

endot(L(||, S1 . . . Sn)) = ∪1≤i≤n endot(L(Si)) (2)

dfot(L(||, S1 . . . Sn)) = ∪1≤i≤n dfot(L(Si))∪ (3)

∪i̸=j∈{1...n} Σot(Si)×Σot(Sj) (4)

skipot(||, S1 . . . Sn) =∀1≤i≤n : skipot(Si) (5)

Σot(||, S1 . . . Sn) =∪1≤i≤n : Σot(Si) (6)

For the exclusive choice operator, activities, starts, and ends are aggregated
as for the concurrent operator. The directly follows relation for the exclusive
choice operator again combines all relations from each subtree (7). Additionally,
for the subtrees for which the object type is acting like a resource, all cross-
subtree activity pairs are included in the directly-follows relation (8). This is
again caused by these types being allowed to execute arbitrarily many events in
any arbitrary order, leading to all these directly-follows relations being present in
at least one log in the language of the tree. For non-resource types, the exclusive
choice is enforced between the subtrees, i.e., no new directly-follow relation is
added between them. A choice can be skipped if one of its subtrees can be (9).

dfot(L(×, S1 . . . Sn)) = ∪1≤i≤n dfot(L(Si)) (7)

∪1≤i̸=j≤n:{(a, b) ∈ Σot(Si)×Σot(Sj) | ot ∈ res(Si) ∩ res(Sj)} (8)

skipot(×, S1 . . . Sn) =∃1≤i≤n : skipot(Si) (9)

For the sequence operator, the start (10) and end (11) activities are those
from all subtrees that are only preceded or followed by skippable subtrees. The
auxiliary functions are handled as before for the concurrent operator.

startot(→, S1 . . . Sn) = ∪1≤i≤n:∀1≤j<i:skipot(Sj) startot(Si) (10)

endot(→, S1 . . . Sn) = ∪1≤i≤n:∀i<j≤n:skipot(Sj) endot(Si) (11)

The directly-follows relations of all subtrees are again merged (12). Addition-
ally, ends and starts of following subtrees, and those only separated by optional
subtrees, can follow each other in order (13). Lastly, resource-like types, as de-
fined in Section 2.3, are handled by including cross-subtree activity pairs (14).

dfot(L(→, S1 . . . Sn)) = ∪1≤i≤ndfot(L(Si))∪ (12)

∪1≤i<j≤n {(a, b) ∈ endot(Si)× startot(Sj) | ∀i<l<j : skipot(Sl)}∪ (13)

∪1≤i<j≤n: {(a, b) ∈ Σot(Si)×Σot(Sj) | ot ∈ ∩i≤l≤jres(Sl)} (14)

According to [7] the language of loop operator nodes ⟲ (S1 . . . Sn) across
the loop body S1 and the redo part S2 . . . Sn expresses that sequentially, after
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Fig. 5. Directly-follows relation and multiplicities, extracted from the tree in Figure 3.
The operator icons indicate which non-leaf node in the tree caused the relation.

each execution of the loop body, a choice is made between another iteration
through one of the redo parts and the end of the loop. Conceptually, this results
in the following aggregation of the directly-follows relation from the subtrees:
The starts and ends always include those of the loop body. If the loop body
can be skipped, the starts and ends of all other subtrees are added. For the
directly-follows relations, we combine the relations in the subtrees and connect
the end activities of the loop body with the start activities of all redo parts and
vice versa. If any redo part can be skipped, the end activities of S1 can lead to
the start activities of S1. Similarly, if S1 is optional, end activities of S2 . . . Sn

lead to start activities of S2 . . . Sn. Lastly, we account for resource-like types as
before.Figure 5 shows the overall result for the tree in Figure 3.

Next, we specify the extraction of the multiplicities from object-centric pro-
cess trees. The pattern for related object types and activities, i.e., rela,ot(L(S)),
can be directly evaluated on the leaf nodes of a given tree S, by checking if the
object type is related to any leaf node with that label. The pattern for deviations
from the 1:1 multiplicity requires some further processing. That is, the patterns
rela,ot>1(L), rela,ot<1(L), rela>1,ot(L), and rela<1,ot(L) evaluate to true if any
corresponding leaf allows it, as specified in Section 2.3. Additionally, rela<1,ot(L)
evaluates positively if there is a choice on the path from the root node to any
leaf node with that activity. Similarly, rela>1,ot(L) evaluates to true if there is an
operator node with a loop on the path to any respective leaf node. The extracted
multiplicity patterns for our example tree are shown in Figure 5.

Lastly, the patterns for identity relations can be extracted from an object-
centric process tree by iterating through all inner nodes and collecting all ex-
plicitly included identity relations. Then, for each activity pair, the transitive
closure of implications between object types is used to determine if a correspond-
ing pattern should evaluate positively during the conformance check.

Note that all extraction strategies can also be applied in case of duplicated
activity labels. They will be treated as a single activity in the footprint that is
allowed to perform any behaviour that one of the leaves with that label induces.
Finally, we discuss the polynomial runtime complexity of our approach. The
derivation of the footprints from object-centric event logs is trivially in polyno-
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mial complexity. For the object-centric trees, we sketch the runtime complexity
for any given number of tree nodes N, associated to |Σ| activities and |Ω| types.
The complexity of the extraction of the directly-follows relation is limited by the
number of object types. For each object type, it requires an iteration across all
nodes in a tree (|Ω| ·N). The complexity of the pattern extraction for interac-
tion multiplicities is limited by the number of activity-type combinations and
the maximum number of nodes between each leaf and the root node (N · |Σ| · |Ω|)
. Lastly, the complexity of the identity pattern extraction is limited by the num-
ber of nodes in the tree and the squared number of object types and activities
(N · |Σ|2 · |Ω|2). The comparison between all footprint patterns is limited, as
discussed in Section 3.2, by |Σ|2 · |Ω| + 2 · |Σ| · |Ω| for control flow relations,
5 · |Σ| · |Ω| for interaction multiplicities, and |Σ|2 · |Ω|2 for identity relations.

3.4 Conformance Analysis

We propose to use our approach to determine the overall conformance and then
drill down into deviations when the standard deviation between averages of
different groups is significant. We suggest investigating individual groups of pat-
terns based on 1) the categories of control flow, multiplicities, or identity rela-
tions, 2) the tree node that causes a negative evaluation or 3) the activity or
type a pattern refers to. Note that all patterns included in our footprint provide
a notion of locality, in the sense that one can easily trace back which category,
node, event, type, or activity caused a decrease in conformance values to occur.
Figure 5 indicates the tree nodes that introduce each of the relations.

For our example log and tree, the overall fitness and precision amount to
0.80 and 0.72. Splitting patterns up based on the pattern categories reveals that
the control flow relations are reflected correctly (category fitness of 0.96) but
imprecisely (category precision of 0.54). This imprecision is primarily caused by
the incomplete observation of the resource-like behavior of the customer across
activities in the exclusive-choice subtree. In practice, we would assume this to be
intended behavior, which is simply not observed due to the small input log size.
Furthermore, we find the identity relations to cause the most significant drop in
fitness (category fitness of 0.54) while retaining high precision (category precision
of 0.90). When drilling down on this issue, we find this to be primarily caused
by the events that refer to the packing activity. We can observe both orders
in our log to be packed jointly or partially. This deviation is also reflected in
the corresponding multiplicity patterns, which do not show any other noticeable
deviations. This might be intended behavior that is not reflected in the model.
In practice, the model should be adjusted after a confirmation by stakeholders.

4 Evaluation

We evaluate the feasibility and expressiveness of our approach by checking the
runtime and category standard deviation on public logs. Additionally, we com-
pare conformance values against existing techniques using our implementation
available at https://github.com/Nik314/OCPT-Conformance-Checking.

https://github.com/Nik314/OCPT-Conformance-Checking
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4.1 Runtime Demands & Category Standard Deviation

We compare the runtime demands of our approach against perspective-based
[17], alignment-based [16] and context-based techniques [4]. Additionally, we
measure the cross-category standard deviation of our approach as a proxy value
for the expressiveness of the drill-down. All logs can be found in the log library
of the OCEL format. First, we use the discovery techniques from [7, 9] to mine
object-centric process trees with identity relations. For the alignment-based and
context-based techniques, we translate each tree to an object-centric Petri net.
For the perspective aggregation, we project the tree on workflow nets for align-
ments on each type, as suggested in [17]. Then, we measure the runtime on an
Intel I9-13980HX processor with 64GB of RAM and a timeout of one hour per
log. For our approach we additionally report the category standard deviation.

Table 1 shows the results. The context-based and alignment-based techniques
timed out on all logs with little progress (≤ 1%). A follow-up in which we in-
creased the timeout to a day on a server with 500 GB of RAM lead to memory
errors. This is expected, as they both lie within exponential runtime complexity,
as already discussed in [16]. Preliminary evaluations performed in [4,16] suggest
that these and similar techniques [13, 20] can only be used with heavy prepro-
cessing to reduce the log connectivity. The perspective aggregation timed out
on two logs and required 41 seconds on average on the remaining ones. Our
approach did not time out and required 4.14 seconds on average per input log.
The cross-category standard deviation on average was 0.05 and 0.17 for fitness
and precision, suggesting that the drill-down analysis suggested in the previous
section should provide meaningful insights upon the investigation per category.

4.2 Absolute Conformance Comparison

To confirm that our method remains in line with existing object-centric confor-
mance checking approaches that address similar modeling aspects, we compare
the resulting values. Given the previous experiment, we focus on the perspec-
tive aggregation, as the other methods are infeasible, and compare the resulting
conformance values to our approach. For fitness, the difference between our ap-
proach and the perspective-based measure was 0.04 on average. For the precision
measure, the observed differences were larger, with an average of 0.16 per log.
The values for each of the investigated input logs can be found in Table 1.

We further investigated the differences in conformance values and found those
to be caused by conceptual differences in terms of what the two approaches are
sensitive to. Most importantly, our approach considers object multiplicities and
identity relations, which are ignored by the perspective aggregation. That is,
each object trace is individually aligned by the perspective aggregation without
checking if this causes any problem with regards to the allowed multiplicities
during the necessary interaction with other objects in shared events or potential
identity relations between them. This leads to an overestimation of fitness in
comparison o our approach. Reversely it is also not checked if the tree allows ad-
ditional multiplicities or identity-based interaction than those present in the log.
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Table 1. Runtime in seconds for footprint-based and perspective-based [17] confor-
mance checking. Additionally, category standard deviation, fitness and precision dif-
ferences, and agreement percentages for the relative comparison are shown.

Log Footprint Perspective Absolute Relative Category
(Runtime) (Runtime) Difference Difference Deviation

(Fit / Prec) (Fit / Prec) (Fit / Prec)
Container 4.77s 30.77s (0.02 / 0.08) (42 % / 76%) (0.11 / 0.16)
Orders 6.13s 206.86s (0.00 / 0.21) (100% / 71% ) (0.00 / 0.13)
P2P 4.16s 27.47s (0.17 / 0.12) (100% / 88%) (0.06 / 0.08)

LRMS O2C 5.78s 5.57s (0.00 / 0.08) (100% / 84%) (0.00 / 0.20))
LRMS P2P 1.18s 7.73s (0.04 / 0.02) (88% / 78%) (0.04 / 0.21))
LRMS HR 3.91s 0.77s (0.05 / 0.12) (93% / 76%) (0.07 / 0.18)
Hospital 1.91s 38.70s (0.01 / 0.05) (88% / 82%) (0.03 / 0.09)

Production 11.01s t/o t/o t/o (0.04 / 0.21)
GitHub 0.76s t/o t/o t/o (0.08 / 0.31)

Recruiting 1.78s 9.44s (0.03 / 0.35) (68% / 72%) (0.05 / 0.14)

Hence, a tree that precisely restricts these aspects is not rewarded in compar-
ison to a tree that leaves them unspecified. For the logs investigated here, this
caused some differences in the resulting precision values, since the algorithms
from [7,9] are precise with regards to the allowed multiplicities and identity re-
lations in the discovered trees. Our approaches rewarded that precision, while
the perspective aggregation did not. Further, more minor, differences between
the resulting values of the two approaches can be traced back to the differences
in our control flow patterns and the alignments used per object type. In that
regard, the perspective aggregation is more sensitive as the alignments per ob-
ject capture additional aspects. Our approach does, for example, not account for
multiple occurrence of the same pattern violation due to their binary values.

Examples for the above mentioned types of differences between the perspec-
tive aggregation and our approach could be consistently observed across all input
logs. For the order management log, for example, the discovered trees precisely
reflect that the placement of an order can contain multiple items, but only refer
to a single customer. It also precisely specifies, that across confirming and pay-
ing, the same set of items implies the same order and customer. These aspects
are rewarded by our approach, but not rewarded by the perspective aggregation.
In our opinion, those differences correctly reflect intentional design choices.

4.3 Relative Conformance Comparison

Lastly, we investigate if our approach and the perspective aggregation agree
on the relative effect of known changes to the input log. Specifically, we check if
precision and fitness improve or worsen, when each object type and each activity
is individually removed. In each case, we check if the two approaches agree on
the direction of the conformance value change in comparison to the results on
the full log. The resulting percentages of object types and activities per log can
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be found in Table 1. On average, we observed an agreement of 85% for fitness
and 78% for precision. This confirms that while both approach result in different
absolute values for the reasons discussed in the previous experiment, they mostly
agree on the relative effect of known changes. More importantly, it verifies the
usage of object types and activities with regards to the locality of deviations.

4.4 Discussion

Our evaluation showed that our approach can determine conformance results
orders of magnitude faster than alignment-based and context-based techniques.
In comparison to perspective-aggregating approaches, it still shows considerable
runtime. While the absolute values between the approaches differ reasonably,
especially with regards to precision, we found those differences to be mainly
caused by intentional design choices. Specifically, the sensitivity of our approach
to interaction multiplicities and identity relations. Further differences could be
explained by the limited expressivity of control flow patterns in comparison to
object trace alignments. Finally, we confirmed the reliability of our approach for
relative deviations under known changes with regards to types and activities.

The obvious key limitation of our approach lies within the attachment to
object-centric process trees and the abstraction into a limited set of proper-
ties. In principle, our footprints could also be extracted from any other object-
centric modeling formalism, albeit without the guarantee for polynomial runtime
complexity. However, the conformance results would cater heavily towards the
representational bias of object-centric process trees, as included patterns were
selected to exactly capture their semantic properties. Advantages of other for-
malisms that exceed the expressiveness of object-centric process trees will not
be evaluated correctly with our approach. As such, it should be considered an
in-formalism technique. Additionally, due to the abstraction into a limited set
of properties there can be equivalence classes of object-centric process trees that
map onto the same footprint despite having different languages. Within each of
these classes, our conformance checking is insensitive to language differences.

5 Related Work

In this section we present related approaches on object-centric conformance
checking. Their application typically relies on translating the trees to language-
equivalent object-centric Petri nets, as outlined in [7]. Alternatively, pattern
extraction strategies can be used to apply declarative approaches.

Token-based [14] conformance checking use the replay mechanism of object-
centric Petri net formalisms, such as [3], to determine the fitness of an object-
centric event log [14]. The measures result in non-deterministic values for object-
centric process trees, depending on the object-centric Petri net translation.
Alignment-based [10, 13, 18] approaches determine the closest entry in the lan-
guage of the model in comparison to the log. While this provides theoretically
optimal diagnostics, these methods have exponential complexity [10, 13, 18].
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Context-based techniques are based on grouping events based on the previous
behavior of all involved objects [4]. The approach relies on alignments in a pre-
processing step for non-perfect fitness, inheriting the exponential complexity.

Besides the above mentioned approaches based on Petri nets, our approach
also relates heavily to constraint-based and declarative approaches, which model
processes by specifying explicitly disallowed behaviour [1,6,15,21]. In relation to
these approaches, the core contribution of this paper is the efficient extraction
strategy of the footprint patterns from object-centric process trees. With slight
approach specific adjustments of this strategy, one could translate object-centric
process trees into a set of constraints in each of the respective formalisms. The
specific patterns proposed in this paper could, for example, also be expressed
in OC-Declare [15] which supports control flows, multiplicities and implication-
based identity relations. In this case, the expected runtime complexity of these
approaches should be identical to the approach presented in this paper.

Conformance techniques for other formalisms include artifact-centric tech-
niques [11], proclets [2, 12] and other Petri net variants. Our footprint-based
approach could in principle be applied to all these formalisms, although the
footprint pattern extraction might require checking soundness properties. As
such, we cannot guarantee the polynomial complexity for formalisms that do
not provide the soundness guarantees of object-centric process trees.

Lastly, there are perspective-aggregating techniques, such as [17]. Those ap-
proaches are as runtime-efficient as the techniques per perspective. Most tech-
niques discussed above are designed for model-to-log checking, while our tech-
nique could also be used for model-to-model and log-to-log comparisons. Foot-
prints have been used similarly in traditional process mining. To the best of our
knowledge, our approach is the first to extend them to the object-centric setting.

6 Conclusion

In this paper, we introduced a novel conformance checking approach for object-
centric process trees based on pattern footprints. We specified patterns for all
covered modeling aspects of control flow relations, interaction multiplicities, and
identity relations and defined their extraction in polynomial complexity. As a
result, the application of our approach to guide practitioners in identifying de-
viations is feasible even for large input logs. We evaluated our approach on a
range of public logs and found significant runtime improvements in comparison
to perspective-based, alignment-based, and context-based approaches.

Our approach remains limited by the reliance on object-centric process trees,
inducing a representational bias. As such, our approach should not be applied in
a cross-formalism setting without readjusting the selected patterns to account for
additional expressiveness. In future work, we plan to pinpoint these differences
precisely and offer extended footprints with corresponding extraction strategies.
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