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Abstract. Object-centric process mining analyzes processes with inter-
acting objects based on data extracted from information systems. A core
step in that analysis is the discovery of a model that describes the control
flows of all object types. Existing algorithms for that purpose typically
assume a static object-centric event log to be given. However, many real-
world systems produce events continuously in an ongoing stream dur-
ing operation. Repeatedly materializing these streams into object-centric
event logs is infeasible, due to the typical throughput in real-world sys-
tems. As such, maintaining up-to-date object-centric process models in
ongoing streams is an important challenge that has only been addressed
for a limited selection of formalisms so far. In this paper, we present a
stream-based object-centric process discovery approach to close this gap
by extending the divergence-free directly-follows miner to object-centric
event streams. The proposed method incrementally maintains the infor-
mation required to detect directly-follows relations and divergences be-
tween activity-object type pairs, and emits an object-centric process tree
after each incoming event. We introduce a baseline variant that is correct
up to hash collisions, but whose memory consumption grows monotoni-
cally. For real-world settings, we further propose a variant with memory
heuristics that bounds memory usage while preserving high model qual-
ity in practice. Together, these techniques establish a viable foundation
for the online discovery of object-centric process trees.
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1 Introduction

The field of process mining aims to generate insights into business processes
from data. Traditionally, process mining operates on digital logs consisting of
timed activity executions, called events, assigned to distinct individual cases.
Object-centric process mining replaces this notion of separated individual cases
with a more realistic perspective by considering sets of interacting objects.

A key role in that analysis play object-centric process models, which encode
the allowed behaviour of a process in a standardized formalism. Process discovery
algorithms construct such process models automatically based on object-centric
event logs. However, all existing discovery techniques specific to object-centric
process models assume a fully static log to be given as a fixed input.
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This presents a major limitation in practice, as event logs are often not
available in static form but arrive event by event in a data stream. Due to the
typical throughput of these streams in real-world systems, it is not a feasible
option to materialize such streams into static logs. An algorithm successfully
operating on such a continuous stream of events is called a streaming or online
algorithm.

While some research has focused on case-centric process discovery on event
streams [2,4,14], object-centric process discovery in streaming contexts has only
recently begun to be explored [8, 9]. Contributing to the advancement of that
area, we present a novel online object-centric discovery algorithm by extending
the divergence-free directly follows (DF2) miner. It turns an object-centric event
log (OCEL) into a single graph structure, which is subsequently used for the
discovery of an object-centric process tree. We choose this formalism as it offers
multiple advantages, such as behavioural soundness.

In this paper, we propose two variations of a streaming algorithm that ag-
gregates incoming object-centric events into a DF2 graph, and subsequently into
an object-centric process tree. We introduce the baseline version of the stream
DF2 miner that guarantees perfect accuracy up to hash collisions in compari-
son to the offline version. However, this requires maintaining information on all
objects that have ever occurred in the stream, causing a monotonically increas-
ing memory demand. For realistic settings with limited computational resources,
we introduce an approximated version of the stream DF2 miner using memory
heuristics. It is parameterized to fit the specific process setting based on do-
main knowledge. These parameters enable the adjustment of the end-of-lifecycle
estimation to control the tradeoff between accuracy and memory efficiency.

We perform an evaluation of our technique by simulating streams based on
public object-centric logs, showing that the proposed algorithm is feasible and
provides a runtime advantage over the offline version. Additionally, we show that
the proposed heuristics to bound the algorithm’s memory footprint can be used
to retain high accuracy without excessive memory usage.

2 Preliminaries

In this section, we specify required background on object-centric event streams,
graph abstractions, and the discovery of object-centric process trees. We denote
the universes of activities, objects, and types as Ua, Uo, and Ut.

2.1 Object-Centric Event Logs & Streams

For the scope of this paper, we consider an object-centric event log as a sequence
of events ⟨(a1, O1), . . . , (an, On)⟩, where each event consists of an activity label
ai ∈ Ua and an object set Oi ⊆ Uo. Each object o ∈ Uo has a type t ∈ Ut

assigned to it by the function ω : Uo → Ut. For any given object-centric event
log, we denote the set of observed activities and types as Σ and Ω, respectively.



Discovering Object-Centric Process Trees from Event Streams 3

Table 1: Example stream fragment with three surgery events and their associated
object sets grouped into object type rows (doctor and patient).

⟨. . . , (surgery,
{
D1,
PatA

}
), (surgery,

{
D2,
PatB

}
), (surgery,

{
D2,
PatC

}
), . . . ⟩

Subsequently, an object-centric event stream is defined analogously as an un-
bounded sequence S = ⟨(a1, O1), (a2, O2), . . . ⟩, where each event (ai, Oi) satisfies
ai ∈ Ua and Oi ⊆ Uo. Any given finite prefix S≤n = ⟨(a1, O1), . . . , (an, On)⟩ of
such an object-centric stream constitutes a materialized object-centric event log.
Table 1 shows an example object-centric stream excerpt.

For any given object-centric event log L = ⟨(a1, O1), . . . , (an, On)⟩, we define
a few auxiliary projections and relations that are utilized for the discovery of
object-centric process trees. For a set of objects Oi and an object type t, we
define the object set projection Oi⇂t as the subset of objects of that type, i.e.,
{o ∈ Oi | ω(o) = t}. Additionally, we define the trace of each object o ∈ Uo as the
activity sequence in which the object is involved as L⇂o = ⟨a1, . . . , an | o ∈ Oi⟩.

Next, we introduce four different types of relations between activities a ∈ Σ
and object types t ∈ Ω, that express the observed multiplicities during inter-
actions in any given log. The activity and type are considered related if there
is any event in the log of the respective activity that includes an object of the
corresponding type, i.e., ∃(ai, Oi) ∈ L : ai = a ∧ Oi⇂t ̸= ∅. Such a relation can
exhibit the properties of so-called divergence, convergence, and deficiency.

Convergence means that there exists an event of activity a that involves more
than one object of type t, i.e., ∃(ai, Oi) ∈ L : ai = a ∧ |Oi⇂t| > 1. Deficiency
means that there exists an event of activity a that involves no object of type
t, i.e., ∃(ai, Oi) ∈ L : ai = a ∧ |Oi⇂t| < 1, despite them being related. Lastly,
divergence means that two events of activity a agree on their involved objects of
type t but differ in the involved objects of at least one other object type t′ ̸= t
with ∃(ai, Oi), (aj , Oj) ∈ L : ai = aj = a ∧Oi⇂t = Oj⇂t ∧Oi⇂t′ ̸= Oj⇂t′ .

Divergence is typically induced by resource-like object types that are involved
in multiple independent instances of another object type. In our running example
from Table 1, the activity surgery diverges for doctors, because the same objects
of this type can interact with multiple independent patients.

2.2 Object-Centric Graph Abstraction

Object-centric event logs are often transformed into graph structures during the
discovery of object-centric process models. These structures abstract the input
log into properties that are relevant for the discovery of process models [1, 12].

In that context, the directly-follows graph expresses in which order activities
are observed per object type in a given input log. For any given object-centric
event log L and type t ∈ Ω it contains nodes for each activity a ∈ Σ and edges
between them (a, b) ∈ Σ × Σ if there is any object trace of that object type in
which the activity pair is observed in that exact order, i.e., ∃o ∈ Uo : L⇂o =
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⟨. . . a, b, . . .⟩ ∧ ω(o) = t. Additionally, any activity a is considered a start node
or end node in the directly-follows graph of an object type t if it appears in the
first or last position of any correspondingly typed object trace, i.e., ∃o ∈ Uo :
L⇂o = ⟨a, . . .⟩ ∧ ω(o) = t or ∃o ∈ Uo : L⇂o = ⟨. . . , a⟩ ∧ ω(o) = t, respectively.

Individual directly-follows graphs are typically sufficient to discover process
models for the individual perspective of each object type that can then be further
aggregated [1]. However, they can be cluttered with edges that do not actually
describe any control flow relations, because they originate from the resource-
like behaviour of a divergent object type. To combat this specific issue, the
divergence-free directly-follows (DF2) graph has been introduced in [12].

Conceptually, the graph aggregates the directly-follows graph across all ob-
ject types, strictly excluding edges where any underlying object type diverges
on both the preceding and succeeding activities. Formally, the DF2 graph of an
object-centric log L is a tuple (Σ,E→, Σstart, Σend) with activity nodes Σ, edges
between them E→ and designated start Σstart and end activities Σend.

Let div(L, a) denote the set of object types exhibiting divergence for a given
activity a in the log L. Formally, a directed edge a → b exists if there is at least
one object trace where b immediately follows a with L⇂o = ⟨. . . a, b, . . .⟩ and the
corresponding object type satisfies ω(o) /∈ div(a) ∩ div(b). Analogously, the sets
Σstart and Σend aggregate the start and end activities of the log across all types
while removing divergent behaviour. That is, an activity is only designated as a
valid start (or end) node if it is never preceded (or succeeded) by another event
sharing an object of a mutually non-divergent type. In the running example,
surgery directly follows itself because, e.g., the object trace of doctor D2 contains
two consecutive surgery events. However, since surgery diverges on doctor, this
typed directly-follows relation will not contribute to the DF2 graph.

2.3 Object-Centric Process Trees

Object-centric process trees recursively express languages of object-centric event
logs [12]. They are defined by inner operator nodes (⊕, S1, . . . Sn) in the tree
structure that specify the control flow relation between their subtrees S1 . . . Sn

in terms of the operator ⊕ for sequences (→), choices (×), concurrency (||) or
loops (⟳). A leaf node in these object-centric process trees is defined as a tuple
(a, rel, con, div, def) with an activity label a ∈ Ua, a set of related object types
rel ⊂ Ut, and the three subsets of object types that are allowed to exhibit
convergence, divergence, and deficiency respectively (con, div, def ⊆ rel).

For more details on the language, offline discovery, and an illustrating exam-
ple of the trees, we refer to [12]. Relevant for the scope of this paper is that the
discovery technique for object-centric process trees from [12], called the DF 2

miner, only requires the DF 2 graph and the activity-type relations as an input.

3 Mining Object-Centric Process Trees from Streams

In this section, we introduce an algorithm that incrementally computes the DF 2

graph and all activity-type relations from an object-centric event stream. As a
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result, the DF 2 miner from [12] can be applied at any point during the stream
without having to materialize the previously observed events into an object-
centric event log, which might be of infeasible size in real-world stream settings.

In Section 3.1, we provide a strict version of our approach that guarantees
correct results in comparison to the offline version up to hash collisions. While
this guaranteed equivalence to the offline version is a desirable objective, its
memory footprint is monotonically increasing with the introduction of new ob-
jects. In Section 3.2, we propose heuristics to remove objects from memory in a
cleanup routine to bound the memory footprint.

3.1 Stream-Based DF 2 Miner

Conceptually, our approach solves two tasks simultaneously to correctly con-
struct the DF 2 graph incrementally from an object-centric stream. First, it iden-
tifies all potential directly-follows relations between activities in object traces,
including corresponding start and end activities. Secondly, it detects divergent
activity-type relations. The first task determines which candidate elements may
appear in the graph, whereas the second task determines which of these ele-
ments must be ignored because they are induced by divergence. To achieve this
online in an incremental fashion, our approach maintains a compact state that is
updated for every event and from which the current DF2 graph can be emitted.

Stream State: The stream state keeps track of the last observed relevant
activity per object trace, to notice new edges, and a hash map for observed object
combinations, to identify potential divergence. In addition to these core concepts,
we store candidate sets for each of the necessary constructs and keep track of
properties that are already determined to be present, to avoid recalculations.

Formally, we define our state (last, edg, start,D, rel, div, con, def) as the
object-activity mapping last ⊂ Uo × Ua, the set of candidate edges per type
edge ⊂ Ua×Ua×Ut, the set of candidate start activities per type start ⊂ Ua×Ut

and the known activity-type relations rel ⊂ Ua × Ut with their respectively
known properties div, con, def ⊆ rel. Additionally, to determine the divergence
across the stream, we utilize an index D which stores, for each potential activity-
type relation, a hash map for the observed object combinations. Formally, for
the universe of hash values Uh this is defined as D ⊂ Ua × Ut × Uh × P(Uh).

Upon initialization, the state of our approach and the emitted graph is empty.
For any following event (ai, Oi) from an incoming object-centric stream S we
perform the following incremental changes to keep track of all relevant properties.

Stream Update: Tracking the directly-follows edges is straightforward.
Whenever we receive an event (ai, Oi), we check for all objects o ∈ Oi if there
is any stored previous activity b with (o, b) ∈ last and add (b, ai, ω(o)) to our
candidate edges, as ⟨. . . , b, ai⟩ is the current object trace of o. We update last
accordingly by omitting the previous content for o and storing the activity of the
new event. If instead it is the first event related to o, i.e., ∀(o′, b) ∈ last : o′ ̸= o,
we add (ω(o), ai) to the candidate start activities start. The candidate end ac-
tivities can be deduced from the content of last at any time and do not need to
be tracked. With these state updates, all potential graph elements are known.
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The second task of identifying all divergent activity-type relations in the
object-centric event log S≤i is more involved. Formally, a diverges for t if two
executed events e1 = (a,O1) and e2 = (a,O2) perfectly align over their typed
objects (O1⇂t = O2⇂t) but uniquely disagree globally (O1 ̸= O2). We realize the
detection using the divergence index D, maintaining necessary information on
the connection between potential activity-type relations (a, t), the hashed subset
of objects observed for that type O⇂t, and the hash of the full object set O under
consideration of all types. For this purpose, we assume a collision-minimal hash
function h : P(Uo) 7→ Uh to be given. Given an event (ai, Oi), we check for each
type t corresponding to an object in Oi if there is an entry (ai, t, h(Oi⇂t), hash)
with hash ∈ Uh in D. If so, then the stored value hash needs to equal the hash
value h(Oi). Otherwise, divergence is detected, as the objects of the type agree,
but the overall object set of the new event does not. If no conflict occurs, we
add the hash of the observed objects, i.e., (ai, t, h(Oi⇂t), h(Oi)), to D.

After updating the index D, we can finally reason about the activity-type
relations rel, div, con, def . For any potential (ai, t, Oi⇂t, h(Oi)) addition to the
index, we include (ai, t) in rel. If a conflicting hash value was observed, we
additionally include the combination in div. Finally, to also keep track of con-
vergence and deficiency, we condition the inclusion in con and def on |Oi⇂t| > 1
and |Oi⇂t| < 1, respectively. From the combination of candidate elements and
the updated divergence properties, the DF 2 graph can finally be extracted from
the stream state.

For our example stream excerpt in Table 1, the corresponding configuration
of D is shown in Figure 1. Receiving the last surgery event causes a divergence
detection on (surgery, doctor) because {D2} is the set of doctors in both the
second and the third event, while the full object sets do not coincide.

3.2 Memory Management and Eviction Heuristics

Ideally, objects are tracked by our approach until they complete their lifecy-
cle. However, if objects are indefinitely retained in memory without guaranteed
termination signals, the system’s memory consumption will grow monotonically.

To ensure bounded memory complexity, we introduce an eviction heuristic.
The miner continuously evaluates all objects and evicts those identified as inac-
tive or finished, bounding the memory footprint. This comes with a trade-off: if

D

(surgery, doctor)

h({D1})

{h(O1)}
O1: {PatA,D1}

h({D2})

{h(O2), h(O3)}
O2: {PatB,D2}
O3: {PatC,D2}

(surgery, patient)

h({PatA})

{h(O1)}
O1: {PatA,D1}

h({PatB})

{h(O2)}
O2: {PatB,D2}

h({PatC})

{h(O3)}
O3: {PatC,D2}

Fig. 1: Visualization of D for the stream fragment in Table 1. The upper level
shows the activity-type combination, the middle denotes the object set hash of
that specific type, and the lowest level shows the full object set hashes.
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an object is evicted before its lifecycle actually ends, the resulting DF 2 graph
may differ from the offline version. In particular, some directly-follows relations
may be missed, while others may be incorrectly retained because a divergence
was not detected or the true start and end activities could not be identified.

Let ei denote the i-th event processed from the stream. For any tracked
object o, we define alast(o) as the activity of the last event associated with o and
l(o) as its index. The relative inactivity of the object at the current stream index
i is quantified as ∆(o) = i − l(o). The eviction heuristic divides the lifecycle of
an object into three zones induced by two key limits: a soft inactivity threshold
Thint and an absolute timeout threshold Tmax , where Thint < Tmax:

1. Active Zone (∆(o) ≤ Thint): The object has been seen recently and is
preserved in memory with absolute certainty.

2. Uncertainty Zone (Thint < ∆(o) < Tmax): The object is evicted only if
there is sufficient evidence that it has reached the end of its lifecycle.

3. Expiration Zone (∆(o) ≥ Tmax): The object is assumed to be dead and is
surely evicted from all tracked memory structures.

Within the uncertainty zone, intuitively, the probability of an object being
dead depends on whether its last recorded activity, alast(o), frequently concludes
lifecycles of its object type. To calculate this robustly under varying sample sizes,
the miner incrementally maintains a continuous histogram of end activities.

Let n be the total number of observed completed lifecycles for the object
type of o, and let k be the number of those lifecycles that concluded with the
activity alast(o). We formulate the statistical confidence C ∈ [0, 1] of termination
using the Bayesian Beta-binomial credible interval lower bound:

C = max (0, µ− z · σ) , where µ =
k + 1

n+ 2
and σ =

√
(k + 1)(n− k + 1)

(n+ 2)2(n+ 3)
.

Here, z acts as a statistical confidence multiplier. We set z = 1 for a standard
1-sigma lower bound. This Bayesian formulation handles low-sample uncertainty
by definition: when few lifecycles have been observed (n ≈ 0), the variance σ is
large, pulling the confidence lower bound C to zero. As n grows, C converges.

To minimize cleanup overhead, we propose an eviction scheduling strategy
rather than evaluating all active objects continuously. For any object o related to
the current event ei, we calculate its eviction event index D(alast(o), C) directly:

D(alast(o), C) = i+


Tmax if C ≤ 0,

Thint + 1 if C ≥ 0.9999,

Thint +
⌈
(Tmax − Thint) · 0.95

C
1−C

⌉
otherwise.

The term 0.95
C

1−C scales the uncertainty zone duration dynamically: If C → 1
(high confidence that alast is an end activity), the term approaches 0, trigger-
ing eviction at Thint + 1 (immediately after the active zone). If C → 0 (low
confidence), the term approaches 1, postponing eviction to the limit Tmax.
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To account for dynamically updating confidence values C as the stream pro-
gresses, the eviction index is recalculated using the latest value of C once the
scheduled index is reached. If the updated eviction index is in the future, the
object is rescheduled; otherwise, it is evicted. By parameterizing the eviction
heuristics with the interval [Thint, Tmax], the algorithm offers precise control over
the trade-off between strict correctness of the DF 2 graph and memory demands.

4 Evaluation

In this section, we conduct three experiments. First, we evaluate the runtime
of the online miner in comparison to its offline counterpart [12] in Section 4.1.
Additionally, we investigate the relation between correctness and memory in
Section 4.2. Lastly, we perform an investigation of the parameter space in Sec-
tion 4.3. The proposed method has been implemented in Rust3. We perform all
evaluations on six public logs4 on a MacBook Pro with an M5 processor and 16
GB of RAM. All log statistics and results can be found in the repository.

4.1 Processing Time

First, we compare the runtime demands of our approach with and without heuris-
tics against the offline version. For the application of the heuristics, we use de-
fault parameters of Thint = 200 and Tmax = 2000. We simulated event streams
from all input logs by replaying them in groups of 1000 events (50, 000 events
for the extremely large age-of-empires OCEL). For each of these stream replays,
we measured the runtime of our online approach on the stream in comparison
to the offline version applied to the correspondingly materialized log.

Figure 2 shows the distributions of the observed event processing times of
the three algorithms. We observe that both online variants show very similar
processing times across all logs, various orders of magnitude below the offline
version. This is expected, since we keep track of incremental changes to prop-
erties, while the offline version has to recalculate them in every step. Note that
the heuristics do not cause any noticeable increase in processing time.

3 https://github.com/leonhardmuehlmeyer/EventStreamDF2
4 https://ocel-standard.org/event-logs/overview/

Fig. 2: Processing times (online,
offline and heuristic version).

Fig. 3: Scalability of streaming DF2 miner com-
pared to offline miner on two example logs.

https://github.com/leonhardmuehlmeyer/EventStreamDF2
https://ocel-standard.org/event-logs/overview/
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Figure 3 exemplarily compares the runtime behavior of the streaming miner
without eviction heuristics on the age-of-empires and order management logs.
The online baseline processes individual events several orders of magnitude faster
than repeatedly applying the offline miner to growing prefix logs. While the
offline runtime increases linearly with the prefix size, the online measurements
remain in a comparatively narrow band after the initial warm-up phase.

4.2 Structural Validity and Memory Footprint

To understand the impact of the proposed eviction heuristic, we measure the
correctness and memory savings, using the same setup as before. The heuristic
variant may prematurely evict objects, which can introduce extra arcs (false
discovery rate) or miss arcs (false negative rate). In Fig. 4, we plot the memory
savings averaged over all six evaluated logs as well as the averaged false discovery
rate (FDR) and false negative rate (FNR). Average memory savings increase
during replay, while average incorrectness remains bounded.

For the two exemplary logs, we present the specific memory footprints over
time in Fig. 5. The baseline algorithm retains the full observed object informa-
tion and therefore exhibits quickly increasing memory requirements. In contrast,
the heuristic constantly evicts inactive objects, effectively flattening the mem-
ory footprint. Across all logs, the observed savings range from 55.3% to 76.7%,
indicating that the cleanup mechanism consistently bounds the retained state
substantially below the baseline. On both logs, we note that the FDR is non-
zero but relatively low. The large age-of-empires log was the only log out of all
investigated ones to induce a non-zero FNR with a maximum of only 0.0014.

4.3 Range Parameter Search

To optimize the trade-off between memory savings and model accuracy, we per-
form a grid search over timeout ranges [Tmax, Thint] across all logs. For a log
of size N , we set up 51 configurations within the parameter space as follows:
Tmax ∈ {0, 0.001N, . . . , 0.5N,N} paired with Thint = r · Tmax for ratio multipli-
ers r ∈ {0.0, 0.05, 0.1, 0.2, 0.5, 0.8, 1.0}. This grid is intentionally denser for lower
thresholds to better capture the transition between high memory savings and

Fig. 4: Eviction heuristic: aver-
age efficiency vs. accuracy.

Fig. 5: Memory footprints with and without
eviction heuristic and FDR and FNR of DF2

graphs from the heuristic variant.
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high model accuracy. We measure the maximal memory footprints of the online
algorithm with and without the eviction heuristic to calculate savings. Addi-
tionally, at the end of the replay, we perform a footprint-based model-to-model
comparison between the resulting trees as suggested in [13].

Fig. 6 displays the Pareto frontiers of all configurations on all logs. We high-
light the configuration where memory savings are largest while not sacrificing
model accuracy. Typically, around 70% of memory can be saved before the model
degrades. Before that, the generated tree exactly matches the offline version. On
the age-of-empires log, none of the tested configurations could achieve full model
accuracy and reduce the memory footprint. However, ∼ 75% of memory is saved
when minor model inaccuracies are acceptable. In general, parameters for sub-
stantial memory savings under near-perfect model correctness can be found.

4.4 Discussion

Our evaluation confirms that our approach improves the runtime across multiple
orders of magnitude in comparison to the offline version. When exact equivalence
to the offline version is required, the baseline online variant is preferable, but its
memory usage grows monotonically. The heuristic variant successfully addresses
this limitation by substantially reducing memory consumption, at the cost of
potential structural deviations. Unfortunately, the ground truth of alive objects
will not be accessible in any real-world setting, so we have to rely on some
heuristic and might evict objects with behavior that would alter the discovered
DF2 graph. However, the observed results indicate that near-perfect model cor-
rectness can be maintained under substantial memory savings. Furthermore, the
parameters support adaptation to various input streams.

It should be noted that our approach inherits all limitations of object-centric
process trees. This includes the ignorance of identity relations and the repre-
sentational bias induced by the block structuredness. Future work will focus on
extending object-centric approaches that address these issues to streams [1, 5].

Fig. 6: Model accuracy vs. memory savings for different range parameterizations.
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5 Related Work

In this section, we present related work in terms of streaming approaches and the
object-centric setting. For an in-depth literature review of both areas, we refer
to [11] and [3]. Recently, object-centric stream-based discovery approaches have
emerged. One framework [9] constructs Object-Centric Directly-Follows Graphs
(OC-DFGs) and inter-object cardinality by flattening events into type-specific
streams and applying lossy counting. Another approach [8] utilizes fixed-size
intermediate buffers, cache replacement, and priority policies to discover OC-
DFGs, Object-Centric Petri Nets (OCPN), and Temporal Models (TOTEM)
from event streams. While both of these approaches construct OC-DFGs and
other models online, our proposed approach specifically extends the divergence-
free directly-follows (DF 2) graph. Furthermore, rather than managing memory
through fixed-size buffers and standard cache replacement policies like Liss et
al. [8], our algorithm dynamically evicts inactive objects based on a probabilistic
lifecycle estimation utilizing confidence intervals of observed end activities.

Traditional stream-based process discovery is motivated identically to our
approach, but limited to event logs without interacting object types. Naturally,
many conceptual similarities arise, such as the incremental detection of model-
relevant properties, determined by the selected miner. Closely related approaches
include [4], in which incremental activity relations are determined to provide an
online version of the heuristic miner from [15]. Similarly, [14] tracks directly-
follows relations to enable corresponding discovery techniques in an online set-
ting. Our approach is an extension of these ideas into the object-centric setting,
covering additional properties needed for that purpose, such as divergence.

We assume that alternative object-centric discovery techniques could be ex-
tended to streams in a similar manner. The approach in [1] outlines a framework
for the discovery of object-centric Petri nets. Our stream state would be sufficient
to perform this approach online as well, as long as the control flow discovery per
object type is based on the directly-follows relation. This extension generally
holds for all object-centric approaches based on this relation, such as [10].

Approaches that utilize further information would require non-trivial adjust-
ments of the stream state. For example, recent advances in object-centric process
discovery propose the inclusion of identity-based object relations in correspond-
ing process models, besides their plain control flow. Such techniques are available
for object-centric Petri nets [6], object-centric process trees [5], and declarative
approaches [7] but cannot be covered by our approach in its current form, due to
the missing information in the stream state. We intend to propose corresponding
incremental detections for such modeling aspects in future work.

6 Conclusion

In this paper, we introduce a stream-based discovery technique for object-centric
process trees, based on the DF 2 miner. It guarantees correctness of the result up
to hash collisions with monotonically increasing memory demands. Additionally,
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we proposed a second version of our online algorithm that implements memory
eviction heuristics to exchange memory savings against minor model inaccura-
cies. Our evaluation demonstrated the gain in runtime efficiency towards the
offline version, and a disproportionate gain in memory savings with only minor
model inaccuracies on the investigated logs. The integrated parameters showed
versatility in adaptation to different streams. Future work will focus on enabling
further object-centric discovery techniques on event streams.
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