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Abstract. Conformance checking compares observed and modeled pro-
cess behavior to explain where reality deviates from a process model.
For targeted process improvement, applications such as model repair
and process comparison benefit from stochastic guidance alongside such
explanations: Likely deviations are typically prioritized over edge cases.
Existing measures quantify how likely parts of a modeled process are
superfluous in reality, but lack the converse dimension, namely how likely
observed reality is missing from the model. Consequently, phenomena
such as rework may remain hidden operational bottlenecks.
In this paper, we introduce miss probabilities for process trees, which
stochastically quantify behavior that is observed in reality but that is
absent from the model. Based on all optimal explanations for deviations,
we infer which parts of a process model lack which observed behavior and
formally quantify this lack as a miss probability. That way, miss proba-
bilities yield localized diagnostics for conformance analysis and process
analytics. We empirically evaluate miss probabilities on real-life processes
and outline their potential for process improvement. Our experiments
show that miss probabilities reveal local incompleteness of the model
even in highly concurrent settings and provide insights for model repair.

Keywords: Stochastic Process Mining · Conformance Analysis

1 Introduction
Process mining [1] analyzes the digital records of organizational process execu-
tions in order to derive evidence-based improvements for businesses, social, and
governmental institutions, with the ultimate aim of reducing costs, improving pro-
cess quality, and to streamline process automation. The impact of process insights
and improvements is typically largest in frequently used areas of the process.
Therefore, steering analysis and optimization efforts towards these areas requires
a stochastic perspective, that is, knowledge of how often certain behavior occurs.

Conformance checking [10] is a process mining technique that supports pro-
cess improvement by identifying and explaining deviations between observed
(logged) and expected (modeled) process executions. Such conformance insights
enable model repair [11,20], process analysis [3], and process comparison [5],
and thereby support organizational decision making. For instance, identified
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deviations from conformance checking may lead to model repair suggestions,
which inform decisions on structural changes in the real-life process.

Process improvement is most effective when deviations are not only identified
and localized, but also assessed according to how likely they are to occur. Many
existing techniques do not capture this stochastic perspective: They either abstract
from how likely certain parts of a process model are to deviate [9] or rely on a single
among potentially infinitely many explanations of the deviations [3,12,13,16].
Techniques that do take a stochastic perspective are either restricted to skipped
but modeled behavior [7], provide aggregated deviation severity [4], or operate
on low-level information such as trace projections [14]. Yet, to the best of our
knowledge, no technique exposes and stochastically quantifies behavior that is
observed to take place in reality but that is absent from the model. This limits the
ability of analysts and process mining applications to detect model incompleteness
and to improve the process accordingly. For example, the severity of unmodeled
process rework may be difficult to assess with existing measures.

In this paper, we address this gap with miss probabilities. They are a stochastic
measure that localizes and quantifies observed behavior that is missing from a
process model. In doing so, miss probabilities support guidance for conformance
analysis and data-driven process improvement. Given an event log of observed
process executions and a stochastic process tree, a hierarchical process model,
miss probabilities assign to each part of the model the likelihood that behavior is
observed during that part but is not modeled there. To derive them, we introduce
partially ordered skip alignments, which losslessly capture all optimal explanations
for deviations. They link observed behavior to the deepest part of the process that
can be identified as missing it, also taking account of concurrency. This provides
local attribution without placing the missing behavior deeper than justified. That
way, our approach provides three desirable properties:

– completeness: all optimal explanations for deviations are considered,
– localization: behavior is attributed to the subprocess it is missing from,
– quantification: the attribution is numerically assessed.

We empirically evaluate miss probabilities on real-life event logs, demonstrate their
computational feasibility, and outline their potential for process improvement.
Our experiments show that miss probabilities reveal local incompleteness of the
model even in highly concurrent settings and provide insights for model repair.

The remainder of this paper is structured as follows: We discuss related work
in Section 2 and introduce notation in Section 3. In Section 4, we introduce
partially ordered skip alignments and miss probabilities, and evaluate them in
Section 5, before concluding in Section 6.

2 Related Work
Different conformance checking techniques have been presented, for example
token-based replay [19], which assesses conformance via missing and remaining
tokens in a Petri net, or alignments [2], which explain deviations via log and model
moves. Alignments are the state-of-the-art but are conceptually non-deterministic:
potentially infinitely many alignments may be required to capture all explanations
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for deviations. Skip alignments [9] generalize alignments by lifting model moves to
subprocesses (structures in a process), finitely capturing all optimal explanations.

Deviations can be processed to analyze missing behavior. We discuss complete-
ness (p1), localization (p2), and quantification (p3) properties of existing work:

Probabilistic trace alignments [4] score alignments based on their costs and
model paths’ likelihoods on stochastic workflow nets [1] (class of Petri nets).
This yields quantified conformance for multiple alignments (p1,p3), but lacks
localization of missing behavior (p2). Miss probabilities instead attribute missing
behavior to subprocesses, hence they position it at every level of a process.

The visual miner [16] annotates positions in a workflow net with frequencies
of missing activities derived from alignments. During concurrency, the annotation
becomes ambiguous. The approach guarantees (p3), but lacks completeness (p1)
and partially provides localization (p2). Using skip alignments and subprocess-
level annotations, miss probabilities guarantee (p1,p2) even during concurrency.

High-level deviation patterns [13] extract co-located deviations from align-
ments and annotate them with frequencies. Hence, deviation patterns quantify
missing behavior for high-level interpretations (p3) but lack positioning and
completeness (p1,p2). Miss probabilities instead are grounded in skip alignments
and attribute missing behavior to subprocesses at all levels of a process.

Earth movers’ stochastic conformance [14] measures conformance by com-
paring the model’s and the log’s stochastic languages, hence including complete
deviation information. Missing behavior is neither exposed nor positioned, i.e.,
the approach ensures (p1,p3) but lacks (p2). Miss probabilities pivot missing
behavior and attribute it to subprocesses, towards fine-grained analysis.

Prime event structures [12] represent behavior through causality, conflict,
and concurrency. They capture complete deviation information and localize
deviations via event structures (p1,p2), but lack quantification (p3) and higher-
level interpretability, both provided by miss probabilities.

Fitness [1] values missing behavior as the fraction of observed traces not
permitted by the model, thereby incorporating complete deviation information
and providing quantification for the process as a whole (p1,p3). However, missing
behavior is neither exposed nor localized within the model limiting (p2). Miss
probabilities explicitly expose missing behavior and localize it across the model.

Skip probabilities [7] stochastically quantify conformance using the full de-
viation information of skip alignments. Each subprocess is annotated with skip
information, satisfying (p1–p3). However, skip probabilities quantify superfluous
instead of missing behavior. Miss probabilities satisfy (p1–p3) as well, but reveal
behavior that is observed in reality but found to be absent from the model.

3 Preliminaries

In this section, we introduce notation and concepts. In process mining, the set A
is the set of activities, like sending an invoice or submitting a form. A log trace
σ = ⟨a1, . . . , ak⟩ ∈ A∗ is a sequence of activities, capturing a concrete process
execution as observed in reality. A multiset of log traces is an event log L. The
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distinct log traces L⊥ are the trace variants of L. Their frequencies in L induce a
stochastic language PL: Each trace variant is assigned its relative frequency in L.

For example, over the trace variants L⊥ = {σ1, σ2, σ3} with σ1 = ⟨h, g⟩,
σ2 = ⟨a, c, e, h, f, g⟩, σ3 = ⟨g, c, e, h, i, f, c⟩, an event log is L =

[︁
σ1

1 , σ
2
2 , σ

7
3
]︁

with
frequencies 1, 2, 7. The stochastic language is PL : σ1 ↦→0.1, σ2 ↦→0.2, σ3 ↦→0.7.

A stochastic process tree is a hierarchical process model that describes a process
via its tree traversals. This language is recursively constructed: Leaf nodes are
activities in A or the silent activity τ /∈ A. Inner nodes combine their children’s
languages by concatenation ·, union ∪, interleaving ⋄, or the reflexive transitive
closure ∗ (Kleene star). The tree becomes stochastic by assigning weights to leaf
nodes: During a random traversal, whenever several leaves can be visited next,
their weights determine their likelihoods. If the traversal may terminate instead
of visiting another leaf, an additional termination weight w(◦) is included.

Definition 1 (Stochastic Process Tree). Over a set of activities A with τ, ◦ /∈
A, a (stochastic) process tree N , its weight function w, and its language L are:
– labeled activity: N = a, a ∈ A with w(N) > 0 and L = {⟨a⟩}
– silent activity: N = τ , τ /∈ A with w(N) > 0 and L = {⟨τ⟩}
– N = ⊕(N1, ... , Nk), with k ≥ 2 and ⊕ ∈ {→,×,∧,⟲}:

• sequence: L(→(N1, . . . , Nk)) = L(N1) · . . . · L(Nk)
• choice: L(×(N1, . . . , Nk)) = L(N1) ∪ . . . ∪ L(Nk)
• parallel: L(∧(N1, . . . , Nk)) = L(N1) ⋄ . . . ⋄ L(Nk)
• loop: L(⟲(N1, N2)) = (L(N1) · L(N2))∗ · L(N1)

The set of labeled and silent activities is leaves(N). Additionally, N has a weight
of termination w(◦), indicating that no more activity is visited in the traversal.

For example, Figure 1a shows a process tree N composed of 13 nodes N1, . . . , N13.
We assume uniform weights of 1 for each leaf and for termination. The language
of N is infinite due to loops, for example it holds that ⟨a, c, e, f, g⟩ ∈ L(N).

Every traversal ρ ∈ L(N) is a model path. Every node N ′ ∈ N is the root of
a subprocess, the process tree starting in N ′.

During the traversal of a process tree, the probability of an activity ai
is the likelihood that ai is executed next. It is w(ai) set in relation to the
weights of all activities {a1, . . . , ak} ⊆ leaves(N) that could be executed next:
PN (ai) = w(ai)

w(a1)+···+w(ak) . In case the traversal could end without executing any
activity, the option for termination is included by PN (ai) = w(ai)

w(a1)+···+w(ak)+w(◦) .
The probability PN (ρ) of a path ρ ∈ L is PN (ρ) =

∏︁
a∈ρ · ⟨◦⟩ PN (a), i.e., the

likelihood to sequentially execute each activity in ρ and then the tree terminates.
For example, ρ = ⟨a, c, e, f, g⟩ has PN (ρ) = 1

3
4 · 1

2
2 = 1

324 : a is one of three ac-
tivities a, b, g that may be executed first, termination is not possible: PN (a) = 1

3 .
Then, c is chosen from c, e, g, i.e., PN (c) = 1

3 . Likewise, PN (e) = PN (f) = 1
3 . g

is one of two options g, c so PN (g) = 1
2 . Now ◦, c are possible with PN (◦) = 1

2 .
The skip language [9] of a process tree N extends its language by the option

for short cuts: A subprocess N ′ ∈ N might be traversed by its activities as in
L(N) or it is skipped with a skip s(N ′). Skips are performed as high as possible
within the model: Instead of skipping all children of N ′, N ′ itself is skipped.
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(a) Process tree N .

σ1

σ2

σ3 C32

C31

C2

C1

C33

δ32:⟨(g
g),( ≫

s(N4)),(
c
c),(e

e),( h
≫),( i

≫),(f
f),( c

≫)⟩

δ31:⟨(g
g),( c

≫),( ≫
s(N4)),(

e
e),( h

≫),( i
≫),(f

f),(c
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a),(c
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≫),(f
f),(g

g)⟩

δ1:⟨( h
≫),(g

g),( ≫
s(N2))⟩

δ33:⟨(g
g),( ≫

s(N4)),(
c
c),(e

e),( h
≫),( i

≫),(f
f),( ≫

s(d)),(
c
c)⟩ x33:(N9,⟨( e

e ),( f
f )⟩)

x32:(N9,⟨( e
e ),( f

f )⟩)

x31:(N9,⟨( e
e ),( f

f )⟩)

x2 :(N9,⟨( e
e ),( f

f )⟩)

(b) Skip alignments synchronize log traces σ to the model N .
They partition into sets C represented by their normal forms δ.

Fig. 1: The example process tree and its synchronization to an event log.
For our example tree, ⟨g, s(N4), e, f, c⟩ is in the skip language, i.e., N4 is

skipped (neither a nor b are executed), but ⟨g, s(a), e, f, c⟩ is not: All executed
children of N4 (this is only a) are skipped, hence N4 itself needs to be skipped.

Skip alignments [9] compare what happened in reality with what the model
expected to happen. Given a log trace σ and a path in the skip language ρ, a
skip alignment places σ on top of ρ: Activities that occur in both are matched
(synchronous move

(︁
a
a

)︁
), activities that occur only in the log are extra observed

behavior (log move
(︁
a
≫

)︁
), and subprocesses that were skipped on the model path

are recorded as not observed (skip move
(︁ ≫
s(N ′)

)︁
). Thus, skip alignments explain

deviations between observation and model via log and skip moves.
Definition 2 (Skip Alignment). Let N be a process tree and let σ be a log
trace. A skip alignment for σ on N is δ = ⟨

(︁
e1
a1

)︁
, . . . ,

(︁
en
an

)︁
⟩ with ei ∈ A ∪ {≫}

and ai ∈ leaves(N) ∪ {≫} ∪ {s(N ′) | N ′ ∈ N} such that each
(︁
ei
ai

)︁
of δ is either

a log move
(︁
a
≫

)︁
with a ∈ A, a skip move

(︁ ≫
s(N ′)

)︁
for some N ′ ∈ N , or a

synchronous move
(︁
a
a

)︁
with a ∈ leaves(N) ∩A. The upper components of δ need

to project to the log trace σ (ignoring ≫), the lower components are a path in
the skip language (ignoring ≫). A skip alignment is in normal form if arbitrarily
ordered moves follow the precedence ‘log before synchronous before skip moves’,
i.e., if two moves could be swapped, the normal form determines their ordering.
We say δ = ⟨

(︁
e1
a1

)︁
, . . . ,

(︁
en
an

)︁
⟩ is a skip alignment over its moves {

(︁
e1
a1

)︁
, . . . ,

(︁
en
an

)︁
}.

For example, δ31 : ⟨
(︁ g
g

)︁
,
(︁
c
≫

)︁
,
(︁ ≫
s(N4)

)︁
,
(︁
e
e

)︁
,
(︁
h
≫

)︁
,
(︁
i
≫

)︁
,
(︁ f
f

)︁
,
(︁
c
c

)︁
⟩ is a skip align-

ment over 8 moves aligning the log trace σ3 : ⟨g, c, e, h, i, f, c⟩ on the model N in
Figure 1a: The upper components project to σ3, the lower components project to
the path ⟨g, s(N4), e, f, c⟩ in the skip language. This skip alignment is in normal
form: The moves

(︁ g
g

)︁
and

(︁
c
≫

)︁
take place in front of the skip move

(︁ ≫
s(N4)

)︁
.

Assigning each log move a cost of 1 and each skip move the length of its
shortest traversal as cost, yields a total cost per skip alignment. In this paper, for
every log trace we inspect only its cost-minimal skip alignments, thus the tightest
explanations for a log trace. Their number is always finite. The above δ31 is
cost-minimal with cost 4, as no other skip alignment of σ3 has lower cost than 4.

Every skip alignment can be transformed into normal form by pushing skip
moves to the right whenever possible. Multiple skip alignments may transform
to the same normal form, they build a set C of coinciding skip alignments.

In our example, the log trace σ3 has 16 (cost-minimal) skip alignments. They
partition into sets C31, C32, C33 of coinciding skip alignments, e.g., C31={δ31,δ

′
31,δ

′′
31}
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with δ31: ⟨
(︁ g
g

)︁
,
(︁
c
≫

)︁
,
(︁ ≫
s(N4)

)︁
,
(︁
e
e

)︁
,
(︁
h
≫

)︁
,
(︁
i
≫

)︁
,
(︁ f
f

)︁
,
(︁
c
c

)︁
⟩, δ′31: ⟨

(︁ g
g

)︁
,
(︁ ≫
s(N4)

)︁
,
(︁
c
≫

)︁
,
(︁
e
e

)︁
,(︁

h
≫

)︁
,
(︁
i
≫

)︁
,
(︁ f
f

)︁
,
(︁
c
c

)︁
⟩, δ′′31 : ⟨

(︁ ≫
s(N4)

)︁
,
(︁ g
g

)︁
,
(︁
c
≫

)︁
,
(︁
e
e

)︁
,
(︁
h
≫

)︁
,
(︁
i
≫

)︁
,
(︁ f
f

)︁
,
(︁
c
c

)︁
⟩}. The skip

alignment δ31 is the normal form of C31 and δ′31, δ
′′
31 transform to δ31 (push skip

moves). The normal forms of our example log are given in Figure 1b (blue for δ31).
The synchronous and skip moves in a skip alignment traverse the whole process

tree. Those moves that traverse a specific subprocess are called its execution.

Definition 3 (Execution). Let N be a process tree, N ′ ∈ N a subprocess, δ a
skip alignment in normal form, and δ′ = ⟨δ′1, . . . , δ′k⟩ with k ≥ 1 a subsequence
of moves in δ. Then, an execution is a pair x = (N ′, δ′) such that:

– δ′ traverses N ′, i.e., lower components in δ′ project to the skip language of N ′.
– δ′ does not mix multiple traversals of N ′, i.e., if N ′ is traversed twice in δ,

then δ′ is one of the traversals.
– If N ′ is a loop, then δ′ captures all its iterations, i.e., no parts of the traversal

are missing in δ′.
An execution is a skip execution if δ′ = ⟨

(︁ ≫
s(N ′)

)︁
⟩ performs a skip on N ′.

For example, the subprocess N9 is executed once in δ31 with the execution
x31 = (N9, ⟨

(︁
e
e

)︁
,
(︁ f
f

)︁
⟩) (blue in Figure 1): The lower components e, f traverse

N9. Similarly, δ2, δ32, δ33 execute N9 once each, see Figure 1b. Only within δ1
there is no execution of N9, as the subprocess is neither skipped nor traversed.

Each execution appears with a certain probability: Given we know the likeli-
hood PL of each log trace and the likelihood PN of each model path, [7] derives for
each execution x of a subprocess N ′ an execution probability PN ′(x). It answers
the question: If in log L, I come across an execution of N ′, how likely is it to be x?

For the executions in Figure 1b, the derivation leads to the execution probabili-
ties PN9(x2) = 0.222, PN9(x31) = 0.346, PN9(x32) = 0.173, and PN9(x33) = 0.259,
i.e., the executions ofN9 from δ31 or δ33 are more likely than the ones from δ2 or δ32.

Finally, we recall the mathematical concept of orders.

Definition 4 (Order). Let M be a finite set. Then, a partial order on M is a
pair (M,≺) with ≺ ⊆ M×M such that the ordering constraints ≺ are irreflexive,
transitive, and antisymmetric. A total order on M is a pair (M,<) such that
(M,<) is a partial order and for x, y ∈ M with x ≠ y it holds that x < y or y < x.
The linearizations of (M,≺) are the total orders T (M,≺) = {(M,<) |≺⊆<}.

All discussed sequences (log traces, model paths, skip alignments, executions) are
total orders by reading the sequence left to right, e.g., ⟨a, b⟩ is ({a, b}, {(a, b)}).

4 Miss Probabilities
In this section, we derive miss probabilities, which capture the probability that a
subprocess in the model lacks a certain activity.

Intuitively, we first link each log move in a skip alignment to the subprocess
it appears in. Second, we aggregate the log moves per subprocess into a probabil-
ity measure, revealing how likely their activities are missing from that subprocess.

For our example, we ask: How likely is the activityh missing in subprocess N9?
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event log

process tree

partially ordered
skip alignments

(Section 4.1)
executions [7] log move attribution

(Section 4.2)
miss probabilities

(Section 4.3)

Fig. 2: From a log and a process tree, miss probabilities are derived.
The procedure is given in Figure 2: First, we compute minimal partially ordered

skip alignments. They compactly capture all (cost-minimal) skip alignments for an
event log and a process tree (Section 4.1). From these, we derive a mapping, which
attributes log moves to subprocesses (Section 4.2). We then quantify the likelihood
of these log moves within their subprocesses as miss probabilities (Section 4.3).

4.1 Compressing Skip Alignments with Partial Orders
In this section, we introduce partially ordered skip alignments, a compact repre-
sentation of skip alignments via partial orders. They highlight the dependencies
among moves, which we exploit when attributing log moves in Section 4.2.

Similar to a skip alignment, a partially ordered skip alignment consists of
synchronous, skip, and log moves aligning a log trace to a process tree. While a
skip alignment describes one specific match of that trace and one (skip) traversal
of the model (the moves are totally ordered), a partially ordered skip alignment
describes multiple matches (the moves are partially ordered). Hence, one partially
ordered skip alignment captures multiple skip alignments.

Definition 5 (Partially Ordered Skip Alignment). Let σ be a log trace, N
a process tree, and M a set of synchronous, skip, or log moves. Then, a partially
ordered skip alignment ψ is a pair ψ = (M,≺) such that

– ≺ is a partial order on M and
– for every total order (M,<) with ≺⊆<, (M,<) is a skip alignment for σ and N .

For example, δ31 in Figure 1b is a partially ordered skip alignment, as every total
order is a partial order. Removing the ordering constraint

(︁
c
≫

)︁
<

(︁ ≫
s(N4)

)︁
leads

to another partial order:
⟨︂(︁ g

g

)︁
,

(︁
c
≫

)︁(︁ ≫
s(N4)

)︁,(︁ ee )︁
,
(︁
h
≫

)︁
,
(︁
i
≫

)︁
,
(︁ f
f

)︁
,
(︁
c
c

)︁⟩︂
. It captures the

two skip alignments δ31 and δ′31 at once, since the ordering of
(︁
c
≫

)︁
and

(︁ ≫
s(N4)

)︁
is no longer determined. This is indicated by stacking unordered moves.

Collapsing ordering constraints of skip alignments results in a compressed
representation of the same deviation information. Unlike the existing normal
form of skip alignments, the partial order does not impose arbitrary ordering
constraints whenever the order of two moves is not determined by log or model.

The relation of skip alignments ∆ and partially ordered skip alignments Ψ is
captured by compression: Ψ compresses ∆, if it linearizes to the skip alignments ∆.

Definition 6 (Compression). Let σ be a log trace, N a process tree, ∆ a set of
skip alignments over σ and N , and Ψ = {ψ1, . . . , ψk} a set of partially ordered skip
alignments over σ and N . Then, Ψ is a compression of ∆ if

⋃︁k
i=1 T (ψi) = ∆. The

compression is minimal if there is no compression Ψ ′ of ∆ such that |Ψ ′| < |Ψ |.

For example, the set C31 = {δ31, δ
′
31, δ

′′
31} consists of three skip alignments. δ31

and δ′31 are combined by the above partially ordered skip alignment. Together
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σ1

σ2

σ3 C32

C31

C2

C1

C33

ψ31:
⟨︁ ( ≫

s(N4) )
( g

g ),( c
≫ )

,( e
e ),( h

≫ ),( i
≫ ),( f

f ),( c
c )

⟩︁
ψ32:

⟨︁( ≫
s(N4) )

( g
g ),( c

c )
,( e

e ),( h
≫ ),( i

≫ ),( f
f ),( c

≫ )
⟩︁

ψ33:
⟨︁( ≫

s(N4) )
( g

g )
,( c

c ),
( ≫

s(d) )
( e

e ),( h
≫ ),( i

≫ ),( f
f )
,( c

c )
⟩︁

ψ2 :⟨( a
a ),( c

c ),( e
e ),( h

≫ ),( f
f ),( g

g )⟩

ψ1 :
⟨︁ ( ≫

s(N2) )
( h

≫ ),( g
g )

⟩︁

x33:(N9,⟨( e
e ),( f

f )⟩)

x32:(N9,⟨( e
e ),( f

f )⟩)

x31:(N9,⟨( e
e ),( f

f )⟩)

x2 :(N9,⟨( e
e ),( f

f )⟩)

↦→

↦→

↦→

↦→

∅

{h, i}

{h, i}

{h}

Fig. 3: Compressing coinciding skip alignments C to minimal partially ordered
skip alignments ψ. Their executions x of N9 are attributed missing activities.

with the third (trivially partially ordered) skip alignment δ′′31, these two compress
C31: Two partially ordered skip alignments compress all three skip alignments C31.
The minimal compression would be of size one, as stated by the following theorem.

Theorem 7 (Unique Minimal Compression). Let σ be a log trace and N a
process tree. Then, for every set of coinciding skip alignments C of σ and N with
moves M , the set {(M,

⋂︁
(M,<)∈C <)} is a unique minimal compression of C.

Proof. The intersection of the total orders captures the baseline that all skip
alignments of C agree on. Moves not in this baseline can be ordered arbitrarily and
every such ordering is contained in a skip alignment in C. For a full proof, see [8].
The theorem implies that every set of coinciding skip alignments can be loss-
lessly compressed to a single partially ordered skip alignment. We call this
ψ = (M,

⋂︁
(M,<)∈C <) the minimal partially ordered skip alignment of C.

For example, the three skip alignments in C31 differ in the position of the
skip move

(︁ ≫
s(N4)

)︁
, which may be the first, second, or third move. All three

are minimally compressed by the minimal partially ordered skip alignment

ψ31 =
⟨︂ (︁ ≫

s(N4)
)︁(︁

g
g

)︁
,
(︁
c
≫

)︁, (︁ ee )︁
,
(︁
h
≫

)︁
,
(︁
i
≫

)︁
,
(︁ f
f

)︁
,
(︁
c
c

)︁⟩︂
given in blue in Figure 3. Linearizing

ψ31 leads to C31 (the skip move interleaves with the other two moves). The same
reasoning on C1, . . . , C33 leads to ψ1, . . . , ψ33 in the left half of Figure 3.

Unlike a (normal-formed) skip alignment, a minimal partially ordered skip
alignment ψ of C provides two key pieces of information. (1) ψ is a lossless com-
pression of C: It contains exactly the information needed to recover all coinciding
skip alignments in C. (2) Its partial order explicitly captures dependencies among
moves: An ordering constraint is present if and only if the order is semantically
required by the log trace or the model, unconstrained moves are left unordered.

Both properties (1) and (2) are used when locally attributing log moves to
the subprocesses they are missing from in Section 4.2.

4.2 Attributing Log Moves to Subprocesses
In this section, we attribute log moves to the subprocesses they are missing
from. Any log move could be attributed to the root: ‘The activity is missing
somewhere in the overall process’. However, a more local attribution is naturally
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lca ← ( e
≫ )

l r

⟨· · · ( l ) · · · ( e
≫ ) · · · ( r ) · · · ⟩

(a) No ambiguous parallel.

∧ ← ( e
≫ )

lca

l r

⟨· · · ( l ) · · · ( e
≫ ) · · · ( r ) · · · ⟩

(b) Ambiguous parallel.

← ( e
≫ )

r

⟨· · · ( e
≫ ) · · · ( r ) · · · ⟩

(c) Missing neighbor.
Fig. 4: Schematic overview for the attribution of log moves to subprocesses.

more useful. Therefore, a log move is ideally mapped to the deepest subprocess
that is missing it, without inserting incorrect claims by attributing it deeper than
actually known. This yields fine-grained process insights (‘The activity is missing
in this specific subprocess’), which we then quantify via miss probabilities.

A high-level overview of the approach is illustrated in Figure 4: For a log move(︁
e
≫

)︁
in a minimal partially ordered skip alignment, we inspect the closest moves

that occur before and after
(︁
e
≫

)︁
and that are not log moves themselves. These

neighboring moves
(︁
l

)︁
,
(︁
r
)︁

have non-empty model components and therefore
refer to subprocesses l and r in the process tree. Their least common ancestor
lca, i.e., the deepest node that contains both l and r, is the most local subprocess
that can be attributed to miss the log move

(︁
e
≫

)︁
(Figure 4a).

The attribution can become ambiguous if lca has a parallel ancestor ∧. Then,(︁
e
≫

)︁
may belong to lca or it may belong to any subprocess concurrent to lca:

If, at the time of observing
(︁
e
≫

)︁
, only the child of ∧ containing lca is executed,

the attribution to lca remains justified (Figure 4a). Otherwise, the most local
subprocess to which

(︁
e
≫

)︁
can be attributed with certainty is ∧ itself (Figure 4b).

Finally, if
(︁
e
≫

)︁
lacks either of the non-log move neighbors

(︁
l

)︁
or

(︁
r
)︁
, the

only certain assignment attributes
(︁
e
≫

)︁
to the root of the tree (Figure 4c).

Formally, the attribution maps log moves to executions of subprocesses, i.e.,
to concrete traversals of a subprocess. These executions defined on normal-formed
skip alignments in Section 3 naturally lift to partially ordered executions on
minimal partially ordered skip alignments: If x is an execution in δ ∈ C and ψ
is the minimal partially ordered skip alignment of C, then a partially ordered
execution x′ is the same as x but all ordering constraints not in ψ are removed.
Hence, every execution links to exactly one partially ordered execution.

For example, the only ordering constraint in the execution x31 =(N9,⟨
(︁
e
e

)︁
,
(︁ f
f

)︁
⟩)

of N9 in δ31 is
(︁
e
e

)︁
<

(︁ f
f

)︁
. That constraint is also part of ψ31, hence x31 is also a

partially ordered execution of N9 in ψ31. The same holds true for x2, x32, x33: They
all are partially ordered executions of N9 in ψ2, ψ32, ψ33, illustrated in Figure 3.

The formal attribution is given in Algorithm 1; we discuss its five steps.

Input, Output, Setup (Lines 1 – 2). The algorithm takes as input a set of
minimal partially ordered skip alignments Ψ over a process tree N . In addition,
it receives the set X of partially ordered executions of the subprocesses traversed
in Ψ . The output is a mapping that assigns each x = (N ′, ψ′) ∈ X the activities
that were missing from N ′ during that execution x.
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Algorithm 1: attribute_log_moves_to_executions
In : A process tree N , a set of minimal partially ordered skip alignments Ψ , and the set of

all their partially ordered executions X.
Out : Mapping from partially ordered executions X to their missing activities.

1 for x ∈ X do // setup
2 mapping[x] ← ∅
3 for minimal partially ordered skip alignment (M,≺) ∈ Ψ do // neighbors
4 for log move ( e

≫ ) in (M,≺) do
5 L = {m′ | m′ ∈M ∧m′ ≺ ( e

≫ ) ∧m′ is not a log move}
6 R = {m′ | m′ ∈M ∧ ( e

≫ ) ≺ m′ ∧m′ is not a log move}

7 ( l ) =
{︂

maxL if L ̸= ∅
⊥ otherwise

8 ( r ) =
{︂

minR if R ̸= ∅
⊥ otherwise

9 current ←
{︂

lca(l, r) if ( l ) ̸= ⊥ ∧ ( r ) ̸= ⊥
N otherwise

// initial lca

10 rlca ← current

11 rlca_exec ←
{︂

find_exec(rlca, {( l ), ( r )}, X) if ( l ) ̸= ⊥ ∧ ( r ) ̸= ⊥
find_exec(N,M,X) otherwise

12 while current has a parent node do // resolved lca
13 if parent(current) is not a parallel then
14 current ← parent(current)
15 continue
16 (Np, (Mp,≺p)) ← find_exec(parent(current), {( l ), ( r )}, X)
17 N1, . . . , Nk ← children(parent(current))
18 (Ni, (Mi,≺i)) ← find_exec(Ni, Mp, X) for every 1 ≤ i ≤ k
19 actlvl ← |{Ni | 1 ≤ i ≤ k ∧ L ∩Mi ̸= ∅} ∩ {Ni | 1 ≤ i ≤ k ∧ R ∩Mi ̸= ∅}|
20 if actlvl > 1 then
21 rlca ← parent(current)
22 rlca_exec ← (Np, (Mp,≺p))
23 current ← parent(current)
24 mapping[rlca_exec] ← mapping[rlca_exec] ∪ {e} // attribution
25 return mapping

As an example, we perform the algorithm on the process tree N from Figure 1a
and Ψ = {ψ1, ψ2, ψ31, ψ32, ψ33} from Figure 3. The set X then contains 46
partially ordered executions, as ψ1, . . . , ψ33 traverse 46 subprocesses; the (partially
ordered) executions of N9 are {x2, x31, x32, x33}, i.e., all but ψ1 traverse N9 once.

During setup, the mapping of each x ∈ X is initialized with the empty set.
For example, mapping[x31] = ∅, as yet no activity is missing from N9 in x31.

Neighbors of Log Moves (Lines 3 – 8). For each log move
(︁
e
≫

)︁
in a minimal

partially ordered skip alignment (M,≺) ∈ Ψ , we identify its closest non-log
neighbor moves. To this end, we collect the non-log moves ordered before/after(︁
e
≫

)︁
in sets L and R. The closest neighbors are the maximum of L and the

minimum of R, if the neighboring sets are not empty, and ⊥ otherwise. We denote
them by

(︁
l

)︁
and

(︁
r
)︁
, referring to subprocesses l and r in the model.3

For example, the log move
(︁
h
≫

)︁
in ψ31 has the closest neighbors

(︁
e
e

)︁
and

(︁ f
f

)︁
.

Initial Attribution to LCA (Lines 9 – 11). The initial attribution of
(︁
e
≫

)︁
depends on the neighbors l and r: If one of them does not exist (

(︁
l

)︁
= ⊥ or

3 A process tree executes one activity at a time, so l and r are unique and existent
whenever L and R are non-empty, i.e., the minimum and maximum are well-defined.
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Algorithm 2: find_exec
In : A process tree N , a set of moves M , and a set of partially ordered executions X.
Out : The partially ordered execution in X that executes N with at least one move from M .

1 for (N ′, (M ′,≺′)) ∈ X do
2 if N ′ = N ∧M ′ ∩M ̸= ∅ then // N is executed including a move from M?
3 return (N ′, (M ′,≺′))
4 return ⊥(︁
r
)︁

= ⊥), the log move is attributed to the root N , representing that it is missing
somewhere in the overall process (fallback). Otherwise, both neighbors determine
a least common ancestor (lca) in N : the deepest subprocess containing l and r.
This lca is the most local subprocess to which the available evidence attributes(︁
e
≫

)︁
. This initial attribution is stored in current.

For example, the lca of e and f in Figure 1a is N9, hence current = N9.

Resolving Ambiguous Parallels (Lines 12 – 23). The initial attribution of(︁
e
≫

)︁
to the lca is lifted to a parallel ancestor whenever that parallel executes

multiple branches at the time of observing
(︁
e
≫

)︁
. Then, there is no evidence in the

order of moves that justifies assigning the log move to one specific branch of the
parallel; the most local justified attribution is the parallel itself, see Figure 4b.

In rlca, the algorithm stores the latest attribution of
(︁
e
≫

)︁
. Initially, this is the

lca stored in current and rlca_exec is its partially ordered execution, obtained
via Algorithm 2: It searches X for the partially ordered execution of rlca. It must
contain at least one of

(︁
l

)︁
and

(︁
r
)︁

since rlca might be executed several times
in the same minimal partially ordered skip alignment. If these neighbors do not
exist, rlca_exec becomes the unique execution of the overall process N . In the
running example, initially rlca = N9 and rlca_exec = x31 = (N9, ⟨

(︁
e
e

)︁
,
(︁ f
f

)︁
⟩).

The algorithm then inspects all parallel ancestors: If the parent Np of current
is a parallel and is executed with (Np, (Mp,≺p)), then all the children N1, . . . , Nk
of Np are executed as well. Let their partially ordered executions be (Ni, (Mi,≺i)).
The activity level of Np counts the children that are executed on both sides of the
log move, i.e., those children with L∩Mi ̸= ∅ and R∩Mi ̸= ∅. Since one child of
Np is current, it always holds that actlvl ≥ 1. If actlvl > 1, another child is
active on both sides of

(︁
e
≫

)︁
too: It becomes undecidable which of these children

is missing the log move, hence the most local attribution of
(︁
e
≫

)︁
becomes the

resolved lca Np, i.e., rlca and rlca_exec are updated accordingly.
In the example, the parallel ancestors of N9 are N5 and N1, both with

actlvl = 1: For N5, only its child N9 has moves before and after
(︁
h
≫

)︁
. The child

N8 is executed with
(︁
c
c

)︁
(after

(︁
h
≫

)︁
), whereas N9 is executed with

(︁
e
e

)︁
before

and
(︁ f
f

)︁
after

(︁
h
≫

)︁
. Thus, it remains rlca = N9. The same holds for the other

parallel N1, thus after the loop it holds rlca = N9 and rlca_exec = x31.

Attribution (Line 24). Finally, the activity e from the log move
(︁
e
≫

)︁
is

mapped to the resolved lca rlca and its partially ordered execution.
For our example, it is mapping[x31]={h}. After the second log move

(︁
i
≫

)︁
in ψ31,

the mapping is updated to mapping[x31] = {h, i}, i.e., during the execution x31,
h, i are found to be missing from N9. The mapping for N9 is given in Figure 3.
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Algorithm 3: miss_probability
In : A process tree N , a subprocess N ′, an activity a, a set of partially ordered executions

X, and a mapping from X to sets of missing activities.
Out : The probability that a is missing from N ′.

1 miss ← 0 // setup
2 compensation ← 0
3 for x ∈ X do // sum probabilities
4 (N ′′, (M ′′,≺′′))← x

5 if N ′ ̸= N ′′ then
6 continue
7 if N ′ = N ∨ ( ≫

s(N′) ) /∈M ′ then

8 miss ← miss +
{︂
PN′ (x) if a ∈ mapping[x]
0 otherwise

9 compensation ← compensation + PN′ (x)
10 if compensation = 0 then // miss probabilities
11 return 0
12 return miss/compensation

4.3 A Probability Measure for Missing Behavior

Finally, for every subprocess and every activity a we quantify the likelihood that
a is missing from that subprocess. Thus, the probability answers the question:
“If the subprocess is executed, how likely is that subprocess to miss a?”.

Intuitively, for a subprocess N ′, we inspect its partially ordered executions.
Some were attributed to miss an activity a via the mapping from Algorithm 1.
The sum of their execution probabilities leads to the miss probability of N ′ and
a.4 It needs to be corrected for skip executions of N ′, i.e., for executions of N ′
that perform a skip move

(︁ ≫
s(N ′)

)︁
: In these executions, N ′ was not observed to

take place, hence they neither contribute to the miss probability as missing a
nor as not missing a. Hence, we exclude their probability mass in the derivation.

We discuss the formal derivation of miss probabilities in Algorithm 3.

Input, Output, Setup (Lines 1 – 2). The algorithm takes as input a process
tree N and a subprocess N ′. Moreover, it receives a set X of partially ordered
executions, a mapping that assigns sets of activities to the executions in X, and
the activity a under inspection. The output is the miss probability, quantifying
how likely N ′ is to miss a.

For our example, we inspect the modelN in Figure 1a and the partially ordered
executions X of {ψ1, ψ2, ψ31, ψ32, ψ33}, i.e., the same inputs as for Algorithm 1.
In addition, we inspect the subprocess N ′ = N9 and the output of Algorithm 1,
i.e., mapping : x2 ↦→ {h}, x31 ↦→ {h, i}, x32 ↦→ {h, i}, x33 ↦→ ∅.

To derive miss probabilities, the algorithm initializes two variables with 0: miss
is the miss probability before correcting for skip executions, and compensation
is the probability mass used later for that correction.

Accumulating Execution Probabilities (Lines 3 – 9). We accumulate the
probabilities of those partially ordered executions of N ′ that witness a missing
a: First, each partially ordered execution x is unpacked into its components

4 Because every partially ordered execution links to exactly one execution, its probability
is equivalent to the probability of its corresponding execution.
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(N ′′, (M ′′,≺′′)). If N ′′ ̸= N ′, the execution is ignored. Otherwise, x is an execution
of the inspected subprocess N ′ and may contribute to its miss probability.

If x skips over N ′, it provides no evidence on whether a is missing from N ′,
since N ′ was not observed in that execution. The only exception is the root
N ′ = N , which may be attributed a missing a when the corresponding log move(︁
a
≫

)︁
has no left or right neighbor (Line 9 in Algorithm 1). Hence, if x does

not skip N ′ or it is the root subprocess, miss is updated based on whether x
is attributed to miss a. If a was missing from N ′, i.e., a ∈ mapping[x], then its
probability PN ′(x) is added to miss, otherwise x is not missing a and the miss
probability remains unchanged.

In the running example, all but x2, x31, x32, x33 are ignored, since they do
not execute N9. None of these remaining ones skip over N9. The partially
ordered executions x2, x31, x32 are mapped to h, meaning that h was missing
from N9. Only x33 is not mapped to h, hence, miss is incremented three times:
miss = PN9(x2) + PN9(x31) + PN9(x32) = 0.741.

Independently of whether x is missing a or not, its probability is added to
compensation. Thus, compensation captures the probability mass of all partially
ordered executions of N ′ that could have witnessed a missing a in N ′.

In the example, no partially ordered execution of N9 skips over N9, and
therefore compensation = PN9(x2) + PN9(x31) + PN9(x32) + PN9(x33) = 1.

Miss Probabilities (Lines 10 – 12). The final miss probability is obtained
from the accumulated probability masses. If compensation = 0, then all partially
ordered executions of N ′ skip over N ′. In that case, there is no evidence that a
is missing from N ′, hence we derive miss = 0.

Otherwise, compensation is the probability mass of all partially ordered
executions of N ′ that provide evidence either for or against a missing a. Conse-
quently, skip executions are excluded from the miss probability by normalizing
miss with compensation: miss

compensation .
In the running example, N9 was never skipped, hence compensation = 1 and
miss

compensation = miss = 0.741. We conclude: When observing the subprocess N9,
there is a 74.1% chance the subprocess lacks h, thus it likely requires investigation.

5 Evaluation
In this section, we first evaluate the runtime of our approach, which is publicly
available as a Python implementation . Second, we illustrate the insights gained
by miss probabilities, by applying them to process analysis and model repair.

5.1 Runtime of the Miss Probability Computation
We compare the computation of miss probabilities MP with two related techniques:
(1) Skip probabilities SP [7] are orthogonal to miss probabilities, as they capture
skipped expected rather than missing unexpected behavior in a process model.
(2) Deviation patterns DP [13] extract high-level deviations from alignments.
We use three publicly available event logs (Road Fines , BPIC20 Payment ,
BPIC20 Declarations , which are described in Table 1). From each log, we

https://github.com/philippbaer/miss-probabilities/tree/main
https://data.4tu.nl/articles/dataset/Road_Traffic_Fine_Management_Process/12683249/1
https://research.tue.nl/en/datasets/bpi-challenge-2020-request-for-payment
https://research.tue.nl/en/datasets/bpi-challenge-2020-request-for-payment
https://data.4tu.nl/datasets/91fd1fa8-4df4-4b1a-9a3f-0116c412378f
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Table 1: Event log statistics.

Log Variants Traces Events
Road Fines 231 150, 370 561, 470
Payment 89 6, 886 36, 796
Declarations 753 6, 449 72, 151

Table 2: Runtime comparison (seconds).
Log Inductive Indulpet Random

MP SP DP MP SP DP MP SP DP

Road Fines 0.69 0.48 − 0.62 0.34 172.84 1.23 1.03 686.55
Payment 0.68 0.61 7.95 0.70 0.25 7.22 1.23 1.02 25.91
Declarations 23.25 15.97 96.41 11.69 5.33 95.78 21.89 16.38 113.61

audit
permit declaration

∧ DSE : 18%

. . .

→PABO : 21% DABO : 27%

PSE
PAA PAS · · · DSEDAA DAS

· · ·

Fig. 5: Declarations model.
discover a process tree with the Inductive Miner [15], Indulpet Miner [18], and a
random model generator. We transform each of the nine trees into a stochastic
process tree using the occurrences estimator in Ebi [6,17]. Finally, we compute
MP, SP, and DP and measure their runtime on a 5.8 GHz i9 CPU with 32 GB
RAM and a timeout of 20 minutes.

The results are shown in Table 2. DP exceeds the timeout once, MP and
SP always finish before the timeout. Across all finished instances, the average
runtime is 6.89 s for MP, 4.6 s for SP, and 150.78 s for DP, i.e., MP is slightly more
time-consuming than SP and two orders of magnitude faster than DP.

Across all instances, MP is slower than SP, on average by 62%, explained by
the granularity of the computed probabilities: Per subprocess, MP derives as many
miss probabilities as there are distinct activities in the event log. SP computes a
single skip probability per subprocess. MP is always faster than DP, on average by
2, 088%. This is a consequence of the optimization problem solved in DP, which
lifts individual deviations from alignments to high-level deviation patterns.

MP is slowest on the instances of the Declarations log. That log is characterized
by rework not permitted by its models. The rework causes an exponential number
of explanations for deviations and each one is analyzed within MP. The same
holds true for SP, whereas DP is not affected by the rework, probably since only
a single explanation of deviations is used to derive deviation patterns.

Based on our limited experiment, we conclude that our approach MP has
the potential to be feasible on real-life event logs, but that nevertheless large,
low-fitness event logs may take considerable computation time.

5.2 Miss Probabilities for Process Analysis
For the Declarations log and the Inductive Miner model (highly parallel model
complicating the attribution of log moves to subprocesses), we analyze insights
on missing behavior exposed by MP and compare them against deviation pat-
terns DP and the Visual Miner VM [16] (annotates a workflow net [1] with devia-
tions). We omit comparing SP, since SP does not identify missing behavior.

An excerpt capturing the core logic of the inspected model is shown in
Figure 5. Central to the process is the audit (sequence) that splits into permit
and declaration. The model is annotated with the three largest miss probabilities
(red). The overall process is dominated by rework: There is an 18% chance that the
modeled process lacks the employee’s repeated submission of a declaration (DSE).
Since the root node was the most local attribution of that activity, we conclude
rework not only during audit but during the entire process. The audit subprocess
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is missing both the permit and declaration of the budget owner’s approval (PABO
and DABO). Each approval is missing in every fifth resp. every fourth audit. From
the observations of the audit, we can localize the missing activities within that
subprocess (red arrows): Almost all PABO are missing between administration’s
and supervisor’s permit approval (PAA, PAS) and almost all DABO are missing
between administration’s and supervisor’s declaration approval (DAA, DAS). We
conclude an underfit of the model and concrete options to target that underfit.

DP computes high-level patterns (e.g., “The process is missing the budget
owner’s declaration approval”) without attributing the deviation to a specific
subprocess (audit) or to a position within that subprocess (among permits and
declarations). It quantifies severity of the deviation by the number of trace variants
it appears in but does not provide a probabilistic interpretation of severity.

VM places log moves after the last synchronously fired transition in the workflow
net representation of the model. Since the model in Figure 5 is entirely concurrent,
it is ambiguous whether a deviation arises after the last or before the next fired
transition, which may differ, in particular within parallel subprocesses: Some
budget owner approvals are placed in the audit, some in the other parallel’s child.
Like DP, VM does not provide a probabilistic interpretation of deviation severity.

Based on the inspected case, we conclude that MP can provide additional
insights beyond existing techniques that support more informed process analysis.

5.3 Miss and Skip Probabilities for Model Repair
Finally, we outline a simple stochastic model repair algorithm based on miss and
skip probabilities. Given a model, a log, and two probability thresholds for skips
and misses, the algorithm iterates the subprocesses: if a subprocess’s skip probabil-
ity exceeds the skip threshold, it is made optional; if its miss probabilities exceed
the miss threshold, it is enriched with the activities that passed the threshold.

We evaluate again on the Declarations log and the Inductive Miner model,
using thresholds of 20% to repair only statistically dominating skips and misses.
The repaired model is enriched with budget owner approvals from Figure 5, while
the administration approvals become optional. Fitness increases to 91.8% (4 points
above the original model) while precision remains above 90%. Lower thresholds
further increase fitness at the cost of precision, e.g., thresholds of 3% yield a fitness
of 98.3% and a precision of 55%. We conclude that miss and skip probabilities
are a promising basis for guided model repair and merit further investigation.

6 Conclusion
We introduced miss probabilities that stochastically quantify for each subprocess
in a process tree how likely that subprocess is to miss certain activities. To that
end, we introduced minimal partially ordered skip alignments that capture all
explanations for deviations between an observed and a modeled process. We
then exploited the partial order to attribute the occurring log moves to the
subprocesses that they were missing from, also in the presence of concurrency.
Finally, from that attribution we inferred miss probabilities. Our evaluation
shows that miss probabilities yield fine-grained, interpretable insights and we
outlined their potential in probability-guided model repair.
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Our technique has the following limitations: It considers only all optimal skip
alignments, stays conservatively at the level of certainty when attributing missing
behavior within concurrency, inherits the approximation of path probabilities
from [7], and is restricted to hierarchical models. Future work may include non-
optimal skip alignments, heuristically deal with concurrency, explore options for
exact path probabilities, and extend beyond hierarchical models. Additional work
may further investigate miss probabilities in guided model repair.
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