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Abstract. Process mining helps organisations understand and improve
their processes by analysing recorded event data. A core capability is
comparing event logs against process models to identify how observed
behaviour diverges. Yet when log and model differ, current techniques
quantify the difference but cannot tell whether it reflects a “real” devi-
ation or the variability expected in a finite log of a stochastic process.
Process hypothesis testing fills this role by computing a p-value, but
existing tests either only compare two event logs or address the log-to-
model setting with increased Type 1 error rates. We propose a test for
the hypothesis that an event log and a stochastic model originate from
the same distribution. The test iteratively draws independent samples
from the model, runs a permutation test against the log, and aggregates
the results into a single p-value, accommodating models with infinite
trace languages. This extends the methodology for permutation based
hypothesis testing in process mining to the log-to-model setting. Evalu-
ation shows that the Type 1 error rate is well controlled at conventional
significance levels, achieves detection accuracy competitive with exist-
ing techniques, and reflects model quality consistently with stochastic
conformance metrics.

Keywords: Process Mining · Process Hypothesis Testing · Permutation
Test

1 Introduction

Process mining analyses event data recorded by information systems to under-
stand how processes are executed. This data is organised as an event log that
captures the activities performed in each process instance. Conformance check-
ing [9] compares event logs to process models that describe reference behaviour.
The results can be used to validate models discovered from data and support
analysts who use a model as a reference, such as auditors checking process com-
pliance.
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For example, consider an analyst with a stochastic model of a procurement
process and an event log of last quarter’s purchase orders. Stochastic confor-
mance checking of the log and model returns a similarity score of 0.85. The an-
alyst must then determine whether this score indicates either a deviation from
the prescribed process or an expected variation of a finite sample of a stochastic
process caused by random chance. The same question arises when validating a
discovered model against held-out data or assessing a process’s change after an
intervention. Existing conformance techniques do not directly address this ques-
tion. Non-stochastic techniques, such as alignments [4], check the log against the
model trace by trace, scoring each trace by how cleanly it can be mapped to a
model path. However, they do not weigh how likely the observed behaviour is un-
der the model — a trace can be perfectly reproducible yet improbable. Stochastic
conformance metrics, such as Earth Mover’s Stochastic Conformance [19] or en-
tropic relevance [31] account for behaviour frequency and return a similarity
score between 0 and 1. This score quantifies how close the two distributions are
but does not provide a threshold for determining whether a given value indicates
a discrepancy from the model or is consistent with sampling variation.

Process hypothesis testing addresses this issue by computing a p-value that
can be compared to a significance level to make a decision. Early bootstrap-based
approaches, such as [18], exhibited statistical limitations that were subsequently
addressed by [29] with a permutation test. However, these tests strictly apply to
log-to-log comparisons. Currently, no method provides a hypothesis test for the
log-to-model setting that handles models with infinite behaviour and controls
the Type 1 error rate.

This paper addresses this gap in the current literature by proposing a tech-
nique that tests the hypothesis that an event log and a stochastic model originate
from the same underlying probability distribution. Since models with loops pro-
duce infinite trace languages, a single simulated sample of the model cannot be
representative. Therefore, we iterate by drawing an independent sample from
the model at each iteration. We then compare this sample to the log using the
Earth Mover’s Distance. The resulting shared null distribution across all itera-
tions serves as the basis for the final p-value, which is compared to the chosen
significance level α.

The remainder of this paper is structured as follows: We first review related
work on conformance checking and existing process hypothesis testing method-
ology in Section 2. Next, Section 3 introduces the necessary preliminaries. We
present the proposed method in Section 4. Then, Section 5 evaluates the method
and compares its performance to existing work. Finally, Section 6 concludes the
paper and discusses limitations and future work.

2 Related Work

Conformance checking [9] evaluates the relationship between observed and pre-
scribed process behaviour. It is one of the core tasks of process mining, along-
side discovery and enhancement. Processes can be compared using three ap-
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proaches: model-to-model, log-to-log, and log-to-model. Conformance checking
corresponds to the log-to-model setting, in which recorded behaviour in an event
log is compared against a process model. This paper focuses on this setting.

Non-stochastic conformance techniques determine the extent to which the log
can be reproduced. Footprint matrices [3] compare the directly-follows relations
of the log and the model, quantifying mismatches between them. Token-Based
Replay [34] replays each trace on a Petri net and counts the produced, consumed,
missing and remaining tokens. It then reports fitness as a function of these
counts. Alignments [4] formulate conformance as an optimisation problem. For
each trace, they compute the lowest-cost sequence of synchronous, log-only, and
model-only moves that reconciles the trace with a path through the model. The
cost function determines the notion of fitness. However, these techniques do not
evaluate how likely behaviour is or separate genuine deviations from variation
expected under a stochastic model and a finite log.

Stochastic conformance metrics expand the scope of the comparison to in-
clude the frequency with which behaviours appear in both the log and the model.
Earth Mover’s stochastic conformance [19] formulates the comparison as an
optimal transport problem between the trace distributions of the log and the
model. Entropic relevance [31] measures the cost of encoding the log relative to
the model. Expected subtrace frequency [32] compares Markovian abstractions
of the log and the model, admitting partial matches between trace fragments.
These metrics differ in their treatment of infinite trace languages. Earth Movers’
Stochastic Conformance requires the model’s language to be truncated to a finite
set, while entropic relevance and expected subtrace frequency handle models with
loops directly. However, they share a common output: a single similarity score.
There is no rule for deciding whether a given value reflects a “real” discrepancy
between the log and model or sampling variation.

Hypothesis testing instead computes a p-value and rejects at a chosen signifi-
cance level. An early proposal was to use the Kolmogorov-Smirnov test on trace-
frequency distributions [35]. However, this test treats trace variants as distinct
categories and ignores trace similarity, limiting its sensitivity. Later, Leemans
et al. [18] introduced a family of bootstrap-based tests for comparing logs and
models in any combination. In the log-to-model variant, the null distribution is
built from samples drawn from the model alone. This construction is asymmet-
ric since the log and the model play different roles. Its result depends on the
resample size, which is a free parameter and strongly affects the computed p-
value. Pitsch et al. [29] subsequently proposed a permutation test that compares
two logs by computing pairwise distances and pooling and shuffling traces to
construct the null distribution. This construction is symmetric and avoids pa-
rameter dependence. However, the permutation test requires two logs as input
and cannot accept a stochastic model.

Only one of the surveyed approaches delivers a hypothesis test for the log-to-
model setting, and that one has limitations. Non-stochastic techniques cannot
distinguish real deviations from the variation expected under a stochastic model.
Stochastic conformance metrics quantify the difference between the log and the
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model, but they do not provide a decision rule. The bootstrap test of Leemans et
al. computes a p-value, but the result depends on a resampling parameter. The
permutation test of Pitsch et al. controls the Type 1 error rate without being
sensitive to parameters, but it is designed for the log-to-log setting. We propose
a hypothesis test that takes a log and a stochastic model as input, controls
the Type 1 error rate at conventional significance levels, and handles models
exhibiting infinite behaviour.

3 Preliminaries

Let Σ be a finite set of activities. A trace σ ∈ Σ∗ is a finite sequence of activities.
A multiset over a set X is a function M : X → N, where M(x) is the multiplicity
of x. We write B(X) for the set of multisets over X. For µ, µ′ ∈ B(X), we write
µ ≤ µ′ iff µ(x) ≤ µ′(x) for all x ∈ X, and define (µ + µ′)(x) = µ(x) + µ′(x). If
µ′ ≤ µ, we define µ− µ′ pointwise by (µ− µ′)(x) = µ(x)− µ′(x).

Definition 1 (Event Log). An event log is a finite nonempty multiset of traces
L ∈ B(Σ∗). We write |L| =

∑
σ∈Σ∗ L(σ) for the size of L.

Definition 2 (Stochastic Language). A stochastic language over Σ is a
function f : Σ∗ → [0, 1] with

∑
σ∈Σ∗ f(σ) = 1. An event log L induces the

stochastic language fL(σ) = L(σ)/|L| for all σ ∈ Σ∗. The support of f is
Sf = {σ ∈ Σ∗ | f(σ) > 0}.

Let L = [⟨a, b, c⟩6, ⟨a, b, d⟩4] be an event log with activities Σ = {a, b, c, d}.
The stochastic language induced by L has fL(⟨a, b, c⟩) = 0.6, fL(⟨a, b, d⟩) = 0.4,
and fL(σ) = 0 otherwise. The support of fL is SfL = {⟨a, b, c⟩, ⟨a, b, d⟩}.

Definition 3 (Stochastic Model). A stochastic model is any object that in-
duces a stochastic language.

Sampling n ∈ N traces from a stochastic model with language f yields an
event log Ln ∈ B(Σ∗) of size n, where each trace is drawn independently accord-
ing to f .

Definition 4 (Earth Mover’s Distance). Let f, g be stochastic languages
over Σ with supports Sf and Sg, and let d : Σ∗ × Σ∗ → R≥0 be a trace cost
function. The Earth Mover’s Distance between f and g is

EMD(f, g) = min
r : Sf×Sg→R≥0

∑
σ∈Sf

∑
σ′∈Sg

r(σ, σ′) · d(σ, σ′)

subject to
∑

σ′∈Sg
r(σ, σ′) = f(σ) for all σ ∈ Sf ,

∑
σ∈Sf

r(σ, σ′) = g(σ′) for all
σ′ ∈ Sg, and r(σ, σ′) ≥ 0 [19].

Using the stochastic language fL defined above, let g assign g(⟨a, b, c⟩) = 0.5,
g(⟨a, b, a⟩) = 0.5. With a trace cost d(⟨a, b, c⟩, ⟨a, b, c⟩) = 0 and d(⟨a, b, c⟩, ⟨a, b, a⟩) =
d(⟨a, b, d⟩, ⟨a, b, c⟩) = d(⟨a, b, d⟩, ⟨a, b, a⟩) = 1, the optimal transport moves 0.5
from ⟨a, b, c⟩ to ⟨a, b, c⟩, 0.1 from ⟨a, b, c⟩ to ⟨a, b, a⟩, and 0.4 from ⟨a, b, d⟩ to
⟨a, b, a⟩. Hence, EMD(fL, g) = 0.5.
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4 Method

In this section we introduce the Stochastic Log-to-Model Permutation (SLMP)
test which tests the null hypothesis H0 that an event log L and a stochastic
model M originate from the same underlying probability distribution. The test
consists of three phases, illustrated in Figure 1. First, we draw a finite sample
from M and then, measure the distance between the sample and the log using
the Earth Mover’s Distance. Next, we combine the sample and log and randomly
split them to compute a permuted distance. These phases are then repeated
across K iterations. Each iteration produces a base distance from the original
sample and log, and a permuted distance from the two halves of their pooled
traces. The p-value is the fraction of iterations in which the permuted distance is
greater than or equal to the base distance. The result is then evaluated against
the chosen significance level. The remainder of this section discusses each phase
in detail.

Draw
Sample

Event Log

Calculate
EMD

Pool &
Partition

Stochastic
Model

Half 1

Half 2

Sample

Calculate
EMD

P-Value

Fig. 1: Overview of the SLMP test.

4.1 Sampling

We approximate M with a finite sample S drawn by simulation. Each trace
is generated by a random walk from the initial state to a final state, firing
transitions according to their likelihoods [22]. For instance, for stochastic labelled
Petri nets [22] and stochastic deterministic finite automata [37], if the model is
livelock-free and decisive [6], this walk is guaranteed to terminate, producing a
finite trace. The sample size is determined by a property of permutation tests,
which achieve the highest statistical power when the two inputs are of equal size
[14,33]. We therefore match the sample size to the log, drawing N = |L| traces
from M . We denote the empirical stochastic language induced by the resulting
sample by fS .
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4.2 Distance measurement

We measure the distance between sample S and event log L using the Earth
Mover’s Distance (EMD) [19] between their stochastic languages, fS and fL.
The trace cost function controls how EMD weighs different kinds of deviation.
A similarity-aware cost treats small structural changes as smaller deviations than
substantial ones, whereas a flat unit cost treats all distinct variants as equally
far apart. Therefore, we instantiate this cost with the normalised Levenshtein
distance:

δ̄(σ1, σ2) =
δlev(σ1, σ2)

max(|σ1|, |σ2|)
where δlev is the Levenshtein distance, counting the minimum number of

insertions, deletions, and substitutions required to transform one trace into an-
other [38]. Normalising by the length of the longer trace bounds the distance to
[0, 1], so long and short traces contribute comparably to the EMD.

4.3 Permutation step

To assess whether the base distance between the sample and the log is larger
than expected if they were drawn from the same distribution, we perform a
permutation step within each iteration. In each iteration i, we first compute the
base distance EMD

(i)
base = EMD(fS , fL). We then pool S and L, and randomly

partition the result into two equal halves. The permuted distance EMD(i)
perm

is the EMD between these two halves. Intuitively, if H0 holds, S and L stem
from the same distribution, and so does their pool. Any two halves obtained by
repartitioning the pool should therefore follow similar distributions, yielding a
distance comparable to the base distance.

The base and permuted distances are computed across K iterations, with each
iteration drawing a fresh sample from M . We perform only one permutation per
sample to draw as many independent samples from the model as possible while
limiting the total number of EMD computations. Drawing a fresh sample in each
iteration also prevents the test from relying on a single, possibly unrepresentative
sample of M . The p-value is the fraction of iterations in which the permuted
distance is greater than or equal to the base distance:

pfinal =
1

K

K∑
i=1

1
(
EMD(i)

perm ≥ EMD
(i)
base

)
where 1(·) is the indicator function, returning 1 if the condition holds and 0

otherwise.

4.4 Deciding

Given a significance level α, chosen before running the test, the test rejects H0

if p ≤ α and concludes that the event log L and the model M differ significantly.
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If p > α, the test does not reject H0: the observed deviation between L and
M is consistent with the variation expected from a finite sample of a stochastic
process. Non-rejection does not provide evidence that L and M originate from
the same distribution. Rather, there is not enough evidence against the null
hypothesis at the chosen significance level.

5 Evaluation

We evaluate the proposed approach across five experiments. Section 5.1 verifies
that the tests p-values react to stochastic shifts. We then benchmark detection
effectiveness against existing methods in Section 5.2, followed by an examination
of Type 1 error rate control in Section 5.3. Section 5.4 assesses sensitivity to
model quality, and Section 5.5 analyses runtime.

We implemented the approach in the open-source EBI framework [17] and
conducted tests using Python. We use the values recommended by Marozzi et
al. [26] of 5000 permutations for a significance level of 0.05. All experiments were
executed on the CLAIX high-performance computing cluster at RWTH Aachen
University. The source code and datasets necessary to reproduce all experiments
are publicly available1.

5.1 Stochastic Sensitivity

We first verify whether detection power scales with log size and changes in the
variant distribution. To this end, we construct several evaluation scenarios that
modify the probability distribution over traces, but leave the trace variants un-
changed. H0 is true by construction at baseline, and any detected difference is
only due to distributional changes.

By mapping transition weights derived from the Road Traffic Fine Manage-
ment event log [20] onto the normative Petri net presented in [2], we create a
SLPN. Stochastic shifts are applied by redistributing probability mass from the
20% most probable trace variants to the 20% least probable, with the redis-
tributed mass increasing from 0% to 8% in increments of 0.5%. For each com-
bination of shift magnitude and log size, ten independent event logs are drawn
from the shifted distribution and tested against the original SLPN. The baseline
at 0% shift tests the model against samples drawn from itself.

Figure 2 reports the mean p-value as a function of shift magnitude for each
sample size, with error bars indicating standard deviations across the repetitions.
At the baseline, mean p-values fall between 0.477 and 0.526 across all sample
sizes, with a minimum observed value of 0.168. The test produces no false rejec-
tions under H0 at any tested sample size. As the shift increases, p-values decline
for all values of n, with larger sample sizes requiring smaller shifts for detec-
tion. At n = 500, the standard deviation exceeds 0.10 at most shift levels and
detection only approaches the significance threshold beyond 7.0%, reflecting the

1 https://github.com/FelixBritzelmaier/Experiments-SLMP
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Fig. 2: Mean p-value per sample size and probability mass shift. Dashed line
marks α = 0.05.

limited statistical power available at this log size. In this setup, no logs without
deviations were incorrectly rejected and the detection power of the method scales
with both sample size and shift magnitude, as expected for statistical tests.

5.2 Detection Effectiveness

This section evaluates the accuracy of our approach by comparing it to the log-
to-log permutation (LLP) test of Pitsch et al. [29] and the bootstrap test of
Leemans et al. [18]. We use four synthetic datasets with known ground-truth
concept drifts, covering a broad range of trace lengths, variant distributions
and difference types, shown in Table 1. Test instances are extracted from each
dataset following the procedure of Brockhoff et al. [7] for creating comparison
instances from concept drift evaluation datasets, in which positive instances
span a concept drift boundary and negative instances are drawn from the same
stable period. The test sizes reported in Table 1 indicate the range of log sizes
used for the extracted instances. Within each instance, the two compared logs
are approximately equal in size, differing by at most one trace. To isolate the
detection accuracy from the influence of model quality, trace models serve as the
reference throughout. Trace models are exact reference models that perfectly
replicate the entire event log [17]. We report the detection effectiveness in terms
of accuracy, statistical power, Type 1 error rate (T1-ER) and F1-score.

Table 2 reports the results across all datasets and methods. For three of the
four datasets, the proposed approach is comparable to the log-to-log permutation
test and outperforms the bootstrap method. Bootstrap’s elevated T1-ER reflects
a systematic false-positive issue that both permutation-based approaches avoid.
The Ostovar dataset is the exception. With 2981 unique variants across 2999
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Table 1: Benchmark datasets.
Dataset #Activities #Traces #Variants Test Sizes #Tests

Ceravolo [10] 15 1000 92–95 333–500 120
Gallego-Fontenla [13] 20 5000–10000 84–85 500–1000 969
Maaradji [23] 19–20 5000–20000 3797–13436 500–2000 1064
Ostovar [28] 48 2999 2981 1000 125

Table 2: Detection accuracy per dataset and method.
Dataset Technique Accuracy Power T1-ER F1-Score

Ceravolo [10] Bootstrap test [18] 0.62 0.91 0.55 0.65
LLP test [29] 0.92 0.84 0.04 0.88
SLMP test (this paper) 0.93 0.87 0.04 0.90

Gallego-Fontenla [13] Bootstrap test [18] 0.80 1.00 0.37 0.83
LLP test [29] 0.97 1.00 0.06 0.97
SLMP test (this paper) 0.97 1.00 0.06 0.97

Maaradji [23] Bootstrap test [18] 0.83 1.00 0.32 0.85
LLP test [29] 0.99 1.00 0.03 0.99
SLMP test (this paper) 0.98 1.00 0.03 0.98

Ostovar [28] Bootstrap test [18] 0.40 1.00 1.00 0.57
LLP test [29] 0.75 0.96 0.39 0.76
SLMP test (this paper) 0.40 1.00 1.00 0.57

traces, almost every trace is unique. When sampling n traces with replacement
from a log of n traces, the expected fraction of trace occurrences absent from
the sample is approximately 1/e ≈ 36.8% [12]. This renders any finite sample an
incomplete representation of the trace model. In the Ostovar dataset, this effect
is especially severe because 2981 of the 2999 traces are unique variants. Conse-
quently, many variants are missing from each sample by chance alone, which is
likely the cause of the Type 1 error rate increasing to 1.00. This degradation is
not isolated to the proposed method; the log-to-log permutation test also deteri-
orates substantially on this dataset. For these reasons, this limitation likely orig-
inates in the near-unique trace structure and the loss of trace variants through
sampling. However, as long as the trace distribution can be approximated well
by a finite sample, the proposed approach transfers the permutation framework
without loss of detection effectiveness. The Ostovar results also suggest that very
high behavioural diversity and trace uniqueness may limit the applicability and
interpretability of the proposed test. Establishing practical criteria based on log
representativeness, such as behavioural completeness and coverage [15], remains
future work.
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5.3 Type 1 Error Rate

We evaluate whether the proposed test controls the Type 1 error rate, comparing
against the bootstrap test of Leemans et al. [18] and the log-to-log permutation
(LLP) test of Pitsch et al. [29]. We utilise two sources of data: first, the instances
without drift from Section 5.2 and second three stable real-world logs. The latter
are the Road Traffic Fine Management log [20], chosen to enable direct compa-
rability with the evaluation of Pitsch et al., the BPIC2013 closed cases log [36],
and the BPIC2020 domestic declarations permits log [11]. We evaluate each real-
world log over 250 independent tests. In each test, the log is randomly split in
two halves, which are tested against each other. Since there is no known drift,
the null hypothesis should hold by construction. The first half is converted into
a trace model for the log-to-model methods. We evaluate the Type 1 error rate
as a continuous function of the significance level. For a well-calibrated test, the
Type 1 error rate should not exceed the chosen significance level: T1-ER ≤ α.
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Fig. 3: Type 1 Error Rate. The dashed diagonal marks the expected upper bound
and the dashed vertical marks α = 0.05.

Figure 3 shows the Type 1 error rate as a function of the significance level α
for all three methods and datasets. The bootstrap method exceeds the expected
Type 1 error rate from low values of α on all six datasets, confirming the sys-
tematic elevated false positive rate already evident in Section 5.2. The log-to-log
approach tracks the diagonal closely and achieves the strongest overall control,
but is restricted to the log-to-log setting. The proposed method remains at or
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The dashed diagonal marks the expected upper bound and the dashed vertical
marks α = 0.05.

below the diagonal for α ≤ 0.05 across all six datasets, correctly controlling the
false positive rate at commonly used significance levels, though the Type 1 error
rate increases above the desired diagonal after a certain point, depending on the
log.

This increase is a known consequence of probabilistic sampling: drawing a
finite sample from the model introduces an underestimation bias due to unsam-
pled traces, as demonstrated by Mirus [27]. We suspect that this bias affects
the base and permuted distances asymmetrically. The base distance compares
a biased sample directly to the log, while the permuted distances compare two
random halves of the pooled traces, reducing the measured distance. At conven-
tional significance levels of 0.05 and below, the bias is negligible relative to the
variance of the permutation distribution across the samples. Since the trace dis-
tribution determines how strongly the sampling bias affects the test, the point at
which the increased T1 error rates begin differs per log. To characterise how this
bias behaves when the number of samples and permutations per sample vary,
and to confirm that the one-permutation-per-sample design of the method does
not amplify the bias, we perform a parameter-sensitivity analysis on the real-
world logs introduced above. These logs are a more meaningful basis for testing
than synthetic logs, whose trace distributions reflect the structural properties of
their generators rather than genuine process behaviour.
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Figure 4 shows the results of two parameter analyses: varying the number of
samples while fixing the total permutations at 5000 in the top row, and fixing the
permutations per sample at 5000 in the bottom row. In both rows, testing single
samples produces noticeably elevated Type 1 error rates. Meanwhile, using five
or more samples leads to a tight distribution that remains stable regardless of
how many additional samples are added. The configuration of the method, one
permutation per sample, corresponds to Samples = 5000 in the top row, which
falls within the converged band. The near-identical pattern across both rows
confirms that neither the total number of permutations nor their distribution
across samples resolves the elevated Type 1 error rates, supporting the inter-
pretation that they arise from the structural bias described above. The method
should therefore be applied at conventional significance levels, where Type 1
error control is empirically demonstrated.

5.4 Model Quality Sensitivity

Next, we evaluate the sensitivity of the approach to model quality and its agree-
ment with existing conformance metrics. To this end, we use the BPIC2013 open
cases log [36] and split its cases into an 80/20 train/test split. Models are discov-
ered from the training partition and tested against the 20% testing data. Table 3
shows the used discovery algorithms with different noise thresholds for the Induc-
tive and Toothpaste miners. Because the native outputs of the Flower, Split, and
Inductive Miner algorithms are not stochastic, we annotate them with frequency-
based weights estimated from the event log to produce Stochastic Labeled Petri
Nets (SLPNs). We calculate the Earth Mover’s Stochastic Conformance (EMSC)
and Entropic Relevance (ER) as model quality metrics. A trace model serves as
a baseline.

Most models created by discovery algorithms are rejected, with their En-
tropic Relevance [31] reaching or approaching the maximum value of 7.39, which
is the value of a model that admits the full activity alphabet without constraint.
A model at this maximum is uninformative because it places no restrictions on

Table 3: P-values and conformance metrics per miner on BPIC2013 open cases.
Miner P-Value ER EMSC

Trace model [17] 0.429 5.006 0.926
Flower [1] 0.000 7.390 0.000
DFG [17] 0.000 6.671 0.793
Split [5] 0.000 7.390 0.000
Inductive (0.00) [16] 0.000 7.390 0.005
Inductive (0.10) [16] 0.000 7.390 0.236
Inductive (0.20) [16] 0.000 7.390 0.249
Toothpaste (0.00) [8] 0.388 5.080 0.922
Toothpaste (0.05) [8] 0.150 5.399 0.901
Toothpaste (0.10) [8] 0.007 5.925 0.874
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possible traces, making it indistinguishable from a flower model. The directly-
follows graph is a more informative case. Its EMSC and ER values are measur-
ably better than those of the overly permissive miners. However, the model still
allows too much unknown behaviour and is therefore rejected.

The Toothpaste miner is the only discovered model that passes, and only at
its most restrictive thresholds, when its ER and EMSC closely match the trace
model. As the threshold rises, both metrics degrade, and the p-value declines
with them. It crosses the significance level of 0.05 before either metric reaches
the values seen in the rejected miners. We conclude that the test is sensitive
to the same quality characteristics that ER and EMSC measure and reflects
it in the p-value. This means that, when deciding whether a discovered model
is suitable as a reference, the p-value provides a statistically grounded binary
decision, rather than a similarity score requiring further interpretation.

5.5 Runtime

Finally, we evaluate how the runtime of our method scales with characteristics of
the input data, specifically log size |L|, number of trace variants |V |, and average
trace length.

We test multiple different real-world event logs against a trace model of itself
and report the runtimes needed. Since all permutation steps are independent of
each other, they were distributed across all cores of an AMD Ryzen 5 5600 with
32GB RAM on a Windows 11 system. Runtime was averaged over 10 independent
runs per log and is reported in Table 4.

Runtime is mainly determined by the number of trace variants, as this di-
rectly determines the size of the EMD instance. This is evident when comparing
Sepsis and Helpdesk, where Sepsis runs substantially slower despite being a
smaller log, an effect explained by its 846 variants against Helpdesk’s 226. Log
size acts as a secondary factor through the linear sampling cost incurred with
each iteration and becomes dominant when variant counts are low. Helpdesk and
Road Traffic illustrate this clearly: despite having nearly identical variant counts,
Road Traffic runs over five minutes instead of 11 seconds. This is consistent with
its log containing 100 000 traces in contrast to only 4580 traces in the Helpdesk

Table 4: Runtime of different Event Logs.
Event Log |L| |V | Avg. Len. Avg. Runtime [s]

BPIC 2013 Open [36] 819 108 2.87 1.50 ± 0.02
BPIC 2013 Closed [36] 1 487 183 4.48 4.29 ± 0.22
Helpdesk [30] 4 580 226 4.66 11.24 ± 0.06
BPIC 2020 Domestic [11] 7 959 61 5.61 17.87 ± 0.15
Sepsis [25] 1 050 846 14.49 239.86 ± 1.26
Road Traffic [20] 150 370 231 3.73 304.53 ± 4.76
Hospital Billing [24] 100 000 1 020 4.51 512.52 ± 6.16
BPIC 2013 Incidents [36] 7 554 1 511 8.68 858.57 ± 7.44
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Log. This interaction also explains why, despite having only 61 variants, BPIC
2020 Domestic exceeds the runtime of both BPIC 2013 logs, as its larger log size
outweighs the savings from computing fewer pairwise distances between trace
variants. Average trace length acts as a further factor, as Levenshtein distance
is quadratic in trace length [21]. Hospital Billing has substantially more variants
and traces than Sepsis, yet the runtime difference is narrower than either factor
alone would suggest, explained by Sepsis’s considerably longer average traces.

6 Conclusion

This paper introduced a hypothesis test for the log-to-model setting to test the
hypothesis that an event log and a stochastic model originate from the same
underlying probability distribution. The proposed test iterates over independent
samples drawn from a stochastic model, comparing each sample to the event
log via the Earth Mover’s Distance, and contributing one permutation step to a
shared null distribution. This yields a p-value that can be compared to a chosen
significance level. Evaluations showed that the test produces no false rejections
when the log and model originate from the same distribution and is competitive
to the log-to-log permutation test [29]. Additionally, it seems to align with EMSC
and Entropic Relevance with respect to model quality.

However, the evaluation revealed several limitations. The most significant of
these is the increased Type 1 error rate beyond conventional significance levels.
Therefore, the method should not be applied outside this range. On logs with
nearly unique trace distributions, such as the Ostovar dataset, the test may
become unreliable even within conventional levels, and results in such settings
should be interpreted with caution. The runtime is acceptable for most real-
world logs. However, large and high-variance logs can reach runtimes of several
minutes, which may pose a practical constraint in some settings.

There are several directions in which this work could be extended. The pri-
mary open problem is resolving the Type 1 error inflation. Section 5.3 located
the cause in the sampling step, where finite samples truncate low-probability
traces, introducing a bias in the resulting distance. Addressing this bias directly
would make the method reliable beyond conventional significance levels. Second,
the Type 1 error rate convergence observed at approximately 5 samples suggests
that the sample count can be set adaptively, although this has only been eval-
uated under the true null hypothesis. Future work should also assess how such
an adaptive strategy affects detection power on instances with true differences.
One option is to collect samples until the rate at which new trace variants ap-
pear falls below a threshold, then distribute the remaining permutation budget
accordingly. This would reduce runtime noticeably across all logs. Finally, the
framework can naturally be extended to further dimensions such as the time
dimension, following the same approach as Pitsch et al. [29].
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