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Abstract. Information systems track the interactions between business
objects, which can be extracted into object-centric event logs. Object-
centric process mining aims to analyze these logs to ideally improve rele-
vant performance measures. This analysis requires a clear notion of which
objects belong to a joint process execution, commonly called a case. To
produce relevant analytical results, such a case notion needs to be care-
fully chosen. This poses a challenge in practice due to the exponential
number of case notions to choose from. In this paper, we introduce a
novel framework to semi-automatically select case notions for the perfor-
mance analysis on object-centric logs. Manual work by practitioners is
reduced to selecting a performance measure and a distribution property
that indicates optimization potential. We evaluate our approach on ten
public logs and find it to produce relevant insights in feasible runtime.
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1 Introduction

Business processes are often monitored by information systems. Process mining
extracts these information into so-called event logs to analyze processes. Tradi-
tionally, each process execution in such logs, called a case, referred to one business
object. However, most processes contain multiple interacting objects of different
types. Techniques that account for such interactions are called object-centric [1].
The consideration of object interactions offers a much closer depiction of
reality than their isolated analysis. However, it also induces a choice between
exponentially many different notions of what constitutes a case [3,8]. In practice,
it is of particular interest to identify case notions, that align with the goal of
a given analysis. In the context of performance analysis, this equates to case
notions that reveal an interesting value distribution of a performance measure.
Technically, we consider case notions interesting for a performance analysis,
if they lead to value distributions that maximize distribution properties that
indicate performance issues. These properties, such as the standard deviation,
kurtosis and skewness of the value distribution, are typically well-defined by the
operating context. Depending on the performance measure and the distribution
property, drastically different case notions reveal the most interesting results.
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However, to the best of our knowledge there are no techniques available
to guide practitioners in the case notion selection for the performance analysis
in object-centric logs. In this paper we introduce a novel framework to semi-
automatically select case notions for a performance measure analysis on object-
centric logs. For a given object-centric log, performance measure and distribution
property, our approach automatically approximates a case notion that maximizes
the selected distribution property. We evaluate our approach on a range of public
logs and find it to produce relevant results in feasible runtime. Accompanying
this paper, we provide an extended report with additional complementary in-
depth material at https://github.com/Nik314/CaseNotionPeformancel

2 Related Work

We summarize existing work on object-centric case notions and performance
analysis. For a general overview on object-centric process mining we refer to |7.
Formal definitions of cases have first been lifted into the object-centric in
[5]. Extensions with case notions that include correctness guarantees have been
proposed in [3]. Further investigations to reduce the complexity of the resulting
cases have been performed in [8]. These approaches include some tooling to
investigate the resulting cases, enabling visual performance analysis |2}4].
Some definitions for performance indicators in object-centric event logs have
been proposed in [9]. In contrast to our work, the approach is limited to combi-
nations of the case notions obtained by flattening the log on individual types [1].
Alternative object-centric performance analysis strategies include the use of
graphs that enrich the control flow with additional information [11]. The ap-
proach inherently aggregates performance values and deducts them from the
observed control flow. It has been further extended for process monitoring [12].
The optimization of case notions towards certain properties has been inves-
tigated in some initial work outside the context of performance analysis. The
approach in [8] provides guidance on the selection of case notions based on the
complexity and correctness of the resulting cases. The proposal in [6] enriches
case notions with additional information to create so-called views that can also
include information on the involvement of objects. The selected views are sub-
sequently optimized to maximize their representative power in the context of
exploratory process analysis. Other approaches, such as [10] aim to directly em-
bed relevant information on the scoping of object-centric processes in the log
during extraction, which is comparable to case notions. However, this reintro-
duces reliance on domain knowledge and can as such not be used automatically.

3 Preliminaries

In this section we formalize object-centric event logs, case notions and perfor-
mance measures. We write {...}, P({...}) and (...) for sets, power sets and se-
quences. We denote the universe of timestamps, events, activities, objects, object
types, attributes and attribute values as Ui, Ueve, Uacts Uobjs Utyps Uatt, Upar-
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Object-Centric Event Logs: An object-centric log is a collection of events and
objects with relations between them. Events are timed activity executions and
objects are typed entities. Attributes can be used to add additional information.

Definition 1 (Object-Centric Event Log). An object-centric event log L =
(E,0, E20, 020, Tact, Tiyp; Ttim, Tatt) consists of events E C Ueye, objects O C
Uopj, the relations E20 C E x O, 020 C O x O and the projections Ty : E —
Utimy Tact - E— Uact: Ttyp - O Utyp and Tatt - (E @] O) X Uatt — [Uval'

We write 2 and X for the set of types and activities in L. Figure [I] shows
a simplified example log. A case is a subset of objects and events in a log that
is considered an independent process execution for further analysis steps. We
write ¢(L) for all possible cases in an object-centric log L. A function cn(L) that
projects a log onto a set of its cases is called a case notion.

Definition 2 (Case). A case of alog L = (E, O, E20, O20, Tact, Ttyps Ttim, Tatt)
is a tuple (E', 0, E20', 020", Tact, Ttyp, Ttim, Tatt) With the events E' C E, the
objects O' C O and the relations E20’ = E20NE’' x O', 020" = 020N0' xO'.

Performance Measures: For the purpose of this paper, a performance mea-
sure is a function that maps each case to a numerical value, indicating the pro-
vided business value. We define three example performance measures. The cycle
time for any given case case = (E',0', E20", 020, T4, Tiyps Tiims Tare) Tefers to
the time between the first and last event with peime(case) = mazee g (7}, (€)) —
minecg (mh;m(e)). The resource usage denotes the number of interactions per
case that refer to objects of a specified resource type ot € U,; like a material or
machine: pysage(case) = [{(e,0) € E' | m,,(0) = ot}|. The costs per case can be
calculated for a given cost attribute att € Uy as the corresponding sum across
all elements, i.e. peost(case) = D cor Toy(0,att) + 3 c g Ty (e, att).

For further analysis, the results of a performance measure p(case) are aggre-
gated across the cases in a case notion en(L). This allows an investigation of dis-
tribution properties. In this paper, we utilize the standard deviation (o (p, en, L)),
the skewness (v1 (p, cn, L)) and the kurtosis (v2(p, cn, L)). Those properties mea-
sure the spread, the asymmetry and the tail-heaviness of the value distribution.
High values for these properties indicate performance issues in different domains.
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Fig. 1. Example object-centric event log excerpt for an order management process.
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4 Performance Measure Analysis Framework

In this section we introduce a framework to approximate the case notion with the
maximal value for a given log, performance measure and distribution property.
For this purpose, we introduce an abstracted specification for case notions and
then reason on this abstraction to approximate the optimal case notion.

Case Notion Specification: We introduce an abstract specification for case
notions that defines how the resulting cases are constructed. This specification
determines which objects are used to initialize a new case and which relations
are transitively considered to include other objects and events in the same case.

Definition 3 (Case Notion Specification). A case notion specification (start,
rel) is a tuple with a starting type set start C Uy, and a set of relation types
between object types and activities rel C Uyzyp X Upyp UUger X Ugyp UUgyp X Uger.

Figure[2shows all potential starting nodes and relation types and an example
specification for our example log. Note that the relation direction is relevant.

For a given object-centric log L = (E, O, E20, 020, T4ct, Tiyp, Ttim, Tatt) and
case notion specification spec = (start,rel), cases can be iteratively extracted
as follows. A new case O" = {o} is initialized by a random object o € O of the
starting object type my,(0) € start that has not yet been assigned to any case.
The events associated to the new case are initially empty E’ = {}. Then, objects
and events are iteratively added to the case, if they are connected to any object
or event that is already in the case by a type of relation that is included in the
specification. First, we add all objects that share an allowed object-to-object
relation with any object in the case or an event-to-object relation with any
event in the case . Then, we add all events that share an event-to-object
relation with any object that is already included in the case (3)).

O}y =0"'U{o€ 0|30 €0 :(d,0) €020 A (1yp(0), Ttyp(0) € el)} (1)
U{o€O|3e € E":(,0) € E20 A (maet(€'), miyp(0) € rel)}  (2)
El . .=EU{ecE|3 €O :(d,e) € E20 N (myp(0'), Mact(€)) € rel)} (3)

We repeat these steps until no new object or event is added to the case.
The object-to-object and event-to-object relations in the case are subsequently
constructed according to Definition[2] New cases are constructed until all objects
of the starting type are assigned, with cngpe.(L) denoting the resulting cases.

Case Notion Optimization: Based upon the specification of object-centric
case notions, we can formulate an optimization problem for any distribution
property. For any given object-centric event log L and performance indicator
p(case), this is the solution of maximizing the selected distribution property,
such as the standard deviation, across all case notion specifications .

argmax o(p, Nspec, L) st Ugpee =P(2) x P2 x RUE x RUN x X) (4)

spec€Uspec



Case Notion for Object-Centric Performance Analysis 5

2. Check Expansw’on 1.Initialize N 5. Expand
O «+—— =
(N —— (( )s Place l\ﬂ Pack Deliver *"Qg
© 4.Check Expansw’on 3. Exf:yand . 6. Check Expanswon

Fig. 2. Potential starting nodes and directed relations for a case notion specification
on our example log (all colors) and a specific case notion specification that results from
iteratively applying our approximation strategy (green, blue and yellow).

However, as the number of potential case notion specifications increases ex-
ponentially with the number of object types and activities, we do not expect that
solving this optimization problem is feasible on real-life logs. As such, we intro-
duce a strategy to approximate the solution. For this purpose, we replace the
full optimization problem with a sequence of smaller optimization problems that
are easier to solve. This strategy only provides local, and not global, optimality
guarantee but reduces the complexity from exponential to polynomial.

Conceptually, we consider all potential relations between object types and
activities as edges in a graph, as shown in Figure |2l Each node in that graph is
considered a potential starting point for our approximation strategy. For each
starting point, we measure the value of the selected distribution property for the
case notion specification that includes all outgoing edges of that node. Then, we
iteratively add relations that correspond to the outgoing edges of the neighboring
node that lead to the highest increase in the distribution property. If no further
improvement can be found, the case notion specification is considered done.
Finally, we pick the optimal specification across all starting nodes. Note that
within our approximation, we do not perform a subset selection per node, as

Algorithm 1 Case Notion Optimization (Standard Deviation)

function optimize(L,p)
property, start,rel = 0,82, (X x 2)U (2 x ) U (2 x 2)
for ot € (2 do
start’,rel’ < {ot},{ot} x X
property' <~ U(p7 CNstart! ,rel’ s L)
while true do
node < arg max, ¢ o 0 (D, Nstart’ rel’U({n} x 2)U({n} x 2, L)
if U(py Clstart’ rel’ U{node} x 2U{node} x = L) - Property/ <0 then
break
rel’ < rel’ U {node} x 2 U {node} x ¥
property’ < o(p, Nstart rer’, L)
if property’ > property then
property, start, rel < deviation’, start’, rel’
return (start,rel)
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this would induce an exponential complexity. That is, a node can only be fully
expanded or not, including or excluding all outgoing relations of that node.
Algorithm [I]shows this approximation strategy. Applying the approach to the
cycle time standard deviation on our object-centric example log, results in three
iteration steps for the starting node of the object type order, as illustrated in
Figure[2} The resulting case notion exhibits a higher standard deviation than any
of the predefined case notions do on the same log. As outlined in the extended
report, the specification will always be detected in polynomial complexity.

5 Evaluation

In this section we evaluate our approach twofold. First, we measure runtime
demands on public object-centric event logs to evaluate the feasibility of our
approach. Secondly, we compare the distribution property values of the case
notions identified by our approach to those of existing case notions from [3}|8].

Runtime Demands: We provide a public implementation (https://github.
com/Nik314/CaseNotionPeformance|) of our approach and apply it to ten pub-
licly available object-centric event logs from the library of the OCEL file format.
We use the cycle time, resource usage and total costs as the performance
measures and combine them with the three distribution properties of standard
deviation, skewness and kurtosis. For each combination of logs, performance
measures and distribution properties, we measure the runtime o our approach
on an Intel Core 19-13980HX processor and 64GB RAM. The statistics of the
investigated input logs and the runtime results of our approach are shown in
Table[l] Across all setups, on average, our approach took 735 seconds per object-
centric input log with a wide range, spanning from 7 seconds to 3156 seconds.

Distribution Properties: Next, we compare our approach against a brute
force selection from existing case notions. That is, we measure the property

Table 1. Statistics of utilized object-centric logs and measured runtime, aggregated
across all combinations of performance measures and distribution properties per log.

1D Log Objects Events Activities Types Runtime

min mean max
01 P2pP 9054 14671 10 7 141s 382s 624s
02 Recruiting 1505 6980 16 6 31s 133s 400s
03 LRMS 02C 8819 28278 22 9 807s 1604s 2705s
04 LRMS P2P 4493 8300 12 6 51s 102s 149s
05 LRMS HR 3768 18119 24 6 701s 1280s 1962s
06 Hosptial 3688 14642 9 8 81s 164s 245s
07  Github 532 1798 20 3 7s 12s 14s
08 Logistics 13882 35372 14 7 368 1196s 2323s
09 Production 23771 38528 11 12 886s 2256s 3159s
10 Transfer 2500 10319 3 5 13s 41s 83s
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Fig. 3. Cycle time standard deviation per log and case notion on a logarithmic scale.
For the traditional and advanced notion, the plot shows results for all start types.

values for each combination of performance measure, distribution property and
input log that result from testing out the traditional flattening [1], connected
component [3], advanced case notions [§8] and our approach. For the traditional
and advanced case notion, we report the results for all possible starting object
types. Note that our approach and the connected component case notion only
induce a single point, as there is no need to choose a starting type for them.

Figure[3|shows the results for the cycle time standard deviation. All high-level
insights from it are consistent across the remaining eight combinations, which
we omitted here for space reasons and included them in the repository. Further
information on the practical insights can be found in the extended report.

We can see for the traditional and advanced case notion, that the choice of the
starting object type has a large impact on the results. The connected component
case notion does not suffer from this problem. However, as reported in [8], the
connected component case notion can collapse into a single case due to high
connectivity. In our experiment, this occurred on half of the logs. Our approach
shares neither of these problems. Most importantly, across all investigated logs,
performance measures an distribution properties our approach results in equal
or higher values than the brute force selection across existing case notions.

Discussion: Our evaluation showed that our approach identifies case notions
that lead to performance value distributions with high distribution property
values of interest in feasible runtime. Across all logs, performance measures and
distribution properties, the observed results of the identified case notions equaled
or exceeded those of a brute force optimum across existing case notions.

Our approach remains limited by a few design choices and experimental re-
strictions. We intentionally enforce consistency on the inclusion of relations be-
tween objects and events on the type-activity level. We consider this a reasonable
choice given that object-centric event logs are typically extracted from relational
databases in which similar consistency requirements are common. However, we
cannot rule out that even better case notions could be found that differentiate
relations on the level of individual object and event instances. The same remark
is true for the selection of relation subsets per object type or activity node, which
we omit from our approximation strategy for the sake of runtime feasibility.
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Conclusion

In this paper, we introduced a framework to semi-automatically identify case no-
tions for the object-centric performance analysis. The identified case notion out-
performed a brute force selection from existing case notions in feasible runtime.
This effect was observed for multiple combinations of performance measures and
distribution properties. Our approach remains limited by a intentional design
choices that ensure runtime feasibility but leave room for further optimizations
of the resulting case notions. We intend to quantify this gap in future work and
provide more guidance on the distribution property selection per domain.
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