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Abstract

Process mining provides techniques to analyse business processes based on dig-
ital execution track records, called event logs. A key step in that analysis is
the construction of a process model that describes the workflow of the process.
Process discovery algorithms automatically obtain these models from event logs.
For any subsequent analysis it is important that the discovered model fits the
behaviour of the log precisely, without overfitting the input data or using behav-
iorally unsound constructs. Achieving this goal under real-life circumstances with
potentially incomplete and partially incorrect input logs remains challenging.
State-of-the-art algorithms for this purpose typically rely on removing large parts
of the process from the final model or utilize domain knowledge in the form
of suitable input parameter choices. In this paper, we investigate if these two
shortcomings of state-of-the-art process discovery techniques can be addressed
without compromising on soundness guarantees and model quality. For this pur-
pose, we introduce a new process discovery algorithm, called OptIMIIst, which
extends the Inductive Miner framework for the recursive construction of sound
process models with integer linear programs to optimize local mining decisions.
Our evaluation demonstrates that OptIMIIst produces models with competitive
quality profiles in comparison to other approaches with soundness guarantees
without relying on excessive filtering or suitable parameter inputs.
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Business processes coordinate the execution of activities to achieve organizational
goals. To understand and optimize processes, process analysis has traditionally relied
on manually modelling the process behaviour. However, with the advent of digital
technologies, processes generate detailed automated records of their execution, called
event logs. Process discovery algorithms aim to automatically derive process models
from these event logs, ideally eliminating the need for manual modelling.

Based on such process models, various analysis techniques can subsequently be
applied to shed light on performance issues and potential improvements. However,
such an analysis can be impeded in its applicability, validity and interpretability by
various factors. For corresponding analysis methods to be applicable, the discovered
model needs to be free of behaviourally unsound constructs such as deadlocks (Murata,
1989; van der Aalst et al, 2011). For the results of the analysis methods to be valid,
the discovered model needs to precisely fit the underlying business process without
overfitting onto the input data. Otherwise, it incorrectly includes or excludes behaviour
from the underlying process, resulting in misleading insights (Dunzer et al, 2019).

Balancing these criteria becomes particularly difficult when dealing with infrequent
and incomplete behaviour, both of which are commonly present in real-life event logs
(Suriadi et al, 2017). Infrequent behaviour refers to rare patterns in the log, which may
result from data entry errors, also referred to as noise (Sani et al, 2019), or exceptional
process executions. Incomplete behaviour refers to behaviour that is part of the original
process but not captured in the event log. Discovery techniques must strike a balance
between filtering infrequent behaviour to prevent overfitting and ensuring robustness
against incompleteness, as event logs rarely capture all possible process variations.

Many automated discovery techniques already exist to address the automated bal-
ancing of quality dimensions under real-life data quality circumstances in a competitive
manner (Brons et al, 2021; van Detten et al, 2023; Augusto et al, 2018). However, all
of them either rely on a suitable input parameter choice that encodes domain knowl-
edge about the data quality of the input log, or employ heuristics to estimate how to
best fit the input log into the utilized representational bias. Both of those algorithmic
dependencies are highly troublesome for real-life process mining applications.

The use of an input parameter induces a dependency on potentially flawed domain
knowledge about the structure of the underlying process and the quality of the input
log. This problem can theoretically be avoided by using a hyper-parameter optimiza-
tion (Augusto et al, 2018). However, such an optimization is computationally expensive
due to the typical size of real-life logs. As such, practitioners often avoid it and instead
resort to the usage of predefined default parameter values without ensuring suitabil-
ity for the input log. Attempts to automatically select parameters based on heuristics
for the logs capacity to be representable in a given representational bias, as proposed
in (van Detten et al, 2023), are known to resort to oversimplifications. Especially in
compliance-driven analysis settings, it is not an option to exclude major parts of the
process from the resulting model, even though it might result in improved precision.

In this paper, we aim to fill the gap for an automated discovery technique that pro-
duces sound, high-quality process models without relying on optimal parameter inputs
or oversimplifications. For this purpose, we introduce a novel discovery algorithm
called OptIMIIst (Optimization-Inductive-Miner-Infrequent-Incomplete-eSTimation).
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It extends the Inductive Miner (IM), which is a framework for the recursive discov-
ery of sound process models in the representational bias of process trees (Leemans,
2022). Within that framework, OptIMIIst employs integer linear programming (ILP)
to decide on optimal local mining decision automatically. As such, it removes the need
for parameter inputs or heuristics with known tendencies for oversimplifications.

OptIMIIst is open sourced under the AGPLv3 license and publicly available on
GitHub1. We evaluate our approach on the Process Discovery Contest (PDC) (Ver-
beek, 2024), which uses synthetic data to identify structural strengths and weaknesses
of process discovery algorithms. We find our approach to provide performance improve-
ments in comparison to existing publicly available IM variants. In comparison to
proprietary techniques such as (van Detten et al, 2023), we still observe competitive
performance, even under the presence of incomplete or infrequent behaviour. Addi-
tionally, we compare OptIMIIst to existing discovery techniques on real-life event data.
The results indicate that our approach constructs competitive process models while
automatically adjusting to various process and log properties, such as infrequent or
incomplete behaviour. Lastly, we showcase some models discovered on the real-life logs
to illustrate desired model structures in comparison to existing techniques.

This paper is the journal extension of (Schröder et al, 2025). Compared to
(Schröder et al, 2025), the algorithm has been refined with ILP-based filtering meth-
ods that do not rely on parameters or heuristics. The evaluation was expanded to
include the assessment of the structural strengths and weaknesses of OptIMIIst with
the PDC data. Additionally, we added more algorithms for comparison and further
investigated the performance in a purely descriptive process discovery setting.

The remainder of this paper is structured as follows: Section 2 formalizes the
utilized concepts of process trees and their recursive discovery framework. Section
3 presents related work on process discovery techniques. Section 4 provides a run-
ning example for the technical discussion on desired algorithmic behaviour. Section 5
presents all basic concepts on how to utilize ILPs for the optimization of local mining
decision in the IM. Section 6 introduces the full OptIMIIst algorithm with ILP-based
filtering methods. Section 7 contains the evaluation of our approach. Finally, Section
8 summarizes our work and potential avenues for further research.

2 Preliminaries

In this section, we introduce background information on integer linear programs
(ILP), event logs, process trees and the Inductie Miner (IM) framework. The following
notation is used for sets, multisets and sequences respectively throughout this paper:

• A set is an unordered collection of distinct elements, denoted by {a1, a2, . . . , an}.
• A multiset allows repeated elements, denoted by {ak1

1 , ak2
2 , . . . , akn

n }, where each ki
indicates the multiplicity of element ai.

• A sequence is an ordered collection of elements, denoted by ⟨a1, a2, . . . , an⟩, where
order matters and elements can repeat. We write + to concatenate sequences and
� to interleave them arbitrarily (Bloom and Ésik, 1996). Additionally, we write
⟨a1, a2, . . . , an⟩|A to project a sequence on the subset of elements in a set A.

1OptIMIIst on GitHub: https://github.com/Nik314/OptIMIIstJournal
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2.1 Integer Linear Programming

An integer linear program (ILP) is an optimization model that consists of an objective
function and a set of constraints, all expressed as linear equations or inequalities. The
decision variables in an ILP are restricted to integer values, distinguishing it from
linear programs where variables are continuous. An ILP is formulated as follows:

A decision variable vector x ∈ Zn is used to represent possible configurations of
the adjustable inputs to the problem. A corresponding cost vector c ∈ Zn is used
to quantify the costs of such a configuration in the objective function (1). The mini-
mization of the resulting value is additionally subjected to a set of linear constraints
over the decision variables. The constraints are represented as a multiplication of the
respective factors in a matrix A ∈ Zm×n with the decision variable vector. The results
are restricted by the vector b ∈ Zm (2). Typically, decision variables are positive (3).

minimize cTx (1)

subject to Ax ≤ b (2)

x ≥ 0 (3)

Solving an ILP involves finding values for x that satisfy all constraints while opti-
mizing the objective function. Unlike linear programs, ILPs are generally NP-hard,
and can be solved by algorithms as branch-and-bound(Little et al, 1963). In practice
solvers like Gurobi or SCIP can be employed. They offer modelling and solver capabil-
ities for ILPs and LPs in different programming languages. Frameworks like the PuLP
package abstract the modelling and construction of ILPs away from the solver and
can use several solvers as an optimization backend in other programming languages.

2.2 Event Logs & Graph Abstractions

An event log L is a multiset of traces σ, where each trace σ = ⟨a1, . . . , an⟩ is a sequence
of activities ordered by their occurrence. An empty trace is denoted by ϵ. The so-called
alphabet Σ is the set of activities in L. V denotes the set of unique trace variants, the
sequence of activities in a trace. We use the special character τ ̸∈ Σ to denote the
absence of an activity, referred to as silent. In Figure 1 an example event log can be
seen containing three cases and three unique variants with nine executed activities.

Logs can be represented using graph abstractions that capture the order in
which activities occur. These graphs, such as the Directly-Follows Graph (DFG) and
Eventually-Follows Graph (EFG), illustrate the relationships between activities, with
regards to the order in which they occur in a log. In these graphs, nodes represent
activities, while edges signify the order between them in the traces of the log.

Formally, the directly-follows relation a ↠ b holds if there exists a trace σ ∈ L such
that σ = ⟨. . . , a, b, . . .⟩. The relation weight, denoted as |a ↠ b|, represents how often a
particular relation is observed. Similarly, the eventually-follows relation a ↠+ b holds
if a ↠ b, or if there exists a trace σ ∈ L such that σ = ⟨. . . , a, . . . , b, . . .⟩. Additionally,
the set of activities at the start or end of traces in the log are denoted as Start(L)
and End(L), respectively. We write Start(L, a) and End(L, a) to indicate how often
activity a appears as a start or end activity in the log respectively. A DFG and EFG
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CaseID Activity Timestamp

Case 1 Activity A 10:00
Case 1 Activity D 11:00
Case 2 Activity B 10:00
Case 2 Activity C 11:00
Case 2 Activity D 12:00
Case 2 Activity E 13:00
Case 2 Activity D 14:00
Case 3 Activity C 10:00
Case 3 Activity B 11:00
Case 3 Activity D 12:00

Fig. 1 Example Event Log L1 Fig. 2 DFG (bottom) and EFG (top) of log L1

can be automatically constructed from an event log. Doing so for the example event
log L1 from Figure 1 yields the DFG and EFG in Figure 2. Note that start and end
activities of the log are indicated by a circle and a square respectively.

We introduce some auxiliary constructs for filtering operations on these graphs.
In particular, we formalize the removal an activity from the log. For any activity
b ∈ Σ, the filtered log is defined as the multiset of traces from the original log
filter(L, b) = [filter(σ, b) | σ ∈ L] where the activity is removed from each trace,
i.e. filter(σ, b) = σ|Σ\{b}. Based on this filtered log, we define the filtered DFG after

removing an activity. We write |a ↠ c|b for the frequency of the directly follows rela-
tion between a and c in filter(L, b). Similarly, we write Start(L, a)b and End(L,
a)b for the frequency of a start and end activity in the filtered log Filter(L, b).

2.3 Process trees

Process trees are an abstraction for process models that define a language of traces.
They contain inner nodes with subtrees and outer nodes without. These outer nodes,
called leaves, represent an activity of the process and are as such labelled with elements
from Σ ∪ {τ}. The special character τ ̸∈ Σ is used to represent unobserved state
changes. The inner nodes, called operator nodes, describe the control flow relation of
its subtrees and are labelled with an operator ⊕ ∈ {→,×, ||,⟲}. These trees guarantee
translatability into sound workflow nets. Without loss of generality, we focus on binary
process trees, where each operator node has exactly two children (Leemans, 2022).

The language of a process tree can be recursively defined. The language of a leaf
contains the trace with the activity label, or the empty trace in case of τ (4). The
operator recursively combine the traces in the language of their subtrees. The sequence
operator (→) mandates that the left child sub-tree be executed before the right (5).
The exclusive choice operator (×) allows only one of the children to be executed (6).
The parallel operator (||) signifies the independent parallel execution of the children.
As such it allows arbitrary interleavings between traces from the subtrees (7). Lastly,
the loop operator (⟲) requires an initial execution of the left child, the body part, and
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Fig. 3 Process tree P1 including traces in L1

Contained Traces

⟨A,D⟩
⟨A,D,E,D⟩

⟨A,D,E,D,E,D . . .⟩
⟨B,C,D⟩

⟨B,C,D,E,D⟩
⟨B,C,D,E,D,E,D . . .⟩

⟨C,B,D⟩
⟨C,B,D,E,D⟩

⟨C,B,D,E,D,E,D . . .⟩
Fig. 4 Language of the process tree P1

permits its repetition after each execution of the right child, the redo part (8):

L(a) = {⟨a⟩} ∧ L(τ) = {⟨⟩} (4)

L(→, P1, P2) = {σ1 + σ2 | σ1 ∈ L(P1) ∧ σ2 ∈ L(P2)} (5)

L(×, P1, P2) = {σ | σ ∈ L(P1) ∨ σ ∈ L(P2)} (6)

L(||, P1, P2) = {σ1 � σ2 | σ1 ∈ L(P1) ∧ σ2 ∈ L(P2)} (7)

L(⟲, P1, P2) = {σ1 + . . .+ σn | n ∈ N ∧ n mod 2 = 1 ∧ ∀1 ≤ i ≤ n :

n mod 2 = 0 =⇒ σi ∈ L(P2) ∧ i/2 ̸∈ N =⇒ σi ∈ L(P1)}
(8)

Special types of process tree structures include operator nodes with τ -leaves
directly below them. A τ -skip is an operator node with an exclusive choice opera-
tor and one τ leaf directly below it. This structure enables the optional execution of
the other non-τ subtree. Similarly, a τ -loop consists of a τ -leaf directly below a loop
operator node that allows for the arbitrary repetition of the other non-τ subtree.

Figure 3 shows a process tree that is able to replay the entire log L1. The traces
start with either executing activity A or the activities B and C concurrently. They are
then followed by an arbitrary repetition of D, with E initiating each new repetition.
Figure 4 shows all traces in the language of the tree, except more loop iterations.

2.4 Inductive Miner

The Inductive Miner (IM) framework is a recursive algorithm to construct process
trees from event logs. In each recursion step, a so-called cut is detected that consist of a
partition of the event logs alphabet into multiple parts and an operator to describe the
control flow relation between them. This cut corresponds to an operator node in the
resulting process tree. The log is then split into multiple sublogs based on the detected
cut and passed down into further recursion steps until a base case is reached. As soon
as only a single activity is left in the log, a corresponding leaf node is added to the
tree. During the recursion it can occur that no cut can be found for a given event log.
This can be due to the infrequent or incomplete behaviour or an underlying business
process that is outside the representational bias of the process trees. In this case, so
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Algorithm 1 Inductive Miner from (Leemans et al, 2013a)

function IM(L)
bc← basecaseIM (L)
if bc ̸= ∅ then

return bc
end if
⊕,Σ1,Σ2 ←FindCutIM (L)
if ⊕ ̸= ∅ then

L1, L2 ←SplitLogIM (L,⊕,Σ1,Σ2)
return ⊕(IM(L1),IM(L2))

else
return fallthroughIM (L)

end if
end function

called fallthrough methods are applied to produce a tree structure that attempts to
represent the event log as good as possible. Algorithm 1 shows the IM framework.

A cut (⊕,Σ1,Σ2) is referred to as valid if an event log exhibits exactly the behaviour
allowed by the operator between the two alphabet partition parts. Formally, this is
decided by checking if the DFG and EFG of the event log have exactly the properties
that the language definition of the operator allows. A sequence cut requires that all
activities in the second partition parts eventually follow the activities in the first
partition part. The other way around is not allowed (9).

∀a∈Σ1,b∈Σ2a ↠+ b ∧ b ̸↠+ a (9)

For an exclusive choice, no connection between the partition parts is allowed (10).

∀a∈Σ1,b∈Σ2a ↛↠+ b ∧ b ↛↠+ a (10)

For a parallel cut the activities in different alphabet partition parts must be fully
interconnected, and must both contain start and end activities of the input log (11).

∀a∈Σ1,b∈Σ2(a ↠ b ∧ b ↠ a) ∧ ∀i∈{1,2}(Σi ∩ Start(L) ̸= ∅ ∧ Σi ∩End(L) ̸= ∅) (11)

A loop cut restricts start and end activities to the body part (12). Directly follows
relations between the partitions are only permitted from the end activities in the body
part to the activities in the redo part, and from activities of the redo part to the start
activities in the body part (13). Once an activity in the redo part has a connection to
any start or end activity in the body part, it needs to have connections to all (14).

Σ1 ⊇ Start(L) ∪End(L) (12)

∀a∈Σ1∀b∈Σ2(b ↠ a⇒ a ∈ Start(L)) ∧ (a ↠ b⇒ a ∈ End(L)) (13)

∀a∈Σ1∀b∈Σ2(b ↠ a⇔ ∀c∈Start(L) : b ↠ c) ∧ (a ↠ b⇔ ∀c∈End(L) : c ↠ b) (14)
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Fig. 5 Visual representations of binary IM cut profiles with regards to follows relations.

Figure 5 shows the conditions conceptually for each of the operators. The process
tree in Figure 3 was mined using the IM algorithm on the example log L1. The root
sequence operator can be identified for the partitions {A,B,C} and {D,E} due to the
follows relations of the log. Figure 7 shows this sequence cut on the DFG and EFG.

Once a cut is identified, the input log L is split based upon it. The resulting logs are
constructed as follows. For the exclusive choice operator, each trace is put into exactly
one sublog, corresponding to the alphabet partition that contains the activities in the
trace. For the sequence and concurrent operator, each trace is split into two traces,
one for each sublog, containing the activities of the corresponding partition part. For
the loop operator, each original trace is split into potentially multiple traces, at every
point in the trace where two activities from different partition parts follow each other.

For our example log and the first sequence cut, the split logs can be seen in Figure
6. the recursion continues on each of the sublogs until a base case is reached, i.e. a
sublog with only a single activity label. In this case, no further cut can be found.

If no cut and no base case are found, fallthrough methods are applied to nonetheless
generate a process tree structure. Typically, these methods increasingly scarify model
quality to still fit the input log into the representational bias of process trees and differ
drastically between different implementation variants of the IM framework.

Split Traces (Σ1)

⟨A⟩
⟨B,C⟩
⟨C,B⟩

Split Traces (Σ2)

⟨D⟩
⟨D,E,D⟩
⟨D⟩

Fig. 6 Split after the cut in Figure 7 Fig. 7 Sequence cut on the DFG and EFG of L1
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3 Related Work

In this section, we present related work on process discovery techniques. Methods using
graph-based log abstraction, such as the DFG or EFG, focus on representing the order
in which activities are executed. They provide high-level information on the process
flow and can be used to investigate the frequency of activity sequences. However, they
are unsuitable for a detailed process analysis (van der Aalst, 2019).

Instead, the majority of approaches focus on the discovery of workflow nets. Dis-
covery algorithms for them include the α-Miner (van der Aalst et al, 2004) and its
extensions such as (Küsters and van der Aalst, 2023), which detect patterns between
activities to decide between control flow constructs. However, soundness is not guaran-
teed by these approaches. The Heuristic Miner (Weijters et al, 2006) discovers causal
nets without additional post-processing. In contrast, its extensions, Fodina (vanden
Broucke and De Weerdt, 2017) and the Structured Miner (Augusto et al, 2018), follow
a multi-stage approach and attempt to resolve common soundness issues after discov-
ering the initial model. However, these methods do not always succeed in resolving
soundness issues and can as such not provide any formal guarantees in that regard.

Further approaches without soundness guarantees include the est-Miner (Mannel
and van der Aalst, 2019), the ILP-Miner (van der Werf et al, 2009), the Split Miner
(Augusto et al, 2017), the Prime Miner (Bergenthum, 2019), the SMT Miner (Solé and
Carmona, 2018) and the Region-based Miner (Solé and Carmona, 2010) with various
extensions. As suggested by the name, the ILP Miner also utilizes ILPs to optimize
mining decision. However, these ILPs refer to the discovery of individual arcs and
nodes in the resulting workflow net. In contrast, we use them to mine control flow
relations in tree structured process models. These approaches typically provide process
models with high fitness and precision values as they are designed to optimized these
quality dimensions at the potential cost of inducing soundness issues.

Approaches that guarantee soundness are typically based on formalisms that pro-
vide this guarantee by construction, such as process trees in the IM framework.
(Leemans et al, 2013a; Leemans, 2022). Few approaches exist outside that frame-
work, such as the Evolutionary Tree Miner (ETM)(Buijs et al, 2012), which employs
a genetic approach to evolve a population of candidate process trees. The approach is
highly configurable, but suffers from its runtime complexity. Hybrid algorithms, such
as the Indulpet Miner (Leemans et al, 2018), combine concepts from the Inductive
Miner framework and ETM with various ideas from local process modelling (Tax et al,
2016). The approach from (Kourani and van Zelst, 2023) extends the representational
bias of process trees with partial orders, that preserve the soundness guarantee. Fur-
ther avenues for the discovery of sound process models include the use of graph neural
networks (Sommers et al, 2021). However, the approach is limited by the utilized
encoding, impeding efficient applications on event logs with large alphabet sizes.

Approaches for the discovery of sound process models that address challenges
like incomplete and infrequent behaviour are mostly implementations of the Induc-
tive Miner framework. Multiple versions have been proposed that specialize in either
addressing infrequent behaviour (Leemans et al, 2013b) or incomplete behaviour (Lee-
mans et al, 2014). Typically, infrequent behaviour is addressed by employing filtering
methods based on manual parameter settings to reduce noise (Leemans et al, 2013b).
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α-Extensions Küsters and van der Aalst (2023) ⊘ ⊘ ✓ ∼ ✓ ∼ ✓
Fodina (vanden Broucke and De Weerdt, 2017) ⊘ ⊘ ✓ ∼ ✓ ∼ ✓
Structured Miner (Augusto et al, 2018) ⊘ ∼ ✓ ∼ ∼ ∼ ∼
EST-Miner Mannel and van der Aalst (2019) ⊘ ⊘ ✓ ✓ ✓ ⊘ ∼
ILP-Miner van der Werf et al (2009) ⊘ ✓ ✓ ⊘ ⊘ ⊘ ∼
Split Miner (Augusto et al, 2017, 2021) ⊘ ⊘ ✓ ⊘ ✓ ∼ ✓
IM Baseline Leemans et al (2013a) ✓ ✓ ✓ ⊘ ⊘ ⊘ ✓
IM Infrequent Leemans et al (2013b) ✓ ⊘ ✓ ⊘ ✓ ⊘ ✓
IM Incomplete Leemans et al (2014) ✓ ✓ ✓ ⊘ ⊘ ✓ ∼
IM Probabilistic Brons et al (2021) ✓ ⊘ ⊘ ⊘ ✓ ✓ ∼
IM Approximated van Detten et al (2023) ✓ ✓ ⊘ ⊘ ✓ ✓ ∼
ETM Miner Buijs et al (2012) ✓ ⊘ ✓ ∼ ∼ ∼ ⊘
Indulpet Miner Buijs et al (2012) ✓ ⊘ ✓ ∼ ∼ ∼ ∼
POWL Miner Kourani and van Zelst (2023) ✓ ✓ ✓ ⊘ ✓ ⊘ ✓
NN-Miner Sommers et al (2021) ✓ ✓ ✓ ∼ ∼ ∼ ∼
OptIMIIst ✓ ✓ ✓ ✓ ✓ ✓ ∼

Table 1 Discovery properties (✓ available, ∼ depends / implicitly, ⊘ unavailable)

However, the parameter values need to be chosen suitably by a human expert or based
on an computationally expensive hyper-parameter optimization. Advanced versions
to combat infrequent and incomplete behaviour simultaneously, such as (Brons et al,
2021), keep that parameter dependency and suffer from exponential runtime com-
plexity without the use of proprietary concepts that are not publicly available. The
approach in (van Detten et al, 2023) aims to solve this issue by automatically choos-
ing parameter values for filtering based on heuristics, but tends to oversimplify the
model. A key reason for that oversimplification is that the employed filtering does not
explicitly target disruptive behaviour in the log that impedes the discovery. Instead,
all behaviour with similar frequency is removed, leading to parts of the process being
unnecessarily disregarded. In contrast, OptIMIIst employs filtering that focuses on how
disruptive behaviour is for the discovery of a model to avoid this oversimplification.
At the same time, it does so without relying on any log-specific parameter inputs.

In summary, existing approaches either lack soundness guarantees, do not pro-
vide simultaneous support for infrequent and incomplete input logs, oversimplify the
resulting models, exhibit infeasible runtime demands or introduce a dependency on a
parameter input. Additionally, advanced variants of the IM are only partially publicly
available for proprietary reasons. Table 1 summarizes relevant properties of process
discovery algorithms and the corresponding support for them by existing approaches.
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4 Technical Example

In this section, we introduce another example that technically illustrates the previously
described limitations of existing variants of the IM. In particular, we showcase the
behaviour of the different approaches in case no cut can be found in contrast to what
we consider the intended outcome. We subsequently use it to explain our approach.

Figure 8 shows our example log, with the corresponding DFG and EFG in Figure
9. The log is identical to the previous example, except for the additional fourth case.
For this log, no valid cut exists, because of the DFG edge between the activity D and
C. This edge invalidates the sequence cut from the previous example. For an exclusive
choice cut, the DFG is too densely connected, while it is not connected enough for a
concurrent cut. For a loop cut, the start and end activities are wrongfully distributed.

In such a situation, all IM variants proceed to use alternatives to the strict cut
detection by either accounting for τ -constructs, performing some sort of alternative cut
detection with filtering and heuristics, or by resorting to predefined fallthrough meth-
ods to create a process tree. In case of the original IM variation, multiple fallthrough
methods are used after the failed cut detection, which exclusively focus on preserving
the fitness of the resulting models and as such lead to poor precision on real-life logs.
In our example, this translates to allowing arbitrary behaviour in the resulting tree.

The IM Infrequent in (Leemans et al, 2013a) precedes the cut detection with inter-
ventions for potential τ -constructs in the base case method. Should no such constructs
be found and the subsequent cut detection fail, the approach filters the edges in the
DFG based on their relative outgoing frequency per node, multiplied by a parameter
threshold. Then, it checks for valid cuts on the filtered graph. Only if this filtered cut
detection fails, it resorts to imprecise fallthrough methods, similar to the original IM.

CaseID Activity Timestamp

Case 1 Activity A 10:00
Case 1 Activity D 11:00
Case 2 Activity B 10:00
Case 2 Activity C 11:00
Case 2 Activity D 12:00
Case 2 Activity E 13:00
Case 2 Activity D 14:00
Case 3 Activity C 10:00
Case 3 Activity B 11:00
Case 3 Activity D 12:00
Case 4 Activity C 10:00
Case 4 Activity B 11:00
Case 4 Activity D 12:00
Case 4 Activity C 13:00
Case 4 Activity B 14:00
Case 4 Activity D 15:00

Fig. 8 Example Event Log L2 Fig. 9 DFG (bottom) and EFG (top) of log L2
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Note that this filtering is non-specific to the cut detection itself, in the sense that it
does not search for problematic edges, but simply removes them based on frequency in
the hope that this will enable the detection of a cut. This focus on frequency instead
of cut detection influence of edges, causes a problem. In our example, any threshold
choice that removes the problematic edge between D and C, also removes various
other edges that do not necessarily need to be removed for a valid cut. As such, it
would wrongfully exclude correct behaviour from our example event log as well. This
is directly caused by the filtering being non-specific to how disruptive behaviour is
for the cut detection. As such, it introduces a form of monotonicity, as a problematic
edge with a frequency of x can only be removed at the cost of also removing all edges
with a relative frequency below x. The quality of the resulting model hence depends
on the suitable threshold and the input log adhering to this monotonicity assumption

The IM Incomplete from (Leemans et al, 2014) does not include any handling of
infrequent behaviour. Instead it only allows to conceptually add edges to the DFG, to
detect a valid cut. It does so by estimating, for each activity partition and operator,
the probabilities for the missing edges for a valid cut to be unobserved but present
in the underlying business process. These estimates are strict, in the sense that once
a violating edge is observed, the probabilities for the corresponding operator collapse
to zero. The partition and operator with the highest estimate is subsequently chosen
as a replacement for an actual cut on the log to continue the recursion with. In our
example, no sequence cut can be detected by this method, as the wrongfully added
edge between D and C leads to estimates of zero for this operator. Furthermore, the
number of potential alphabet partitions grows exponentially with the alphabet size.

The Probabilistic IM from (Brons et al, 2021) combines ideas of the previous two
variants with heuristics. That is, it also checks for τ -constructs within the base case
method, filters the logs DFG and EFG and, if no cut can be found, estimates proba-
bilities for each operator and alphabet partition to represent a cut for the input log.
However, in contrast to the IM-Incomplete, the approach accounts for the possibility
of missing and wrongfully recorded behaviour at the same time, with a more relaxed
and fuzzy calculation of the estimates. In contrast to the filter of the IM-Infrequent,
a global filter is employed, which removes DFG and EFG edges that appear less often
than a given threshold. This might lead to activity nodes in these graphs being fully
disconnected and removed. The quality of the resulting model again depends on a suit-
able parameter choice, and the filtering suffers from the same monotonicity issues. In
our example, removing the problematic edge between D and C would remove almost
all edges from the DFG, as many of them have the same frequency. Additionally, the
exponential growth of the alphabet partition remains a problem, and is only addressed
by proprietary concepts which are also not available under disclosure agreements.

The Approximated IM from (van Detten et al, 2023) attempts to address the issues
of the parameter dependency and the exponential runtime complexity. If no cut can
be found, it also uses estimates for the likelihood of an operator to hold for a given
alphabet partition, but uses clustering techniques to avoid the investigation of all pos-
sible partitions. Additionally, it employs automated activity filtering, which does not
require a parameter input. It does so by optimizing the balance between the estimated
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likelihood for a partition and operator to constitute a cut on a filtered log and the esti-
mated information loss induced by the filtering. While this removes the dependency on
an input parameter, it also suffers from the frequency based monotonicity. Addition-
ally, for non-uniform frequency distributions, it can lead to large parts of the alphabet
being excluded from the resulting model. This over-utilization of the filtering method
is further worsened by the clustering-based cut detection, which does not guarantee
optimal results and therefore overestimates the cut quality gained by filtering.

The effect of the clustering cannot be seen in our example, as it is too small for
the effect to kick in. However, the monotonicity issue can again be noticed as the
problematic edge between D and C connects the two most frequent activities. Hence,
removing it with the filter from (van Detten et al, 2023) would remove all activities.

Our goal, with the proposed OptIMIIst algorithm, is to provide a fully pub-
licly available implementation of the IM framework, that accounts for incorrect and
missing behaviour at the same time, without any parameter dependency and filter
over-utilization. For this purpose, we combine concepts from all previously discussed
IM variants. To remove the parameter dependency, we reuse the concept of balancing
information loss with cut quality from (van Detten et al, 2023). However, to avoid
the over-utilization of filtering, we use ILPs to find optimal alphabet partitions and
disruptive activities for each of the process tree operators. This has three beneficial
effects. First, it combats the overestimation of the cut quality improvements by fil-
tering as more optimal alphabet partitions are found for each operator on the full
log. Secondly, it eliminates the monotonicity issue of the filtering method as activi-
ties are removed based on their disruptive nature for the cut detection and not solely
based on their frequency. Lastly, it makes the filtering specific to each of the oper-
ators during the cut detection. Heuristics in our approach are only used for guiding
the selection between multiple ILP optimal alphabet partitions with different opera-
tors. Fallthrough methods in the classical sense, such as resorting to process trees that
allow arbitrary behaviour, are not needed by our approach anymore.

Concepts for the detection of τ -constructs (Brons et al, 2021), base cases (van
Detten et al, 2023) and log splitting (Leemans et al, 2013b) are reused with slight
adjustments from existing methods, as we consider them appropriate solutions.

5 ILP-Based Cut Detection

In this section, we introduce all basic methods for the integration of ILPs into the cut
detection of the IM framework. That is, for a given log, we formulate ILPs to detect the
alphabet partition with the least deviations from a valid cut for each of the available
operators. Then, we use estimation measures for fitness and precision to decide which
operator, including its previously detected optimal alphabet partition, to select.

5.1 ILP Modelling Constructs

First, we introduce various constructs that will be repeatedly used during the mod-
elling of ILPs for the different operators. Generally, the problem to be modelled can
be conceptualized as a partitioning of the alphabet into two non-empty parts. Ide-
ally, this partition minimizes the violating behaviour of the log for a given operator.
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As such, our objective function is formulated as a minimization of these violations.
Our decision variables represent the partition part in which each activity is put. For-
mally, the decision variables determine to which partition an activity is assigned to
by a binary value (15) that corresponds to the left (xa = 1) partition part Σ1 or the
right (xa = 0) partition part Σ2. To ensure that each partition part is non-empty, we
employ constraint (16) and (17). They enforce that at least one decision part is set to
zero, i.e. an activity is assigned to the right part (16) and that at least one decision
variable is set to one, i.e. an activity is assigned to the left part (17).

xa ∈ {0, 1} ∀a ∈ Σ (15)∑
a∈Σ

(1− xa) ≥ 1 (16)∑
a∈Σ

xa ≥ 1 (17)

Additionally, to model the constraints of the individual operators, we typically need
to model if a pair of activities is in the same partition part or not. For this purpose,
we use the auxiliary variables za,b for each activity pair a, b ∈ Σ. These variables are
binary (18) and only have a value of one, if the decision variables of the activities
differ (19), (20), (21), (22), i.e. when the activities are in different partition parts.

za,b ∈ {0, 1} ∀a, b ∈ Σ (18)

za,b ≥ xa − xb ∀a, b ∈ Σ (19)

za,b ≥ xb − xa ∀a, b ∈ Σ (20)

za,b ≤ xa + xb ∀a, b ∈ Σ (21)

za,b ≤ 2− xa − xb ∀a, b ∈ Σ (22)

For some operators, the order in which activities occur across the two partition
parts matters. For that purpose we introduce additional variables. While za,b merely
states that two activities are in different partition parts, we use va,b to state that a
is in Σ1 and b in Σ2. Formally, this is done with binary variables (23), that depend
on activities being in different partition parts (24) with a being in the first (25). To

Variable Value Conceptual Meaning
xa = 1 The activity a is included in the first partition part Σ1

za,b = 1 The activities a and b are included in different parts of the alphabet
partition, i.e. (a ∈ Σ1 ∧ b ∈ Σ2) ∨ (a ∈ Σ2 ∧ b ∈ Σ1)

va,b = 1 The activities a and b are included in different parts of the alphabet
partition, in following order i.e. (a ∈ Σ1 ∧ b ∈ Σ2)

wa,b = 1 The activities a and b are included in different parts of the alphabet
partition, in reversed order i.e. (a ∈ Σ2 ∧ b ∈ Σ1)

Xstart(L,a) = 1 The activity a occurs at least once as a start, i.e. start(L, a) > 0
Xend(L,a) = 1 The activity a occurs at least once as an end, i.e. end(L, a) > 0

Table 2 Auxiliary concepts and their meaning for alphabet partitions with ILPs.
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ensure the value is always set to one when necessary, we employ the lower bound (26).

va,b ∈ {0, 1} ∀a, b ∈ Σ (23)

va,b ≤ za,b ∀a, b ∈ Σ (24)

va,b ≤ xa ∀a, b ∈ Σ (25)

va,b ≥ −1 + za,b + xa ∀a, b ∈ Σ (26)

Reversely, wa,b is used to indicate that a is in Σ2 and b in Σ1. Again, this is achieved
by binary variables (27) that depend on the activities being in different parts of the
partition (28). Additionally, the activity b needs to be in the first part (29) and a
corresponding lower bound ensures the value to be set correctly when necessary (30).

wa,b ∈ {0, 1} ∀a, b ∈ Σ (27)

wa,b ≤ za,b ∀a, b ∈ Σ (28)

wa,b ≤ xb ∀a, b ∈ Σ (29)

wa,b ≥ −1 + za,b + xb ∀a, b ∈ Σ (30)

Lastly, we introduce the subscript of X to collapse frequency information into a
binary indicator. That is, we write Xstart(L,a) to denote one if start(L, a) > 0 and
zero otherwise. Similarly, we define Xend(L,a) for the end activities.

Table 2 summarizes the auxiliary concepts introduced so far and the meaning of
their binary values. Based upon them, we can formulate ILPs that, for a given log
and operator, find the alphabet partition that maximizes the adhering behaviour and
minimizes the violating behaviour in comparison to a valid cut on the log.

5.2 ILP Alphabet Partitioning

Next, we introduce the so-called base ILPs for each of the four operators. For a given
log, they formulate objective functions to identify alphabet partitions such that the
conformance to a valid cut with that operator is rewarded, and deviations are punished.
While we do not state it explicitly for the sake of readability, all of the following base
ILPs are subjected to the constraints (15) - (30) to ensure correct auxiliary constructs.

Conceptually, we utilize the auxiliary constructs and decision variables as binary
indicators for the presence or absence of certain cut-relevant properties, such as the
directly-follows relations between activities crossing the partition parts. Within the
objective function of each base ILP, those variables are subsequently multiplied by
the respective frequency of these properties. If they adhere to the cut definition, they
influence the objective function positively, while violations influence it negatively.

Note that our relaxations of the strict valid cut definitions are in line with existing
IM variants from (Brons et al, 2021; van Detten et al, 2023). However, we do not take
the in between step of deriving any likelihoods for the operators based upon it. Instead,
we directly use the ILPs to maximize conformance to a valid cut without heuristics.
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Sequence Operator

The sequence cut optimization problem represents a relaxation of the formal strict cut
definition given in Section 2.4. The strict definition requires the two sets of activities
to be strictly sequential with behaviour only being allowed in the order of the partition
parts. When relaxed, the optimization problem aims to find a partitioning of the
activities that maximizes sequential behaviour in the correct order, while minimizing
deviations in the opposite direction. Encapsulating this into an ILP yields the objective
function which maximizes the sum of EFG arcs in the correct direction and reducing
the objective value by EFG arcs in the opposite direction (31). Formally, this is done
with the use of the auxiliary variables that indicate the correct (va,b) and incorrect
(wa,b) direction of an edge with regards to the sequence operator.

maximize
∑
a∈Σ

∑
b∈Σ

|a ↠+ b| · (va,b)− |a ↠+ b| · (wa,b) (31)

For the example from Section 4, the optimal solution for the sequence operator
base ILP corresponds to the alphabet partition {A,B,C}, {D,E} with the objective

za,b A B C D E
A 0 0 0 1 1
B 0 0 0 1 1
C 0 0 0 1 1
D 1 1 1 0 0
E 1 1 1 0 0

Fig. 10 Optimal configuration of za,b for the
process tree sequence operator (first activity
right, second activity down)

va,b A B C D E
A 0 0 0 0 0
B 0 0 0 0 0
C 0 0 0 0 0
D 1 1 1 0 0
E 1 1 1 0 0

Fig. 11 Optimal configuration of va,b for the
process tree sequence operator (first activity
right, second activity down)

wa,b A B C D E
A 0 0 0 1 1
B 0 0 0 1 1
C 0 0 0 1 1
D 0 0 0 0 0
E 0 0 0 0 0

Fig. 12 Optimal configuration of wa,b for
the process tree sequence operator (first activ-
ity right, second activity down)

A B C D E
xa 1 1 1 0 0

Fig. 13 Optimal configuration of the decision
variables xa for the process tree sequence opera-
tors (activity a to the right)

Fig. 14 EFG of example log L2 with edges that
influence the sequence operator base ILP objective
function positively (green) or negatively (red)
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value of 11. Figure 14 shows the EFG of the example log, with edges marked in green
and red to indicate their positive and negative influence of the objective function. The
configuration of the decision variables xa are shown in Figure 13. Additionally, the
corresponding values of za,b, va,b and wa,b are displayed in Figure 10, Figure 11 and
Figure 12.

Exclusive Choice Operator

The exclusive choice cut, as defined in section 2.4, does not allow any DFG connection
between activities in different partitions parts. In a relaxed version of this constraint,
the corresponding optimization problem aims to minimize the relations between parti-
tion parts. For the base ILP, this optimization is encapsulated in the objective function
(32), which minimizes the DFG arcs between activities in different partitions. For-
mally, this is done be using the auxiliary variables za,b that denote the presence of the
respective activity pair in different parts of the alphabet partition.

minimize
∑
a∈Σ

∑
b∈Σ

|a ↠ b| · za,b (32)

For the example from Section 4, the optimal solution for the exclusive choice oper-
ator is the alphabet partition {A}, {B,C,D,E}. Note that this result does not give
any insights about the suitability of the operator to represent the event log, but merely
the best partition, assuming the operator is given. We show the corresponding DFG
in Figure 17, with coloured edge for those that influence the objective function posi-
tively or negatively. Figure 15 shows the vales of the decision variables and Figure 16
the values of the auxiliary constructs za,b. We omit further unused elements here.

Parallel Operator

The definition of the parallel cut in (11) requires the two partitions to be fully inter-
leaved and for start and end activities to be present in both partitions. Relaxing this
constraint leads to an optimization problem that maximizes the behaviour between

A B C D E
xa 1 0 0 0 0

Fig. 15 Optimal configuration of the deci-
sion variables xa for the process tree exclusive
choice operator (activity a to the right)

za,b A B C D E
A 0 1 1 1 1
B 1 0 0 0 0
C 1 0 0 0 0
D 1 0 0 0 0
E 1 0 0 0 0

Fig. 16 Optimal configuration of za,b for the
process tree exclusive choice operator (first
activity right, second activity down)

Fig. 17 DFG of example log L2 with edges
that influence the choice operator base ILP
objective function positively (green) or nega-
tively (red)
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partitions while minimizing sum differences in their start and end activities. Addition-
ally, the cut requires start and end activities to be present in both partition parts. As
such, we let a balanced distribution of start and end activities across both partition
parts positively influence the objective function. This punishes situations in which
start activities or end activities are missing from one of the partition parts.

Formally, we use the variables za,b to identify DFG edges that cross the partitions
and maximize their sum. Additionally, we use the variables dstart (34) and dend (35)
to measure how unbalanced the start and end activities are distributed across the two
partition parts. We include both of them as penalty terms in the objective function.

maximize
∑
a∈Σ

∑
b∈Σ

|a ↠ b| · za,b − dstart − dend (33)

subject to dstart ≥ |
∑
a∈Σ

start(L, a)− 2 ·
∑
a∈Σ

xa · start(L, a)| (34)

dend ≥ |
∑
a∈Σ

end(L, a)− 2 ·
∑
a∈Σ

xa · end(L, a)| (35)

For our example log L2 the optimal solution to the concurrent base ILP corresponds
to the partition {B,D}, {A,C,E}. Again this does not provide any information about
the suitability of the operator, but merely the optimal partition for it. Looking at
the corresponding DFG in Figure 20, we can see the positive effect on the objective
function due to a high connectivity between the activities in different partition parts.
Due to the uneven distribution of the end activities the objective value only amounts
to 4 due to dend. The remaining configuration are shown in Figure 18 and Figure 19.

Loop Operator

Relaxing the constraints for a loop cut conceptually enables imperfect loops with
shortcuts being used, i.e. connections between the partition parts that do not include

A B C D E
xright 0 1 0 1 0

Fig. 18 Optimal configuration of the deci-
sion variables xa for the process tree concur-
rent operator (activity a to the right)

za,b A B C D E
A 0 1 0 1 0
B 1 0 1 0 1
C 0 1 0 1 0
D 1 0 1 0 1
E 0 1 0 1 0

Fig. 19 Optimal configuration of za,b for the
process tree concurrent operator (first activity
right, second activity down)

Fig. 20 DFG of example log L2 with edges
that influence the parallel operator base ILP
objective function positively (green) or nega-
tively (red)
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a start and end activity. Additionally start and end activities in the redo part can
occur, but need to be punished by the objective function accordingly.

Formally, we again make use of the variables va,b and wa,b that denote crossings
between the partition parts in each respective direction. When a connection indicated
by va,b originates from an end activity a, it represents intended behaviour and is as
such encouraged. Otherwise, it influences the objective function negatively. Similarly,
we reward edges indicated by wa,b if b is a start activity and punish them otherwise.
We summarize the encouraged behaviour of crossing edges into (37) and the pun-
ished behaviour into (38). The objective function maximizes the encouraged minus the
punished behaviour, and accounts for the violations of start and end activities (36).

maximize correct− wrong −
∑

a∈START(L)∪END(L)

(1− xa) (36)

correct ≤
∑
a∈Σ

∑
b∈Σ

Xend(L,a) · va,b · |a ↠ b|+ Xstart(L,b) · wa,b · |a ↠ b| (37)

za,b A B C D E
A 0 0 1 0 1
B 0 0 1 0 1
C 1 1 0 1 0
D 0 0 1 0 1
E 1 1 0 1 0

Fig. 21 Optimal configuration of za,b for the
process tree loop operator (first activity right,
second activity down)

va,b A B C D E
A 0 0 0 0 0
B 0 0 0 0 0
C 1 1 0 0 0
D 0 0 1 0 0
E 1 1 0 1 0

Fig. 22 Optimal configuration of va,b for the
process tree loop operator (first activity right,
second activity down)

wa,b A B C D E
A 0 0 1 0 1
B 0 0 1 0 1
C 0 0 0 1 0
D 0 0 0 0 1
E 0 0 0 0 0

Fig. 23 Optimal configuration of wa,b for
the process tree loop operator (first activity
right, second activity down)

A B C D E
xa 1 1 0 1 0

Fig. 24 Optimal configuration of the decision
variables xa for the process tree loop operator
(activity a to the right)

Fig. 25 EFG of example log L2 with edges that
influence the loop operator base ILP objective
function positively (green) or negatively (red)
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wrong ≥
∑
a∈Σ

∑
b∈Σ

(1−Xend(L,a)) · va,b · |a ↠ b|+ (1−Xstart(L,b)) · wa,b · |a ↠ b|

(38)

For our example log, the optimal solution for the loop operator is the partition
{A,B,D}, {C,E}. However, the objective value of this solution is 0, and as such we can
already assume the operator to not be very suitable to represent the input log. Figure
25 shows the effect of the DFG edges and the start and end activities on the objective
function. The configuration of the decision variables and the auxiliary constructs are
shown in the surrounding Figure 21, Figure 22, Figure 23 and Figure 24.

5.3 Conformance Quality Estimates

Based on the base ILPs we can determine the optimal alphabet partition for a given
log and operator. However, we need to subsequently decide which of these operators,
each with their optimal alphabet partition, is the one that is best suited to represent
the input log. For this purpose, we cannot use the results of the objective functions,
as they are not comparable because they differ in terms of maximizing or minimizing
certain behaviour. Instead, we use proxy measures to estimate the fitness and precision
of an operator and an alphabet partition for the input log. Then, we determine the
F1-score of these two estimates and discount it with a term that punishes disbalance
in the size differences between the partition parts (39). This adjustment ensures a fair
comparison between operators, as our precision and fitness estimates would otherwise
overestimate the model quality for partitions with one small and one large part. Finally,
we pick the operator and partition that results in the highest adjusted F1-score.

B(Σ1,Σ2) =
|Σ1| · |Σ2|

(0.5 · |Σ1 ∪ Σ2|)2
(39)

Formally, we assume the optimal partitions Σ1,⊕,Σ2,⊕ for an operator ⊕ ∈ {→
,×, ||,⟲} to be given by the base ILPs from the previous section. Then, we determine
estimates for the fitness fit⊕(L,Σ1,⊕,Σ2,⊕) and precision pre⊕(L,Σ1,⊕,Σ2,⊕) that
would result for the input log L when creating a corresponding operator node in the
resulting tree. Finally, we pick the operator with the highest adjusted F1-score:

argmax⊕∈{→,×,||,⟲} 2 · fit⊕(L,Σ1,⊕,Σ2,⊕) · pre⊕(L,Σ1,⊕,Σ2,⊕)

fit⊕(L,Σ1,⊕,Σ2,⊕) + pre⊕(L,Σ1,⊕,Σ2,⊕)
·B(Σ1,Σ2)

(40)

Since proper fitness and precision are typically measured on full logs and models,
novel estimation techniques are required for local decision making. We do so by trying
to estimate the influence of the operator on the overall model, under the hypothetical
assumption that the fitness and precision values of the subtrees that will be added
in further recursion steps are perfect. This, of course, cannot be used to estimate
the overall model quality, but rather informs about how much of the relative fitness
and precision of the subtrees are preserved by the current recursion step. A global
optimization would require backtracking across exponentially many recursion steps.
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As a result, the following estimates should not be seen as estimates for absolute
global values, but rather as relative local values that indicate how much relative fitness
and precision will be preserved in the current recursion step. For the four operators,
these estimates follow a similar schema. For fitness, we estimate the percentage of
behaviour in the log that is not replayable after applying the cut due to the operator in
the current recursion step. The inverse is then used as the quality estimate for fitness.

For precision, we propose an estimation approach based on the expected and
observed frequency of behaviour in the model and log. For a given operator and alpha-
bet partition (⊕,Σ1,⊕,Σ2,⊕) and input log L we determine the sublogs L′

1, L
′
2 that

would result from splitting the log based on the operator and alphabet partition.
Further details on the log splitting are discussed in Section 6 and not relevant for
now. Then, we construct a uniform probability distribution across the traces that an
operator node with ⊕ would allow, if its subtrees P ′

1 and P ′
2 represent exactly the

behaviour in L′
1 and L′

2 respectively. Finally, we compare that probability distribution
against the actual probability distribution of these traces in the input log. We write
Pexp(σ, L

′
1, L

′
2,⊕) for the expected probability of the trace σ and Pobs(σ, L) for the

probability of that trace in the input log. The comparison between these distributions
is done by applying the mean absolute error (MAE) to both distributions.

MAE(Pobs, Pexp) =
1

|L(⊕, L′
1, L

′
2)|

∑
σ∈L(⊕,L′

1,L
′
2)

|Pexp(σ, L
′
1, L

′
2,⊕)− Pobs(σ, L)|

For the actual precision estimate, the inverse of that error is used. Note that
L(⊕, L′

1, L
′
2) refers to the operator specific language definition for process tree opera-

tors. For the specific operators, and the sake of runtime efficiency, we replace the full
calculation of the two probability distributions with operator-specific estimates.

Note that in comparison to existing IM-variants, there are multiple important dif-
ferences. First, we separate cut quality estimates into fitness and precision measures,
as it is typically done for the conformance-based verification of the final models. As
a result we aim to better align the selection with the resulting model quality. Addi-
tionally, we do not use these estimates as heuristics for the construction of alphabet
partitions, but only for the selection between operators, enabling us to identify better
alphabet partitions that correspond to ILP-optimal solutions instead of estimations.
Lastly, the utilization of observed and expected likelihoods allows a natural exten-
sion of our work into process trees with non-uniform probability distributions, such
as (Horváth et al, 2026). Similarities between our measures and the heuristics from
(Brons et al, 2021; van Detten et al, 2023) mostly arise as all approaches ultimately
refer to the language definition of the very same process tree operators. This is espe-
cially visible for the fitness estimates, which is a quality dimension that is favored by
the heuristics used in (Brons et al, 2021) and (van Detten et al, 2023).

Sequence Operator

The sequence operator excludes behaviour that corresponds to a DFG edge that goes
against the order of the alphabet partition. Those edges are not replayable, exactly due
to including a corresponding sequence operator node. Hence, we define the estimated
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fitness violations for this operator as the fraction of the frequency of those violating
edges compared to the frequency of all crossing edges between the partitions (41).

fit→(L,Σ1,Σ2) = 1− Σa∈Σ2Σb∈Σ1 |a ↠ b|
Σa∈Σ2Σb∈Σ1 |a ↠ b|+Σa∈Σ1Σb∈Σ2 |a ↠ b|

(41)

For the precision measure, we can simplify the calculation of the expected and observed
behaviour. Instead of considering the full language combination of the subtrees, we
only consider the transitions probabilities between activities in the two partition parts,
as this is the only restriction enforced by the operator. In the model, as process trees
do not provide any probability distribution over their language, we assume that the
probability of transitioning from any a ∈ End(L′

1) to any b ∈ Start(L′
2) is uniform.

As such, we define Pexp(a ↠ b, L′
1, L

′
2,→) over all a ∈ End(L′

1) and b ∈ Start(L′
2)

as a uniform distribution. In the log, we can simply measure Pobs(a ↠ b, L) over
all a ∈ End(L′

1) and b ∈ Start(L′
2). Then, we calculate the MAE between these

distribution and use the inverse as the precision estimate (42).

pre→(L,Σ1,Σ2) = 1− 1

|End(L′
1)| · |Start(L′

2)|
∑

a∈End(L′
1)

∑
b∈Start(L′

2)

(42)

|Pexp(a ↠ b, L′
1, L

′
2,⊕)− Pobs(a ↠ b, L)|

Exclusive Choice Operator

For the exclusive choice, fitness violations are calculated by comparing the average
frequency of violating edges, which should be as close to zero as possible, to the average
edge frequency of the DFG. This measures the number of average violations and sets
it into relation to the overall logs size. The smaller the log, the fewer deviations should
be extended. The inverse is used as the fitness estimate (43).

fit×(L,Σ1,Σ2) = 1−max(1,

∑
a∈Σ1

∑
b∈Σ2

|a↠b|+|b↠a|∑
a∈Σ

∑
b∈Σ a↠b+b↠a∑

a∈Σ

∑
b∈Σ |a↠b|∑

a∈Σ

∑
b∈Σ a↠b

) (43)

Precision is always estimated to be 1. The reason for this estimate, is that we try to
determine the relative local influence on the precision of the resulting model. Whatever
precision is achieved in further recursion steps, it is preserved by an exclusive choice
operator node. Considering the language definition of the operator, we can see that
it merely merges the languages of the subtrees. As such, when those subtrees provide
perfect precision, it is also provided by an exclusive choice operator connecting them.

pre×(L,Σ1,Σ2) = 1 (44)

Parallel Operator

The fitness estimate of an alphabet partition with the parallel operator is always 1,
as it guarantees that all possible interleaved combinations of traces from the sub-logs
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can be replayed. As such, it will preserve any fitness that is achieved in the subtrees
below a corresponding operator node in subsequent recursion steps.

fit||(L,Σ1,Σ2) = 1 (45)

For the precision estimate, we try to avoid determining the actual expected proba-
bility distribution, as it contains an exponentially growing number of traces. Instead,
we estimate the number of traces that the model allows by interleaving. For this pur-
pose, we first determine the average trace length in L′

1 and L′
2, for which we write

avglen(L′
1) and avglen(L′

2) respectively. Then, we estimate the expected number
of unique traces by |L′

1| · |L′
2| · 2avglen(L

′
1)+avglen(L′

2). We again assume a uniform
distribution across them and determine the MAE with the observed probabilities.

pre||(L,Σ1,Σ2) =1− ((
∑
σ∈L

| 1
u
− Pobs(σ, L)|) + (

u− |L|
u

)) (46)

Note that we know that for any trace that is not in L, the contribution to the
MAE is exactly 1 ·u−1 as the observed probability is zero and the expected probability
uniform. This allows us to simplify the calculation as described in (46)

Loop Operator

For the loop operator, fitness can be restricted by start and end activities in the redo
part and shortcuts between the partition parts. Both types of behaviour are prohibited
by the operator and represent fitness violations. As such, we calculate the fitness as the
inverse fraction of start and end activities in the redo part. Additionally, we determine
and subtract the percentage of shortcuts in the DFG that are disallowed (47).

fit⟲(L,Σ1,Σ2) = 1− 0.5 ·
∑

a∈Σ2
Start(L, a) + End(L, a)∑

a∈Σ Start(L, a) + End(L, a)
(47)

−0.5 ·
∑

a∈Σ1

∑
b∈Σ2

|a ↠ b| · (1−Xend(L,a)) + |b ↠ a| · (1−Xstart(L,a))∑
a∈Σ1

∑
b∈Σ2

|a ↠ b|+ |b ↠ a|

For precision, we employ the same simplification as for the sequence operator. A
language based estimate is not possible or intended, as the allowed traces of a loop
operator are infinite. As such, we abstract to the transition probabilities between the
activities in the sublogs of the body part L′

1 and the redo part L′
2 of the loop after

splitting. We again assume a uniform distribution, in this case from the end activities
of the body part to the start activities of the redo part. Similarly, the transition
probabilities from the end activities of the redo part to the start activities of the body
part are also assumed to be uniform. We calculate the MAE between these probabilities
and the observed transition probabilities between the same probabilities in the log.

pre⟲(L,Σ1,Σ2) = 1 (48)
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−
∑

a∈End(L′
1)

∑
b∈Start(L′

2)
|Pobs(a ↠ b, L′

1, L
′
2,⊕)− Pexp(a ↠ b, L)|

2 · |End(L′
1)|+ |Start(L′

2)|

−
∑

a∈End(L′
2)

∑
b∈Start(L′

1)
|Pexp(a ↠ b, L′

1, L
′
2,⊕)− Pobs(a ↠ b, L)|

2 · |End(L′
2)|+ |Start(L′

1)|

Based upon these estimates, we could in principle use the base ILPs to determine
the optimal alphabet partition per operator, and then use the estimates to pick the
one with the highest score. For our example log L2, the quality estimates inform us
that the best suited operator and alphabet partition is the sequence operator with a
fitness and precision estimate of 0.87 and 0.84 respectively. Next suited is the exclusive
choice operator which has better raw fitness and precision estimates (0.75 and 1.00),
but a much worse balance factor in terms of the partition parts sizes, which results
in a lower adjusted F1-score than the sequence operator. This illustrate the exact
purpose of the balance factor from (39) as the formulation of the exclusive choice
precision would otherwise be disproportionally biased to favor small partition parts.
Technically, its necessity arises due to the usage of |Σ1| · |Σ2| and similar factors in
some estimates denominator, which increases the respective estimate drastically in
case of |Σ1|≪ |Σ2| or |Σ1|≫ |Σ2| compared to |Σ1| ≈ |Σ2|. The loop operator (0.74
and 0.61) and the parallel operator end up in the last positions (1.00 and 0.09).

Based on the concepts introduced in this section, we could in principle already
define a new IM-variant, which would identify optimal alphabet partitions for each
process tree operator and then use our adjusted fitness and precision estimates to make
an informed decision between them. However, the resulting overall model might be
suboptimal, as the procedure can be skewed by activities that exhibit extraordinary
disruptive behaviour with regard to the representational bias of the available operators.
Additionally, it would not account for log splitting upon detection of imperfect cuts
and advanced base cases such as τ -constructs. Hence, we next present methods for
ILP-based activity filtering and discuss how to combine them with methods for the
detection of τ -constructs and imperfect log splitting into a proper IM-variant.

6 OptIMIIst

In this section, we introduce the full OptIMIIst algorithm. It extends the concepts
from the previous section by formulating ILPs for each of the process tree operators
under consideration of filtering disruptive activities. To decide between operators and
their respectively optimized and potentially filtered alphabet partitions, we combine
our quality estimates from the previous section with the concept of information loss
balancing from (van Detten et al, 2023). Finally, we integrate everything into a state-
of-the-art IM variant by accounting for base cases, τ -constructs and log splitting. Note
that in comparison to the original contribution of the workshop paper the filtering of
disruptive activities in the ILPs for each operator and the refinement of the peripheral
algorithmic aspects in this and the previous section represent conceptual additions.

Algorithm 2 shows the IM implementation of OptIMIIst. We reuse the existing
method for the detection of valid cuts, but adjust all other methods, i.e. the log
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Algorithm 2 OptIMIIst

function OptIMIIst(L)
bc← basecaseOPT (L)
if bc ̸= ∅ then

return bc
end if
⊕,Σ1,Σ2 ←FindCutIM (L)
if ⊕ = ∅ then
⊕,Σ1,Σ2 ← FindCutOPT (L)

end if
L1, L2 ←SplitLogOPT (L,⊕,Σ1,Σ2)
return ⊕(OptIMIIst(L1),OptIMIIst(L2))

end function

splitting and the detection of non-perfect cuts and base cases. The following subsec-
tions explain the utilized concepts. Section 6.1 introduces auxiliary constructs that
are specific to the application of activity filtering. Section 6.2 refines the definition of
the initially introduced base ILPs to find the optimal alphabet partition for a given
operator and log with applied activity filtering. Section 6.3 specifies how to adjust
the precision and fitness estimates for the information loss induced by filtering and
Section 6.4 combines the previously explained methods into the alternative cut detec-
tion method of our approach. Section 6.5 specifies all other adjustment required for
the recursion, such as the log splitting, the base cases, and the integrated τ -construct
handling for optional parts and loops with empty redo parts. Note that similar to the
approaches from (Brons et al, 2021) and (van Detten et al, 2023), no final fallthrough
method is needed as our ILPs always find an operator and alphabet partition.

6.1 ILP Filtering Constructs

For modelling the search for an optimal alphabet partition with an ILP under the
presence of activity filtering, further auxiliary constructs are needed. Additionally, we
need to adjust the existing constructs for the base ILPs, presented in Section 5.1.

Therefore, we introduce filtering specific variations of all previously introduced
concepts. We again have binary decision variables x′

a for the assignment of activities
to the partition parts (49). Additional we introduce the binary decision variables
na∀a ∈ Σ, symbolizing if an activity is filtered (na = 1) or not (50). The constraint
(52) ensures that only one activity is filtered, as we will apply the corresponding ILPs
iteratively in the scope of the overall method. The constraints (51) ensures that the
filtered activity is by convention removed from the left partition part of the cut. This
simplifies the formulation and later solution extraction without restricting the solution
space when it comes to the language of the resulting tree.

x′
a ∈ {0, 1} ∀a ∈ Σ (49)

n′
a ∈ {0, 1} ∀a ∈ Σ (50)

n′
a ≤ x′

a ∀a ∈ Σ (51)
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∑
a∈Σ

n′
a = 1 (52)

The constraints (53) and (54) ensure that a non-trivial partition is found. That is,
a partition where both parts have at least one not filtered activity in them.∑

a∈Σ

(x′
a − n′

a) ≥ 1 (53)∑
a∈Σ

(1− x′
a) ≥ 1 (54)

Under the presence of these additional decision variables for filtering, we need to
ensure that the remaining auxiliary variables remain consistent. We again introduce
the binary variables z′a,b (55), such can only correspond to one if the two activities
are in different partition parts (60),(61). A lowed bound is added to ensure that it
actually does so when the desired configuration occurs (56),(57). However, this should
additionally only hold, when none of the activities have been filtered (58)(59). As
such, we enforce the following constraints to guarantee this property. Note that these
conditions are sufficient, as we know that x′

a ≥ n′
a holds for all activities.

z′a,b ∈ {0, 1} ∀a, b ∈ Σ (55)

z′a,b ≥ x′
a − x′

b − n′
a − n′

b ∀a, b ∈ Σ (56)

z′a,b ≥ x′
b − x′

a − n′
a − n′

b ∀a, b ∈ Σ (57)

z′a,b ≤ 1− n′
a ∀a, b ∈ Σ (58)

z′a,b ≤ 1− n′
b ∀a, b ∈ Σ (59)

z′a,b ≤ x′
a + x′

b ∀a, b ∈ Σ (60)

z′a,b ≤ 2− x′
a − x′

b ∀a, b ∈ Σ (61)

Based on the adjusted variable for activities being in different partition parts, we
can also define the variables for a specific order between them under the influence
of activity filtering. That is, we use the binary variables v′a,b(62) to indicate that the
unfiltered activity pair a, b is in different parts (63), with a being in the first one (64).
Similar to the base ILPs for this purpose, we enforce a corresponding lower bound (65).

v′a,b ∈ {0, 1} ∀a, b ∈ Σ (62)

v′a,b ≤ z′a,b ∀a, b ∈ Σ (63)

v′a,b ≤ x′
a ∀a, b ∈ Σ (64)

v′a,b ≥ −1 + z′a,b + x′
a ∀a, b ∈ Σ (65)

Analogously, we use the binary variables w′
a,b(66) to indicate that an unfiltered

activity pair a, b is in different partition parts (67), with a being in the last one (68).
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The corresponding lower bound ensures the value to be set when necessary (69).

w′
a,b ∈ {0, 1} ∀a, b ∈ Σ (66)

w′
a,b ≤ z′a,b ∀a, b ∈ Σ (67)

w′
a,b ≤ x′

b ∀a, b ∈ Σ (68)

w′
a,b ≥ −1 + z′a,b + x′

b ∀a, b ∈ Σ (69)

The concepts introduced so far for the ILPs with activity filtering all correspond to
adjusted version of what we previously already used in the base ILPs. In addition to
them, we need novel constructs to address the so-called problem of flow preservation.
This is in particular relevant for modelling aspects that refer to the presence or absence
of DFG edges. Consider an imaginary log with a simple trace of ⟨a, b, c⟩ and the
corresponding DFG edges. Filtering out the activity b removes the edges between
a ↠ b and b ↠ c. However, it also adds the edge a ↠ c which needs to be accounted
for during the construction of ILPs that consider the option for activity filtering. A
similar issue arises with the use of start and end activities. Filtering activities that
occur at the first or last position of a trace, induce new start and end activities.

To correctly account for the flow preservation, we introduce adjusted versions of the
previously used variables for the base ILPs. That is, we introduce the binary variables
z
a,�b,c

(70) which can only have a value of one, when the non-filtered activities a and c

are in different partition parts and the third activity b is filtered. Formally, we perform
the same refinement as before. The condition (71) ensures that the value can only be
one when the activities are in different partition parts and condition (72) ensures that
the third activity b must be filtered. The corresponding lower bound ensures that the
values are always set to one whenever necessary (73).

z′
a,�b,c
∈ {0, 1} ∀a, b, c ∈ Σ (70)

z′
a,�b,c
≤ z′a,c ∀a, b, c ∈ Σ (71)

z′
a,�b,c
≤ n′

b ∀a, b, c ∈ Σ (72)

z′
a,�b,c
≥ −1 + z′a,c + n′

b ∀a, b, c ∈ Σ (73)

Analogously, we define v′
a,�b,c

and w′
a,�b,c

. As the general idea of refining such variable

has been repeated multiple times now, we summarize them. We again enforce these
values to be binary (74) only be one, when the activity pair is separated across the
partition parts in the correct order (75). Additionally, the third activity must be
filtered from the log (76) and the corresponding lower bound enforced (77).

v′
a,�b,c
∈ {0, 1} ∧ w′

a,�b,c
∈ {0, 1} ∀a, b, c ∈ Σ (74)

v′
a,�b,c
≤ v′a,c ∧ w′

a,�b,c
≤ w′

a,c ∀a, b, c ∈ Σ (75)

v′
a,�b,c
≤ n′

b ∧ w′
a,�b,c
≤ n′

b ∀a, b, c ∈ Σ (76)

v′
a,�b,c
≥ −1 + v′a,c + n′

b ∧ w′
a,�b,c
≥ −1 + w′

a,c + n′
b ∀a, b, c ∈ Σ (77)
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Variable Value Conceptual Meaning
x′
a = 1 The activity a is included in the first partition part Σ1

n′
a = 1 The activity a is filtered from the alphabet of the log

z′a,b = 1 The non-filtered activities a and b are included in different parts of the alphabet

partition, i.e. (a ∈ Σ1 ∧ b ∈ Σ2) ∨ (a ∈ Σ2 ∧ b ∈ Σ1)
v′a,b = 1 The non-filtered activities a and b are included in different parts of the alphabet

partition, in following order i.e. (a ∈ Σ1 ∧ b ∈ Σ2)
w′

a,b = 1 The non-filtered activities a and b are included in different parts of the alphabet

partition, in reversed order i.e. (a ∈ Σ2 ∧ b ∈ Σ1)
z′
a,�b,c

= 1 The non-filtered activities a and c are included in different parts of the alphabet

partition and b is filtered, i.e. (a ∈ Σ1 ∧ b ∈ Σ2) ∨ (a ∈ Σ2 ∧ b ∈ Σ1) ∧ nb = 1
v′
a,�b,c

= 1 The non-filtered activities a and b are included in different parts of the alphabet

partition, in following order and b is filtered i.e. (a ∈ Σ1 ∧ b ∈ Σ2) ∧ nb = 1
w′

a,�b,c
= 1 The non-filtered activities a and b are included in different parts of the alphabet

partition, in reversed order and b is filtered i.e. (a ∈ Σ2 ∧ b ∈ Σ1)
Xstart(L,a) = 1 The activity a occurs at least once as a start, i.e. start(L, a) > 0
Xend(L,a) = 1 The activity a occurs at least once as an end, i.e. end(L, a) > 0

Xstart(L,a)b = 1 The activity a occurs at least once as a start
after filtering the activity b i.e. start(L, a)b > 0

Xend(L,a)b = 1 The activity a occurs at least once as an end
after filtering the activity b, i.e. end(L, a)b > 0

Table 3 Auxiliary concepts and their meaning for filtered activity partitioning with ILPs.

To address the flow preservation issues that evolve around start and end activities,
no additional auxiliary variables are needed. Recall that Section 2 already defines
the start and end activity frequencies on logs with a filtered activity. The notion of
that concept and a summary of all introduced auxiliary constructs used for the ILP
modelling under the presence of activity filtering, is summarized in Table 3.

Note that the flow preservation is not an issue for the EFG, as it already includes
all transitive connections from the traces in a given input log. Removing an activity
from the input log can hence not induce any new edges in the EFG.

6.2 ILP Activity Filtering

Based on the auxiliary constructs, we can construct filter ILPs that, for a given log and
operator, can identify the optimal alphabet partition with the option of one activity
being filtered. In the following we specify them for each of the operators. Note that
they all adhere to the filtering auxiliary constraints (49) - (77). To enhance readability,
we again drop the explicit notation for the subjection to these constraints.

Sequence Operator

The sequence operator enforces the correct order of activities between partition parts.
As such, we maximize the correctly ordered edges while minimizing the wrongly
ordered ones. Formally, we use the variables v′a,b and w′

a,b to identify unfiltered EFG
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edges in each order. Due to using the EFG, flow conservation issues do not affect this.

maximize
∑
a∈Σ

∑
b∈Σ

|a ↠+ b| · (v′a,b)− |a ↠+ b| · (w′
a,b) (78)

Exclusive Choice Operator

The exclusive choice disallows DFG edges between activities in partition parts. Similar
to the base ILP for this operator we can use z′a,b to identify activities in different
partition parts and minimize their frequency in the objective function. However, as
these edges might suffer from flow preservation issues, we also need to account for novel
DFG edges that might be induced due to the filtering of an activity. Formally, we do
so by using z′

a,�b,c
to identify such new edges. We then used the filtered DFG frequency,

which can be precomputed for the ILP construction to influence the objective function
accordingly. Note that the filtered frequency |a ↠ c|b is defined in Section 2.

minimize
∑
a∈Σ

∑
b∈Σ

(|a ↠ b| · z′a,b +
∑
c∈Σ

|a ↠ c|b · z′
a,�b,c

) (79)

Parallel Operator

The parallel operator requires full DFG connectivity between activities in different
partition parts. As such we maximize those edge, and again use z′a,b to identify them.
As DFG edges might suffer form flow preservation issues, we additionally maximize
the potentially newly added edges due to filtering that can be identified with z′

a,�b,c
.

Additionally, the operator requires the distribution of start and end activities over both
partition parts. As such we deduct the difference between the start and end activities
across the partition parts, summarized in the variables d′start (81) and d′end (82). In
contrast to the analogous variable used in the base ILPs, the start and end activity
differences also need to account for new start and end activities due to filtering.

maximize
∑
a∈Σ

∑
b∈Σ

(|a ↠ b| · z′a,b +
∑
c∈Σ

|a ↠ c|b · z′
a,�b,c

)− d′start − d′end (80)

subject to

d′start ≥ |
∑
a∈Σ

start(L, a)− 2 · (
∑
a∈Σ

((x′
a − n′

a) · start(L, a) +
∑
b∈Σ

n′
b · start(L, a)b))|

(81)

d′end ≥ |
∑
a∈Σ

end(L, a)− 2 · (
∑
a∈Σ

((x′
a − n′

a) · end(L, a) +
∑
b∈Σ

n′
b · end(L, a)b))| (82)

Loop Operator

For the loop operator, the objective is to minimize the start and end activities in
the redo part of the loop and the frequency of the DFG edges that wrongfully cross
between the partition parts. Similar as for the base ILP, we summarize the correctly
(84) and wrongly (85) behaving edges into their own variable. Note that, we use the
same formulation as for the base ILP, with the addition of the newly added edges
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during filtering. The objective function then determines the difference between the
intended and penalized behaviour of the DFG edges and further deducts the penalty
term for wrongfully distributed start and end activities (83).

maximize correct′ − wrong′ −
∑

a∈START(L)∪END(L)

(1− (x′
a − n′

a)) (83)

correct ≤
∑
a∈Σ

∑
b∈Σ

Xend(L,a) · v′a,b · |a ↠ b|+ Xstart(L,b) · w′
a,b · |a ↠ b|+ (84)∑

a∈Σ

∑
b∈Σ

∑
c∈Σ

Xend(L,a)b · v′a,�b,c
· |a ↠ c|b + Xstart(L,c)b · w′

a,�b,c
· |a ↠ c|b

wrong ≥
∑
a∈Σ

∑
b∈Σ

(1−Xend(L,a)) · v′a,b · |a ↠ b|+ (1−Xstart(L,b)) · w′
a,b · |a ↠ b|+

(85)∑
a∈Σ

∑
b∈Σ

∑
c∈Σ

(1−Xend(L,a)b) · v′a,�b,c
· |a ↠ c|b + (1−Xstart(L,c)b) · w′

a,�b,c
· |a ↠ c|

Based on these filter ILPs we can identify the optimal alphabet partition for a
given log and operator, with the option to filter out a single activity. However, we do
not have any way of comparing their quality to the results of the base ILPs, as the
corresponding quality estimates from Section 5.3 do not account for filtering.

6.3 Filtered Quality Estimates

To adjust for the potential influence of filtering an activity, we refine the definition of
the quality estimates from Section 5.3. While the general concept of estimating the F1-
score between the estimated fitness and precision remains, we discount the resulting
value for a so-called information loss. This concept, also used in the IM variant from
(van Detten et al, 2023), tries to estimate, how much information is lost on a scale
from zero to one, for any given level of filtering. However, information can also be lost
due to the log splitting induced by the detection of a non-perfect cut. To account for
both, we propose to estimate the information loss as follows. Let L be the input log
and ⊕,Σ⊕,1,Σ⊕,2 be a, potentially non-perfect and filtered, cut. Additionally, let L′

1

and L′
2 be the sublogs after log splitting L based on ⊕,Σ1,Σ2. Then, the information

loss discount is quantified by the percentage of traces in the original that could be
reconstructed by combining the languages of the sublogs with the respective operator.

N(L,⊕,Σ⊕,1,Σ⊕,2) =
|{σ ∈ L | σ ∈ ⊕(L′

1, L
′
2)}

|{σ ∈ L}|
(86)

Note that ⊕(L′
1, L

′
2) refers to the language definition of process tree operators,

as specified in Section 2. Based on this measure, we can compare the results of the
filtered ILP and the base ILP with each other. Formally, we do so by discounting the
previously defined quality estimates with the information loss factor in comparison to
the original input log. Let L be the original log and a an activity that is identified
for removal by a filter ILP. Then, the quality estimate is adjusted to (87). Note that
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the first part of the score is the estimated F1-score previously defined in Section 5.3,
while the second part describes the information loss punishment.

2 · fit⊕(L,Σ1,⊕,Σ2,⊕) · pre⊕(L,Σ1,⊕,Σ2,⊕)

fit⊕(L,Σ1,⊕,Σ2,⊕) + pre⊕(L,Σ1,⊕,Σ2,⊕)
·B(Σ⊕,1,Σ⊕,2) ·N(L,⊕,Σ⊕,1,Σ⊕,2)

(87)

This adjusted quality estimate allows us to decide, if the results of the filter ILP are
better than the ones of the base ILP. Conceptually, it tells us if removing an activity
is worth it, for a potential improvement with regards to the estimated conformance.

6.4 OptIMIIst Cut Detection

Finally, we can combine the all previously introduced techniques into the overall
alternative cut detection method of OptIMIIst as shown in Algorithm 3. For each indi-
vidual operator, we first solve the base ILP to determine an initial alphabet partition
using the methods from Section 5.2. In Algorithm 3, we denote this with Solve-
BaseILP(L,⊕) which, for a given log L and operator ⊕ ∈ {→,×, ||,⟲} returns the
partition that corresponds to the result of the base ILP. The identified alphabet par-
titions per operator are then evaluated with the precision and fitness estimates from
Section 6.3. In algorithm 3, we denote this evaluation that corresponds to Equation 87
with EvaluateCut(⊕,Σ1,Σ2, L) for a given log L and cut ⊕,Σ1,Σ2. Note that for
this initial alphabet partition, the information loss is zero, i.e. a hundred percent of
events are preserved as the base ILPs do not induce activity filtering. Then, for each
of the operators, we employ the filtered ILPs to identify the optimal alphabet parti-
tion while removing the most disruptive activity. In Algorithm 3 this is denoted by
SolveFilterILP(L,⊕), returning the alphabet partition and the filtered activity. If
the identified alphabet partition under consideration of the information loss induced
by filtering improves the previously found partition, we keep it as the new result for
that operator and filter the log correspondingly. This process is repeated until either
no improvements in estimated quality according to 87 can be found, or there are no
more than two activities left in the filtered log. As a result, we get an optimized
and potentially filtered alphabet partition per operator for the input log. Finally, we
compare the results across all operators and return the best one.

Note that, while we reuse the concept of information loss from (van Detten et al,
2023), our method does not rely on monotonically filtering out behaviour with increas-
ing frequency. Our method could for example, identify a highly disruptive activity of
medium frequency and remove it when the quality estimates justify that choice. The
existing methods cannot do that, as they are bound to first filtering out all behaviour
with a lower frequency. As such, the information loss needed to filter out a specific
activity is much higher and it is much less likely that the filtering will actually be
done, as the quality estimates need to improve correspondingly more in return. At the
same time our filtering is much more specific, as it is done independently for each of
the operators with regards to the disruptive nature of the activity for a cut.
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Algorithm 3 OptIMIIst Cut Detection Method

1: function CheckOperatorOPT (L, ⊕)
2: Σ1,Σ2 ← SolveBaseILP(L, ⊕)
3: score← EvaluateCut(⊕,Σ1,Σ2, L)
4: Σfilter ← ∅
5: while |Σ| − |Σfilter| > 2 do
6: Σ′

1,Σ
′
2, a← SolveFilterILP(L, ⊕)

7: score′ ← evaluateCut(⊕,Σ′
1,Σ

′
2, L)

8: if score < score′ then
9: Σ1,Σ2, score← Σ′

1,Σ
′
2score

′

10: L← Filter(L, a)
11: else
12: break
13: end if
14: end while
15: return (⊕,Σ1,Σ2), score
16: end function

17: function FindCutOPT (L)
18: result, score← (∅, ∅, ∅), 0
19: for ⊕ ∈ {→,×, ||⟲} do
20: result′, score′ ← CheckOperator(L,⊕)
21: if score ≤ score′ then
22: result, score← result′, score′

23: end if
24: end for
25: return result
26: end function

6.5 Further Recursion Adjustments

Lastly, we specify how our method handles τ -constructs, base cases and log splitting.
In line with existing approaches such as (Leemans et al, 2013b; Brons et al, 2021), we
integrate the handling of τ constructs into the base case method of our approach.

Recursion Base Case and τ−Constructs

The base ILPs and filter ILPs only ever identify alphabet partitions with non-empty
partition parts. As such, they do not cover τ -constructs, i.e. operator nodes with a τ -
leaf below them. For the sequence operator and the parallel operator this is intended,
as any τ -leaf below such operator can be removed without changing the language of
the process tree. However, for the exclusive choice operator and the loop operator,
they do change the language and offer the opportunity to model behaviour that can
otherwise not be represented. Existing IM variants typically cover these constructs in
their base case methods. We show how they can be integrated into our approach.

Any τ -leaf below the exclusive choice operator represents optional execution of the
other subtree. During the recursion this will be indicated by the presence of empty
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Algorithm 4 OptIMIIst Base Case Method

1: function BaseCaseOPT (L)
2: Lskip = {σ ∈ L | σ = ⟨⟩}
3: if |Lskip| > |L \ Lskip| then
4: L′ ←SplitLogOPT (L,×,Σ, ∅)
5: return ×(OptIMIIst(L′),τ)
6: end if
7: Lloop = {σ ∈ L | σ = ⟨. . . a, b . . .⟩ ∧ a ∈ End(L) ∧ b ∈ Start(L)}
8: if |Lloop| > |L \ Lloop| then
9: L′ ←SplitLogOPT (L,⟲,Σ, ∅)

10: return ⟲ (OptIMIIst(L′),τ)
11: end if
12: if Σ = {a} then
13: return a
14: end if
15: return ∅
16: end function

traces in the input log. As τ -skips are known to have potentially negative effects on the
precision of the resulting model, we do not immediately deploy them upon the occur-
rence of any empty trace. Instead, we wait until the majority of traces in the event
log are empty, before we use the corresponding τ -construct. This concept of a major-
ity vote on the inclusion of potentially imprecise behaviour is in line with previous
IM-variants (Brons et al, 2021). The accumulation of empty traces naturally happens
throughout the recursion, due to the repeated application of the log splitting on alter-
native alphabet partitions when no perfectly valid cut can be found in subsequent
recursion steps. Once there are enough empty traces present in the input log we return
(×, τ, P1), with P1 being the tree from the next recursion step after log splitting.

We apply the same strategy to the loop operator. The addition of a loop operator
with a τ -leaf represents the opportunity to repeat behaviour, without new iteration
being conditioned on a preceding execution of any redo part. In the log, this is indicated
by DFG relations from the end activities directly back to the start activities, without
passing through additional activities that could represent a redo part. We measure
how many traces in the log contain such a relation and again perform a majority vote.
In case enough corresponding traces accumulated, we return ⟲, P1, τ , where P1 is the
process tree that results from subsequent recursion steps after log splitting.

Next to τ -construct the base case method is also used to finish the recursion once
a single activity is left. Should that be the case, a corresponding leaf node is returned
after checking τ -constructs first. Algorithm 4 shows the base case method.

Log Splitting

The log splitting of our approach works on an operator ⊕ and an alphabet partition
Σ1,Σ2, which can either correspond to a valid cut, the results of our alternative meth-
ods, or a τ -construct. In case of the alternative cut detection it might be that the
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partition is incomplete, i.e. activities that are to be filtered are not present in any par-
tition part. The log splitting for τ -constructs is expressed by calling the method with
one partition part being empty, as shown in the method from Algorithm 4.

In case of non-empty Σ1 and Σ2, we first remove all filtered activities from the log
by projecting all traces onto Σ1 ∪ Σ2. Then, we proceed by calling the log splitting
function from (Leemans et al, 2013b), which already accounts for imperfect cuts.

In case of τ -constructs with the exclusive choice operator, we remove all empty
traces from the log, i.e. we return {σ ∈ L | σ ̸= ⟨⟩} as already discussed in Brons et al
(2021); Leemans et al (2013b). For τ -constructs with the loop operator, we split each
trace into individual loop iterations, by cutting the trace at all points were a start
activity follows an end activity, following van Detten et al (2023).

7 Evaluation

In this section, we evaluate OptIMIIst fourfold. First, we apply it to the Process
Discovery Contest (Verbeek, 2024) benchmark, which contains a range of synthetic
data sets to test the robustness of discovery algorithms to different properties. We
perform that benchmark in comparison to other IM variants, to see if our alternative
methods provide the intended performance. Secondly, we compare the quality of the
discovered models against existing discovery algorithms on a set of real-life event logs
in a predictive setting. That is, we split the event logs into test and training data
using 5 random splits. Thirdly, we also compare the quality of the resulting models
to existing approaches in a purely descriptive setting, i.e. discovered and measured on
the full input logs. Additionally, we showcase specific model structures encountered
during the previous experiments that illustrate intended behaviour of OptIMIIst in
comparison to existing techniques. Lastly, we discuss relevant limitations of OptIMIIst.

For all evaluations, the open-source implementation of OptIMIIst, available on
GitHub2, was used. The approach is implemented in Python, with the PuLP library for
formulating ILPs. Gurobi3 was used as the solver of said ILPs. For general functionality
like log handling and the cut detection of the original IM, the pm4py framework version
2.7.12 4 has been used. All experiments where run on an Apple M3 Max Processor
under macOS 15.3, the RAM usage never exceeded 8GB during process discovery.

7.1 Process Discovery Contest

The Process Discovery Contest (PDC) (Verbeek, 2024) assesses how well process
discovery algorithms handle log imperfections and complex model structures. The
benchmark consists of multiple sets of training, base and test logs, each representing
a different combination of challenging control flow structures and log properties. To
evaluate OptIMIIst’s performance, we used the PDC benchmark from 2024 5. The 288
sets of training, base and test logs in that benchmark were generated to contain all
potential subsets of the following process discovery challenges:

2OptIMIIst on GitHub: https://github.com/Nik314/OptIMIIstJournal
3Gurobi Optimizer Reference Manual - https://www.gurobi.com
4pm4py: https://github.com/pm4py
5PDC24 data: https://data.4tu.nl/datasets/3cfcdbb7-c909-4f60-8bec-62c780598047/1
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1. Long term dependencies between multiple decision points in the process.
2. Loops with single entry and exit points or multiple entry and exit points.
3. Control flow constructs between activities that correspond to logical OR.
4. Routing constructs for control flow relations between activities
5. Inclusion of activities that are optional, i.e. skipped in some traces
6. Identical activity labels that correspond to different steps in the process.
7. Log quality issues, such as incomplete, incorrect or reordered events.

The benchmark results in an overall percentage score, with 100% being a perfect
result. For this purpose, from each training log a process model is discovered. Then,
for each pair of traces in the base and test log, it is checked which one fits the discov-
ered model better. The resulting classification is then compared to the ground truth
log. The percentage of correctly classified trace pairs is then used as the final score.
The best possible score on the 2024 benchmark has been achieved by the propri-
etary Pyrrhus algorithm, which scored 90.9%. We apply OptIMIIst without filtering
to observe if the formulated base ILPs can correctly classify control flow relations
between activities, even under the presence of the above mentioned challenges.

To have a baseline for the performance of IM variants, we also benchmarked the
original IM (Leemans et al, 2013a), the infrequent IM variant (Leemans et al, 2013b)
and the approximated IM variant (van Detten et al, 2023). We excluded the variant
from (Leemans et al, 2014) as it suffers from exponential runtime complexity. For
(Brons et al, 2021) only an indirect comparison via the reported average score on the
benchmark is possible as no public implementation is available for experiments.

OptIMIIst Performance

OptIMIIst achieved an aggregate score of 88.24%. The detailed results from the eval-
uation can be seen in Figure 26. The results indicate that OptIMIIst successfully
handles a variety of model and log challenges, particularly excelling in managing loops,
routing constructs, and infrequent or incomplete behaviour. The latter is especially
noteworthy, as this type of robustness was a key design goal for OptIMIIst.

However, certain weaknesses are observed. The largest performance drop occurs
with the introduction of duplicate tasks. This is due to OptIMIIst’s fundamental
approach of partitioning logs based on activities, preventing the same activity from
being split into different partitions. A decline was also observed with long-term depen-
dencies and can be explained in a similar way. A process tree does not support
dependencies between activities that are distant from each other in the model. Since
two activities in different partitions share only their first common parent, their rela-
tionship is effectively lost, leading to a loss in precision. Other performance decreases
were noted with the introduction of OR constructs and optional activities. While
OptIMIIst supports these behaviours through τ -skips or a combination of τ -skips and
parallel cuts, OptIMIIst may undervalue these structures compared to other cuts.
Overall, while OptIMIIst demonstrates strong performance across many process struc-
tures, its limitations stem primarily from the representational bias of process trees,
particularly in handling duplicated tasks and long-term dependencies.

35



Fig. 26 PDC Data results of OptIMIIst with filtering disabled with (0) indicating the absence of a
challenge and (1) indicating its presence. In case of loops, (0) indicates no loops, (1) indicates simple
loops, while (2) indicates complex structures with multiple entry and exit points in the ground truth
model used to generate the respective logs. Note that all categories except for noise refer to such
ground truth model properties. Only noise is added in hindsight to the extracted logs.

IM Variant Performance

In addition to the in-depth analysis of the individual challenges, we compare the over-
all performance of our approach against existing IM variants. Figure 27 shows the
accuracy distribution for the original IM, the infrequent variant and the approximated
variant in comparison to our approach across the 288 log sets. On average, the original
and infrequent IM variant performed the worst, with only minor differences in per-
formance levels at roughly 70% accuracy. In contrast, the proprietary approximated
variant performed significantly better, with an average accuracy of 83%. Notably, OptI-
MIIst performed the bes in our setup, with an average accuracy of 88.24%. It should
be noted that while we cannot confirm the results in our own setup due to a lack of
public implementation, (Brons et al, 2021) was reported to perform even slightly bet-
ter than OptIMIIst at 89.46% on the benchmark. However, we cannot give any insight
which model category is responsible as only aggregate scores are available to us.

These results clearly indicate that our approach is able to perform on a state-of-the
art performance level comparable to van Detten et al (2023) and (Brons et al, 2021), in
a setting in which the actual ground truth system of the underlying processes is known
for verification. While doing so, the approach preserves the soundness guarantee for
the resulting process models, provided by all the investigated Im variants.

7.2 Predictive Conformance Comparison

Next, we evaluate OptIMIIst’s performance in comparison to existing discovery tech-
niques on logs that reflect real-world behaviour. This evaluation focuses on measuring
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Fig. 27 PDC results of OptIMIIst compared to the IM from (Leemans et al, 2013a), the infrequent
variant from (Leemans et al, 2013b) and the proprietary variant from (van Detten et al, 2023).

model quality metrics, namely fitness, precision, simplicity and the completeness of
the activities from the original log in case of filtering methods being applied. Addi-
tionally, we also aim to ensure robustness by applying random split with a 5-fold cross
validation, following evaluation suggestions from Rehse et al (2024). This evaluation
strategy allows us to also investigate the quality of the discovered models on event
data from the same underlying system that the discovery technique has not seen dur-
ing the creation of the model. For our purpose, this is relevant as we want to make sure
that the extensive optimization done by our approach does not lead to an overspecial-
ization on the input data, but rather captures the core properties of the underlying
system, i.e. the business process that generated the investigated input log.

For the evaluation publicly available real life event logs have been used from the
BPI Challenges of 20126, 20137, 20178, and 20209, as well as the Sepsis log10. The
characteristics of these events logs can be found in Table 8 of Appendix 10.1.

Five existing approaches were selected for comparison: IMf, AIM, ILP-Miner, Split
Miner and Heuristic Miner. IMf serves as a baseline for process tree discovery, while
the other three provide alternative perspectives on process discovery. All algorithms
were evaluated using their default parameters. IMf, ILP-Miner, and Heuristic Miner
were run using their implementations in the latest pm4py 2.17.13 release, while AIM
was tested using a proprietary implementation generously provided by Celonis S.E. As
mentioned before, (Leemans et al, 2014) and (Brons et al, 2021) where excluded due
to runtime demands and the lack of a publicly available implementation respectively.

6BPIC12 http://doi.org/10.4121/UUID:3926DB30-F712-4394-AEBC-75976070E91F
7BPIC13 http://doi.org/10.4121/UUID:A7CE5C55-03A7-4583-B855-98B86E1A2B07
8BPIC17 http://doi.org/10.4121/UUID:5F3067DF-F10B-45DA-B98B-86AE4C7A310B
9BPIC20 http://doi.org/10.4121/UUID:52FB97D4-4588-43C9-9D04-3604D4613B51
10Sepsis http://doi.org/10.4121/UUID:915D2BFB-7E84-49AD-A286-DC35F063A460
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Event Log Algorithm Size Activities Fitness Precision F1-Score Sound(%)

BPIC 2012 OptIMIIst 143.60 20.20 0.73 0.72 0.72 100.00
AIM 161.20 21.00 0.59 0.72 0.65 100.00
Heuristic 288.40 23.80 NaN NaN NaN 0.00
ILP Miner 296.00 24.00 1.00 0.11 0.18 0.00
IMf 242.60 23.80 0.99 0.12 0.21 100.00
SM 207.00 24.00 0.94 0.50 0.65 100.00

BPIC 2013CP OptIMIIst 37.00 3.00 0.96 0.86 0.91 100.00
AIM 17.40 3.00 0.79 1.00 0.88 100.00
Heuristic 57.40 4.00 0.99 0.87 0.93 100.00
ILP Miner 41.60 4.00 1.00 0.79 0.88 100.00
IMf 50.60 3.80 0.99 0.95 0.97 100.00
SM 36.20 4.00 0.98 0.85 0.91 100.00

BPIC 2013I OptIMIIst 39.60 4.00 0.96 0.88 0.92 100.00
AIM 37.00 3.00 0.91 0.99 0.95 100.00
Heuristic 53.00 4.00 0.99 0.89 0.94 100.00
ILP Miner 39.00 4.00 1.00 0.63 0.77 100.00
IMf 48.00 4.00 0.96 0.72 0.82 100.00
SM 44.00 4.00 0.97 0.88 0.92 100.00

BPIC 2017 OptIMIIst 160.20 21.60 0.78 0.74 0.76 100.00
AIM 110.40 21.20 0.63 0.73 0.67 100.00
Heuristic 297.00 25.80 NaN NaN NaN 0.00
ILP Miner 619.80 25.80 1.00 0.13 0.23 0.00
IMf 285.00 25.20 0.95 0.22 0.36 100.00
SM 215.20 25.80 0.92 0.51 0.66 100.00

BPIC 2020DD OptIMIIst 86.40 11.80 0.91 0.57 0.70 100.00
AIM 37.80 7.00 0.90 1.00 0.95 100.00
Heuristic 122.60 16.20 0.89 0.88 0.88 0.00
ILP Miner 249.40 16.60 1.00 0.19 0.32 20.00
IMf 127.00 15.80 0.93 0.38 0.54 100.00
SM 78.80 16.60 0.99 0.87 0.93 100.00

Table 4 Results from the predictive real life event data evaluation, part 1

To still ensure a comparison to (Brons et al, 2021), we reproduced the evaluation from
the paper in Appendix 10.2 and included the reference values from (Brons et al, 2021).

To create a robust evaluation framework, following Rehse et al (2024), we randomly
split each log is into an 80% training set and a 20% testing set. The following fixed
random seeds ensure reproducibility for each of the five runs that we performed in this
experiment: {”440326”, ”178181”, ”230225”, ”260921”, ”240917”}.

Models were discovered on the training log, with fitness evaluated on the test
log using alignment-based fitness(van Dongen et al, 2017). Alignment-based preci-
sion(Adriansyah et al, 2015) was measured using the entire log. The measurements
were made for each of the five runs separately and averaged for the final result. The
calculation of fitness and precision included a timeout of 8 hours. The size of the mined
Petri nets was assessed by counting places, transitions, and arcs. Activity complete-
ness was evaluated by comparing the number of activities in the log to those present
in the models, highlighting the impact of activity filtering in AIM and OptIMIIst.
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Event Log Algorithm Size Activities Fitness Precision F1-Score Sound(%)

BPIC 2020ID OptIMIIst 226.00 25.80 0.88 0.52 0.65 100.00
AIM 77.40 13.20 0.88 0.93 0.90 100.00
Heuristic 421.00 33.80 0.69 0.88 0.77 0.00
ILP Miner 1073.60 33.80 1.00 0.13 0.23 0.00
IMf 280.00 29.80 0.88 0.33 0.44 100.00
SM 230.60 33.80 0.97 0.74 0.84 60.00

BPIC 2020PTC OptIMIIst 159.40 22.40 0.90 0.51 0.65 100.00
AIM 96.60 12.20 0.88 0.70 0.78 100.00
Heuristic 409.80 29.00 0.79 0.88 0.83 0.00
ILP Miner 784.00 29.00 1.00 0.22 0.54 0.00
IMf 265.40 27.40 0.87 0.38 0.56 100.00
SM 193.40 29.00 0.97 0.72 0.83 0.00

BPIC 2020RFP OptIMIIst 97.20 12.80 0.91 0.58 0.70 100.00
AIM 73.20 10.40 0.93 0.73 0.83 100.00
Heuristic 155.60 18.00 0.89 0.88 0.88 0.00
ILP Miner 353.00 18.00 1.00 0.19 0.32 0.00
IMf 159.00 16.20 0.92 0.38 0.54 100.00
SM 84.00 18.00 0.99 0.88 0.93 100.00

BPIC 2020TPD OptIMIIst 311.20 34.20 0.82 0.45 0.58 100.00
AIM 136.80 18.00 0.80 0.55 0.64 100.00
Heuristic 747.00 51.00 NaN NaN NaN 0.00
ILP Miner 2822.40 51.00 1.00 0.10 0.18 0.00
IMf 436.80 41.20 0.77 0.27 0.40 100.00
SM 457.60 51.00 0.96 0.65 0.78 80.00

Sepsis OptIMIIst 94.20 12.20 0.82 0.83 0.82 100.00
AIM 95.60 12.60 0.88 0.67 0.76 100.00
Heuristic 279.40 16.00 0.65 0.71 0.68 0.00
ILP Miner 298.00 16.00 1.00 0.21 0.34 100.00
IMf 152.20 15.00 0.96 0.44 0.60 100.00
SM 119.40 16.00 0.79 0.86 0.82 100.00

Table 5 Results from the predictive real life event data evaluation, part 2

Table 4 and Table 5 presents the results. The evaluation only timed out for the
heuristic miner on BPIC 2012, 2017 and one BPIC 2020 dataset marked as NaN in
the results. The alternative mechanism was triggered at least once for all logs, and
more than five times for all logs except the BPIC 2013 and Sepsis logs. As expected
the models produced by the Heuristic Miner and ILP-Miner are usually unsound with
some exceptions, while the Models of the IM based algorithms remain soundness for
every log. For the SM, most models provide soundness properties, but some noticeable
exceptions occurred, in particular for one of the 2020 logs with five unsound models.

Evaluating the model sizes, AIM consistently produced the smallest models but
also filtered by far the most activities to do so. This was expected, as AIM is known
to resort to aggressive activity filtering due to its inability to find optimal alphabet
partitions with the employed heuristics on the full log. The gap to the other algorithms
was drastic on these quality dimension, as it sometimes filtered up to two or three times
the activities than any other approach, leading to corresponding models with only half
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of the relative size in comparison. On some logs, more than half of the overall activity
alphabet was filtered, which we consider an oversimplification for many applications.

OptIMIIst managed to strike a balance that we consider more appropriate in that
regard, by producing the second smallest model after AIM on average, while also
filtering the second most activities. In comparison to AIM, the filtering of activities
was much more selective, with at most one third of the alphabet being removed in
exceptional cases. On most logs, only few disruptive activities were removed, which
did not necessarily correspond to the activities with the lowest frequency. This is
noteworthy, as it was one of the design goals of our approach, confirming the utility
of the activity filtering based on their disruptive nature with the use of ILPs.

Regarding the remaining algorithms, SM came in as overall third on average with
regards to model size, without removing any activities as no corresponding filter is
included in the algorithm. In terms of absolute numbers, the size results were much
closer to AIM and OptIMIIst than to IMF, HM and the ILP-Miner. However, this
was sometimes achieved by resorting to unsound modeling constructs. IMF, HM and
ILP-Miner produced much larger models, on average in that respective order.

Considering conformance-based quality dimensions a much more balanced rank-
based order between the algorithms became apparent. SM, AIM and OptIMIIst all
produced the best performing models in terms of F1-score on three of the ten logs
each. It should again be noted that some of those winning models of SM were unsound.
Additionally, two of the winning models produced by AIM corresponded to the highest
rate of activity filtering by that approach. This is particularly interesting, as it shows
that while AIM does resort to oversimplifications it also enables near-perfect precision
in exchange. It seems like the aggressive filtering manages to identify the exact parts
of the process for which enough evidence in the input log is present to represent them
perfectly precise as process trees. On the logs for which OptIMIIst produced the best
models, a more balanced fitness-precision relation emerged, with only minor differences
in those quality dimensions. In comparison to AIM, we conclude that OptIMIIst is,
by design, more hesitant to remove too many activities for the sake of precision gains.
This was confirmed by the results on the logs on which a lower F1-score was observed,
which was mostly caused by a relative decrease in precision and not fitness.

Out of the remaining three algorithms HM performed the best in terms of F1
score, beating OptIMIIst on various logs. However, this was again accompanied with
the occurrence of many unsound process models on the large majority of logs for HM.
The ILP-Miner and IMf both excelled in fitness, but sacrificed precision to a very
large extent, with the ILP-Miner hitting the most extreme tradeoff. As a result, both
showed large performance gaps in comparison to the remaining approaches.

7.3 Descriptive Conformance Comparison

We repeat the previous experiment with an adjusted setup to evaluate the algorithmic
ability to descriptively summarize an event log in a process model. For this purpose,
we perform the exact same steps, but only measure fitness and precision for the full
log once, on the model discovered on the entire input log. The respective results for
each of the algorithms are shown in Table 6 and Table 7.
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Event Log Algorithm Size Activities Fitness Precision F1-Score Sound(%)

BPIC 2012 OptIMIIst 156.0 21.0 0.73 0.71 0.71 100.00
AIM 266.0 24.0 0.81 0.3 0.44 100.00
HM 287.0 23.0 NaN NaN NaN 0.00
ILP 295.0 24.0 1.00 0.11 0.20 0.00
IMF 245.0 24.0 1.00 0.11 0.19 100.00
SM 207.0 24.0 0.94 0.50 0.66 100.00

BPIC 2013CP OptIMIIst 44.0 4.0 0.96 0.87 0.91 100.00
AIM 66.0 4.0 0.92 0.83 0.88 100.00
HM 60.0 4.0 0.99 0.87 0.93 100.00
ILP 44.0 4.0 1.00 0.79 0.88 100.00
IMF 52.0 4.0 0.99 0.95 0.97 100.00
SM 37.0 4.0 0.99 0.85 0.91 100.00

BPIC 2013I OptIMIIst 37.0 3.0 0.96 0.86 0.91 100.00
AIM 62.0 4.0 0.94 0.85 0.89 100.00
HM 53.0 4.0 0.99 0.89 0.94 100.00
ILP 39.0 4.0 1.00 0.63 0.77 100.00
IMF 48.0 4.0 0.96 0.72 0.82 100.00
SM 44.0 4.0 0.98 0.88 0.93 100.00

BPI 2017 OptIMIIst 153.0 21.0 0.78 0.74 0.76 100.00
AIM 258.0 23.0 0.72 0.73 0.73 100.00
HM 308.0 26.0 NaN NaN NaN 0,00
ILP 632.0 26.0 1.00 0.13 0.23 0.00
IMF 270.0 25.0 0.93 0.24 0.39 100.00
SM 218.0 26.0 0.92 0.51 0.65 100.00

BPIC 2020DD OptIMIIst 111.0 15.0 0.94 0.55 0.70 100.00
AIM 77.0 7.0 0.67 1.00 0.80 100.00
HM 127.0 17.0 0.89 0.87 0.88 0.00
ILP 261.0 17.0 1.00 0.19 0.32 0.00
IMF 126.0 16.0 0.94 0.38 0.54 100.00
SM 80.0 17.0 1.00 0.86 0.93 100.00

Table 6 Results from the descriptive real life event data evaluation, part 1

We observe a few performance differences in comparison to the predictive setting
in the previous experiment. The SM performs much better, achieving the best F1-
score in five out of ten cases. This is to be expected, as the default parameters of the
algorithm where chosen based on a hyperparameter optimization that included some
of these logs in a descriptive setting. In terms of relative performance, the additional
logs for which SM resulted in the highest F1-score mostly come at the cost of AIM.
Besides worse conformance results, AIM also does not reliably produce the smallest
models across the investigated logs any more. We assume this to be the case due
to the use of the full input log skewing the information loss estimation in relation
to the heuristic cut detection, which increases the issues induced by the monotonic
filtering. The ILP Miner exhibits an extremely similar performance profile as before,
with perfect fitness and non-competitive precision. IMF still favors a high, but usually
non-perfect, fitness with a precision that outperforms the ILP Miner.

The performance of OptIMIIst in this setting is extremely similar to the one in
the predictive setting, with only few deviations in terms of conformance values. The

41



Event Log Algorithm Size Activities Fitness Precision F1-Score Sound(%)

BPIC 2020IC OptIMIIst 231.0 28.0 0.89 0.67 0.76 100.00
AIM 226.0 18.0 0.65 0.58 0.61 100.00
HM 430.0 34.0 0.70 0.91 0.79 0.00
ILP 1121.0 34.0 1.00 0.11 0.20 0.00
IMF 271.0 30.0 0.89 0.35 0.50 100.00
SM 233.0 34.0 0.98 0.76 0.86 100.00

BPIC 2020PT OptIMIIst 142.0 21.0 0.88 0.61 0.72 100.00
AIM 187.0 14.0 0.77 0.50 0.61 100.00
HM 405.0 29.0 0.78 0.89 0.83 0.00
ILP 902.0 29.0 1.00 0.21 0.35 0.00
IMF 264.0 29.0 0.88 0.42 0.56 100.00
SM 194.0 29.0 0.97 0.70 0.81 0.00

BPIC 2020RP OptIMIIst 74.0 11.0 0.89 0.48 0.62 100.00
AIM 144.0 10.0 0.88 0.42 0.57 100.00
HM 160.0 19.0 0.90 0.81 0.85 0.00
ILP 364.0 19.0 1.00 0.18 0.30 0.00
IMF 164.0 17.0 0.92 0.37 0.54 100.00
SM 87.0 19.0 0.99 0.83 0.90 100.00

BPIC 2020TP OptIMIIst 348.0 35.0 0.83 0.45 0.58 100.00
AIM 267.0 18.0 0.65 0.44 0.52 100.00
HM 809.0 51.0 NaN NaN NaN 0.00
ILP 2985.0 51.0 1.00 0.08 0.15 0.00
IMF 440.0 42.0 0.78 0.24 0.37 100.00
SM 473.0 51.0 0.97 0.65 0.78 100.00

Sepsis OptIMIIst 98.0 12.0 0.74 0.88 0.81 100.00
AIM 154.0 16.0 0.91 0.46 0.61 100.00
HM 284.0 16.0 0.65 0.70 0.67 0.00
ILP 303.0 16.0 1.00 0.20 0.33 100.00
IMF 154.0 14.0 0.96 0.43 0.59 100.00
SM 118.0 16.0 0.79 0.98 0.87 100.00

Table 7 Results from the descriptive real life event data evaluation, part 2

relative performance in comparison to the other approaches is slightly worse, mainly
because of the performance increase of SM on the full logs. HM also increased its
relative performance to some extent but unfortunately resulted in unsound models
for eight of the ten investigated logs. Among the investigated IM variants, AIM and
OptIMIIst showed comparable good results in terms of average F1-scores, with IMF
trailing behind due to the extremely low precision scores on various logs. As for the
predictive setting, OptIMIIst found relatively small models in terms of size without
resorting to the extreme levels (≥ 60%) of activity filtering employed by AIM.

We further investigated the differences between the best performing IM variants of
AIM and OptIMIIst and the, with regards to the F1-Score, best performing algorithm,
i.e. SM. We found that our approach and AIM both estimate concurrent constructs
as much more likely as soon as some evidence for them is present in the data, while
SM employs more restrictive, and potentially unsound, constructs in these situations.
Without knowing the ground truth system of the underlying business process, it is not
possible to decide which of these choices is correct. Practitioners should be aware of this
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Fig. 28 Model discovered by OptIMIIst on the BPIC 2012 event log, with different stages of the
process indicated by colors The application submission and order creation is indicated in blue on the
left. The right side shows the declination (red), cancellation (orange) or acceptance (green).

design difference when using any of these algorithms in practice and especially resort
to OptIMIIst when the input event logs are assumed to be incomplete. AIM should
only be employed when the domain context allows for aggressive activity filtering.

7.4 Example Model Comparison

Lastly, we manually investigate the models discovered by the approaches compared in
the previous experiment. In particular, we focus on differences between models that
we consider to reflect intended behaviour of OptIMIIst. As an example, we discuss the
results on one of the event logs in which OptIMIIst excelled, namely the BPIC 2012
log, to showcase the potential of our approach in process mining applications.

Figure 28 shows the model produced by OptIMIIst on the respective log with some
colored annotations that indicate relevant parts of the underlying process that become
visible. Based on the model, we can infer that the process starts with the submission of
an application. Subsequently an offer is created and sent out. Finally, a choice is made
between declining, canceling or accepting. We consider this model a good foundation
for further analysis steps, in which one could, for example, investigate deviations from
the reflected behaviour of the process model and relevant performance values.

While we are not allowed to display the actual models discovered by AIM, we can
discuss derivative properties in comparison to our approach. Something particularly
noteworthy in that regard is that AIM chooses to not filter any of the activities from
that specific log, resulting in the use of more concurrent constructs and a less precise
overall model. That is because AIM cannot filter disruptive activities here, as they are
of high frequency in that specific process, as it would require to remove all activities of
lower frequency first, inducing extreme information loss. At the same time, it is unable
to identify optimal alphabet partitions on the full log, due to the employed heuristics.
In contrast, OptIMIIst successfully filters three activities, which do not correspond to
the ones with the lowest frequency. In fact, it chooses to remove an activity that occurs
more frequently than 20 out of the 24 activities in the alphabet of the investigated
log. On the log with only the remaining activities, alphabet partitions are successfully
identified that correspond to the previously discussed structure of the process.

In comparison to IMf, the algorithmic weakness of the parameter dependency
becomes apparent. The models created by using different parameter values for the
noise threshold of the method look drastically different. At the same time, they do not
necessarily improve with regards to conformance values when using stricter parameter
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Fig. 29 Model discovered by IMf on the BPIC 2012 event log with a default noise parameter value.

settings. The model created with the default value of the parameter is shown in Figure
29. Visually, it is much harder to identify the structure of the underlying process as
much more rare behaviour is reflected in the model. Specifically, this is due to various
concurrent and loop operator nodes being identified in early recursion steps. Interest-
ingly enough, the high-frequency activity removed by OptIMIIst seems to be partially
responsible for that decision making by IMf. While we cannot investigate models cre-
ated by PIM, we assume the influence of such disruptive activities to be less severe
on the cut detection due to the employed heuristics. However the sensitivity of the
output model on the noise parameter input is most likely shared by that approach.

Note that we omit ILP and HM here as the models discovered by these approaches
are both unsound on that logs. The model produced by SM generally do not suffer
from the restrictions of the block-structuredness induced by the use of process trees.
For this specific event log here, it produced a rather compact model that favored fitness
over precision. The tradeoff was however much more balanced as for IMf, reflected in
much more precise constructs than the high-level loop and concurrency used by IMf.
However, it should be noted that the approach makes use of an explicit parameter for
noise and the level of concurrency present in the underlying process. Adjusting that
parameter allowed us to produce both, very good and very bad models on the same log.
As such, a careful choice or optimization of these parameters seems to be a necessity.

7.5 Limitations & Discussion

Our evaluation showed that OptIMIst can construct process models with competitive
quality profiles in comparison to state-of-the-art techniques that provide the same
soundness guarantees, especially other variants of the IM-framework, such as IMF,
AIM and PIM (see 10.2). Most importantly, it does so without suffering from the
initially motivated algorithmic restrictions of existing methods, i.e. the dependency
on potentially flawed parameter inputs or the reliance on excessive activity filtering.

At the same time, some limitations remain, regarding the theoretical runtime com-
plexity of our approach and the ability to handle certain process discovery challenges
outside the scope of this paper. A key cause of concern is the computational com-
plexity of solving ILPs. Although most event logs in our evaluation were processed
within 15 minutes, ILPs have a non-polynomial worst-case complexity, meaning that
runtimes could grow significantly for certain cases. To better understand the runtime
distribution, we analysed the time spent on different steps of the algorithm using
Python’s standard profiler on multiple input logs. The results showed that solving the
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ILPs themselves is not the main bottleneck. While a small fraction of the total run-
time is spent on formulating and solving them, the biggest impact on runtime comes
from splitting the log for τ -loop handling. This requires scanning every trace in the
log, which leads to longer runtimes on large datasets. However, optimizing the current
implementation, particularly by improving the efficiency of the data structures, could
significantly reduce the time spend on splitting the log in such edge cases.

Another limitation of the algorithm concerns the optimality of the discovered trees
and the enforced representational bias. When investigating OptIMIIst’s results, it is
evident that OptIMIIst does not always produces the globally ”best” process tree.
This is because OptIMIIst optimizes locally without considering the global optimum.
A form of backtracking during the recursion could solve this issue. However, this
would come at the cost of a potentially drastic runtime complexity increase. The
use of process trees in itself causes further problems in terms of representational and
algorithmic bias. This is particularly relevant for logs from ground truth systems that
involve long-term dependencies and duplicate activities, as the evaluation on the PDC
dataset showed. The lack of handling long-term dependencies often result in a loss
of precision, as the algorithm may allow too much behaviour when it fails to capture
these relationships. Duplicate activities, on the other hand, can negatively impact both
precision and fitness, resulting in models that are less structured and less aligned with
the observed behaviour in general. However, we intend to address these challenges in
the future by extending the ILP-based approach into more advanced representational
forms that provide the same soundness guarantees as process trees, such as partially
ordered models and exclusive choice graphs (Kourani and van Zelst, 2023).

8 Conclusion

In this paper, we introduced OptIMIIst, a novel process discovery algorithm designed
to handle infrequent and incomplete behaviour without excessive filtering and the
dependency on a parameter choice. OptIMIIst guarantees sound models by using
the representational bias of process trees. It leverages optimization and estimation
techniques to make locally optimal mining decisions. The algorithm is implemented
in Python and uses Gurobi as the primary optimization backend during evaluation
for solving ILPs, while also supporting other solvers. Evaluation results demonstrate
that OptIMIIst produces robust results across various log challenges, showing strong
resistance to noise and effectively handling loops. Most importantly, our results demon-
strate that our approach can offer competetive performance without suffering from
the initially motivated restrictions of existing approaches when it comes to parameter
dependencies and oversimplifications due to excessive filtering.

This paper also showcased the adaptability of the proposed optimization approach
by incorporating activity filtering into the optimization step. This approach to activity
filtering has the special ability to remove the most disturbing behaviour from the
log, instead of being restricted to filtering the most infrequent behaviour. Manual
inspection of output models showed that this is actually leveraged on real life event
logs. This demonstrated adaptability indicates further potential to tackle remaining
weaknesses of OptIMIIst, by further advancing the use of ILPs within approaches that
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come with inherent soundness guarantees, such as (Kourani and van Zelst, 2023). We
intend to mainly investigate the extension of ILPs in that direction in future work.
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10 Appendix

10.1 Evaluation Log Characteristics

Event Log Traces Unique Traces Events Activities

BPIC 2012 13087 4366 262200 24
BPIC 2013 CP 1487 183 6660 4
BPIC 2013 IC 7554 1511 65533 4
BPIC 2017 31509 15930 1202267 26
BPIC 2020 DD 10500 99 56437 17
BPIC 2020 ID 6449 753 72151 34
BPIC 2020 PTC 2099 202 18246 29
BPIC 2020 RFP 6886 89 36796 19
BPIC 2020 TPB 7065 1478 86581 51
Sepsis 1050 846 15214 16

Table 8 Characteristics of the logs used for predictive and descriptive
process discovery evaluation in comparison to other approaches.

10.2 PIM Benchmark

In this appendix, we evaluate our approach on the benchmark used for the evaluation
of PIM in Brons et al (2021). Due to a lack of public implementation, this is the only
way to compare our approach to this closely related existing work. It should be noted
that the included logs suffer from several issues, which is why we excluded them from
our predictive and descriptive evaluation. Specifically, they include transition lifecycle
information, despite non of the investigated algorithms in this paper accounting for
that type of input. Additionally, they are subjected to heavy preprocessing, with up
to 80% of the activities in the raw underlying logs being removed before the actual
process discovery begins. In our opinion such heavy preprocessing leaves limited utility
in evaluating approaches with the designated goal of being robust to infrequent and
incomplete behaviour in real-life event logs. Regarding each individual logs, those from
2012, 2013 and 2017 are enriched with life cycle information, while those from 2014
and 2015 are heavily filtered. Note that in (Brons et al, 2021) four more logs were used
which are not publicly available and as such not further regarded here. Following the
setup in Brons et al (2021), we run OptIMIIst on the 30 most frequent activities per
log without further filtering. Conformance values were measured using alignments on
the full input logs. The results are shown in Figure 30, which is a direct copy from
Brons et al (2021) that was only edited to add in the results of OptIMIIst in pink. As
such, we also do not take credit or responsibility for any of the other results reported
in that figure. Exact conformance values can be found in Table 9. Note that PIM-30
(yellow) should be used as a reference here, as it refers to the version fully specified in
(Brons et al, 2021) while PIM (orange) includes non-disclosed proprietary concepts.

Overall we consider the results sufficient to show a comparable performance with
regards to conformance values between PIM(-30) and OptIMIIst, which is further
supported by the similar performance in the PDC Benchmark reported earlier.
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Event Log Fitness Precision F1-Score

BPIC 2012 (lifecycle) 0.68 0.78 0.73
BPIC 2013 CP (lifecycle) 0.63 0.92 0.75
BPIC 2013 I (lifecycle) 0.84 0.68 0.75
BPIC 2014 (filtered) 0.78 0.90 0.83
BPIC 2015-1 (filtered) 0.71 0.90 0.79
BPIC 2015-2 (filtered) 0.62 0.89 0.73
BPIC 2015-3 (filtered) 0.69 0.93 0.79
BPIC 2015-4 (filtered) 0.66 0.75 0.71
BPIC 2015-5 (filtered) 0.62 0.74 0.67
BPIC 2017 (lifecycle) 0.82 0.89 0.85
RFTMP 0.83 0.88 0.85
SEPSIS 0.78 0.78 0.78

Table 9 Tabular results of OptIMIIst on the benchmark used
for the evaluation of PIM in (Brons et al, 2021).

Fig. 30 PIM Benchmark results as reported by (Brons et al, 2021). The figure is a direct copy from
the paper, with only the pink results of OptIMIIst being edited into it. As such, we also do not take
responsibility for any other reported results as there is no way for us to reproduce them.
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