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Abstract

Business objects involved in real-life processes are often tracked by information
systems in digital execution records, called object-centric event logs. Object-
centric process mining encompasses techniques to analyze processes based on
such logs. This analysis relies on the discovery of a process model that reflects
the control flow of all object types and the interactions between them. In real-life
processes, these interactions are often dependent on the object identities. In an
order-to-cash process, for example, there is an identity-based link between the
sales order, the delivery and the corresponding invoice. Existing object-centric
modeling formalisms either ignore these identity relations, treat them as statically
known in advance, or capture them without guaranteeing important behavioral
soundness properties. In this paper, we formalize ten types of dynamic identity
relations in object-centric event logs, selected based on a corresponding litera-
ture survey. Then, we extend the modeling formalisms of object-centric Petri
nets and object-centric process trees to support these types of identity relations.
Additionally, we introduce a noise-resistant algorithm to automatically discover
corresponding process models from object-centric event logs. We prove that our
extension preserves important soundness properties and, under the absence of
noise, strictly improves model quality criteria. We evaluate our approach on a
range of logs and observe the consistent discovery of dynamic identity relations in
feasible runtime. Additionally, we find our discovery technique to detect dynamic
identity relations proportional to the selected noise parameter threshold.
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1 Introduction

The research area of process mining provides techniques to generate data driven
insights into business processes. These techniques primarily evolve around the analy-
sis of digital execution records, called event logs. These logs track, for every execution
of the process, which activities have been executed at any point in time and can be
extracted from commonly used systems, such as ERP or CRM Berti et al (2023b).
Traditionally, each investigated process execution referred to the life-cycle of an
isolated business object, such as a sales order. However, in most real-life settings,
business objects of different types interact with each other. A sales order, for example,
might contain multiple items and typically results in an invoice and a delivery for a
customer. Process mining techniques that account for process executions with multiple
interacting business objects are referred to as object-centric van der Aalst (2021).
An important step in the analysis of object-centric event logs is the algorithmic
discovery of an object-centric process model that describes the control flows of all inter-
acting business objects. Such a process model can then be used to detect unintended
or deviating behavior of interacting business objects in subsequent analysis steps.
This type of analysis can only be conducted reliably if the discovered model is an
accurate description of the underlying process. Ideally, a model should precisely fit the
observed behavior, while abstracting from potential noise, i.e. infrequent or wrongfully
recorded behavior, which is often present in real-life systems. However, even for models
with sufficient fitness, precision and noise abstraction, users might still be restricted
in their choice of analysis methods, if certain behavioral properties are not provided.
These properties typically include the absence of problematic constructs, such as dead-
locks and are, in the object-centric setting, referred to as identifier-soundness van der
Werf et al (2022). In comparison to traditional soundness notions, identifier-soundness
also accounts for the behavioral properties that are induced by object interactions.
In real-life processes, such interactions between objects depend on their identities.
Consider the typical steps in an order-to-cash process, as shown in Figure 1. An invoice
rarely contains a random set of items, but rather those that a customer previously
ordered and received, resulting in an identity relation. This relation may not yet exist
at the start of the process, but is dynamically created during the execution of a joint
control flow. Additionally, there can be drastically different kinds of identity relations,
depending on the multiplicity and temporal nature of the participating objects. Due
to the presence of such dynamic identity-based control flow relations in real-life pro-
cesses, multiple attempts have been made to integrate them into object-centric process
models. However, existing approaches lack formal guarantees or algorithmic support.
To the best of our knowledge, no object-centric discovery algorithm exists to con-
struct identifier-sound object-centric process models that account for dynamic identity
relations between objects. Existing approaches are either limited to modeling for-
malisms without corresponding discovery techniques Barenholz et al (2023); Gianola
et al (2024), disregard identity relations entirely van der Aalst and Berti (2020); van
Detten et al (2024a), focus on a limited subset of them van Detten et al (2025a),
treat them as statically known in advance van Detten et al (2024¢) or do not guaran-
tee identifier-soundness Li and de Carvalho (2018). As a result, the models discovered
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Fig. 1 Important steps in a typical order-to-cash process recorded in ERP systems such as SAP. All
of these steps are subject to identity-based relations between relevant objects of different types.

by existing object-centric approaches either do not accurately reflect dynamic iden-
tity relations, leading to imprecision, or limit the subsequently applicable analysis
techniques due to a lack of identifier-soundness.

In this paper, we identify ten types of identity relations that can be dynamically
instantiated and resolved between object types over the course of a business process.
This selection is based on a literature survey of existing object-centric process min-
ing approaches. Then, we extend the common object-centric modeling formalisms of
object-centric Petri nets and object-centric process trees to support these ten types
of dynamic identity-relations. We prove that the extended formalisms preserve the
identifier-soundness guarantee of object-centric process trees and their language equiv-
alent subclass of object-centric Petri nets by construction. Additionally, we provide an
automated discovery technique to construct extended object-centric process trees from
object-centric logs. We prove that the inclusion of the discovered relations is guaran-
teed to preserve fitness and improve precision in comparison to otherwise equivalent
models under the absence of noise. Under the presence of noise, our parameterized
method can be used to discover proportionally relaxed identity relations.

We evaluate our approach on a range of public object-centric logs and observe it
to consistently detect dynamic identity relations in feasible runtime. We investigate
the influence of the parameter choice for the noise threshold and observe our approach
to successfully discover proportional identity-relations when accounting for different
levels of noise. Additionally, we perform an example investigation of the resulting
process models to showcase the analytical utility of the detected identity relations.

This paper extends van Detten et al (2025a) with additional identity relations,
including formalization, modeling extensions, identifier-soundness proof, and discovery
algorithm, chosen based on a literature survey. Additionally, we refined our discovery
technique to account for noisy input logs and language equivalence classes in the
underlying relation-free object-centric process trees. The evaluation of our approach
has been adjusted correspondingly, showcasing the analytical utility of the discovered
identity relations and the noise resistance of the corresponding discovery technique.



2 Related Work

We review related work on object-centric modeling formalisms and corresponding
discovery techniques, with a focus on identity relations and soundness. Specifically,
we identify the different types of identity relations proposed by existing approaches.
Table 1 summarizes the support for these identity relations per modeling formalisms.
For a general overview on object-centric techniques, we refer to Berti et al (2023a).

Most object-centric modeling formalisms for which automated discovery techniques
exist, such as object-centric Petri nets van der Aalst and Berti (2020), with or without
emitting transitions, and their identifier-sound subclass of object-centric process trees
van Detten et al (2024a), disregard identity relations between objects of different
object types entirely. However, all of these formalisms provide discovery techniques for
the automated construction of corresponding process models from object-centric logs.

Synchronization-sensitive object-centric Petri nets allow objects of different types
to be strictly synchronized with each other van Detten et al (2024c). That is, they
are enforced to only occur in the exact same combinations across a set of specified
activities. The approach is static, in the sense that it enforces a predetermined identity
relation that cannot account for previously unobserved object identities. Automated
discovery techniques with quality guarantees, under the assumption of noise free, but
potentially incomplete, input logs exist for this object-centric modeling formalism.

Object-centric Petri nets with identifiers Gianola et al (2024) allow for multiple
identity relations in a dynamic setting, i.e. they are able to account for the creation of
objects with previously unobserved identities. Most importantly, they allow so-called
subset synchronizations in which an object of one type can only execute an activity
when any subset of associated objects of another object type are in the required state.
Subset synchronizations can be further categorized based on wether they allow overlap
between subsets or expect a strict partitioning of the respective objects. Object-centric
Petri nets with identifiers also support strict synchronization in the context of con-
formance checking. Automated discovery techniques for this formalism have not yet
been proposed and identifier-soundness is not guaranteed by construction.

The concept of hierarchical collections introduced in Gétte et al (2025) refers to
situations in which objects are split up and merged into other objects, as it is often
the case with materials in production processes. However, these concepts are not yet
formally integrated into any existing object-centric modeling formalism.

Further types of identity relations include so-called implications, which denote that
the involved identities of some object types can be predicted by the identities of other
object types van Detten et al (2025a). In literature, these implications are sometimes
also referred to as one-to-many relations that manifest over multiple events Giacché
et al (2025). Implications can be further differentiated based on whether the events
they refer to occur in a strict sequential order or concurrently to each other.

There also exists a hybrid form of implications in which groups of events, with
concurrency in each group, are executed with a sequential order between groups. In
literature, these are typically referred to as batches Klijn and Fahland (2019); Wen
et al (2013). As far as we are aware, these types of batch implications are not supported
by any existing object-centric formalisms, except for unlimited batch capacities.



Approach
Object-Centric Petri Nets
Object-Centric Process Trees
Synchronization-Sensitive OCPNs
OCPNs with Identifiers
Typed Petri Nets with Identifiers
Typed Jackson Nets
Hierarchical Collection Objects
Synchronous Proclets
Extended OCPNs (this paper)
Extended OCPTs (this paper)
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Table 1 Existing object-centric modeling approaches and their support for different types of
dynamic identity relations and other relevant aspects investigated by us in this paper. Icons indicate
explicit support (v'), limited or indirect support (~) or no support (@)per formalism and feature.

While not explicitly considered as such, some formalisms support sequential impli-
cations in the form of a loop structure around a strict or subset synchronization
Gianola et al (2024); van der Aalst et al (2001); Fahland (2019). However, the explicit
discovery of implications has only been investigated in van Detten et al (2025a).

Proclet-based techniques van der Aalst et al (2001); Fahland (2019) model the
individual life-cycles of objects separately and offer specialized constructs for the
communication between them. This allows modeling all types of identity relations.
However, the discovery with soundness guarantees for such formalisms is an open topic.

Artifact-centric techniques Li and de Carvalho (2018); Popova et al (2015) have
been proposed to extract models from relational databases, by identifying relevant
objects that are potentially distributed across multiple tables automatically. Identity
relations, and especially many-to-many relations, are manifested into their own object
type. As such, the identity relations between objects can be dynamic, allowing the
creation and destruction of them during the execution of the model. This offers various
advantages and is similar to the approach followed in this paper. Soundness notions
are not guaranteed by corresponding discovery algorithms Kang et al (2019).

Graph-based representations for object-centric event logs have been investigated
in Fahland (2022); Wrede et al (2025). These formalisms represent objects and events
as nodes that are connected by edges with qualifiers. These formalisms can intuitively
support identity-based relations between objects, by including corresponding edges
between their nodes. However, they are static and as such a descriptive representation
of object-centric event logs that does not abstract into any procedural structures.

Data-oriented Petri net approaches for the representation of interacting business
objects, such as v-nets Rosa-Velardo and de Frutos-Escrig (2011), catalog nets Ghilardi



et al (2020), or typed Jackson nets Barenholz et al (2023) usually have well defined
soundness notions van der Werf et al (2022), but lack algorithmic support for their
discovery. Typed Jackson nets, for example, provide the same soundness guarantees as
our approach and inherently reflect some dynamic identity relations between objects,
but have to be manually constructed for a given object-centric event log.

It should be noted that declarative techniques support various types of, potentially
dynamic, identity relations van der Aalst et al (2017); Artale et al (2019). However,
these approaches avoid the use of imperative process models altogether. The concept
of synchronizations, for example, has already been investigated in that setting Kiisters
and van der Aalst (2025a) to extend query-based analysis strategies Kiisters and
van der Aalst (2025b) and object-centric simulation techniques Knopp et al (2023).

3 Preliminaries

We formalize object-centric event logs and modeling formalisms. We write {...} and
(...) for sets and sequences and include zero in the set of natural numbers N. Addi-
tionally, we write Uecye, Uacr, Uopj, and Uy, for the universes of events, activities,
objects and object types. Events have a timestamp ¢, : Ueye — N and an activity
Tact * Ueve — Uger. Objects are associated to an object type myyp @ Uoyj = Uyyp.

3.1 Object-Centric Event Logs

For the scope of this paper, we consider object-centric event logs as collections of
objects, events, and undirected relations between them. Further properties, such as
data attributes and relation qualifier Koren et al (2024) are omitted for simplicity.

Definition 1 (Object-Centric Event Log) An object-centric event log is a tuple
L = (E,0, E20) with a set of objects O C Uy, a set of events E C Ugye and a set of
relations between them E20 C E x O, to indicate the object involvement in the event.

Additionally, for any given object-centric log L, we write ¥, and €, for the set of
included activities and object types respectively. Figure 2 shows a drastically simplified
object-centric event log that will serve as a running example in this paper.

Note that the definition used throughout this paper omits explicitly recorded
object-to-object relations that can be found in many file formats for object-centric
event logs. The reason for this decision is that our work here focuses on identity-based
relations between objects that materialize in a shared control flow, i.e. in the object’s
relations to events. In principle, our approach could also be used to reflect object-to-
object relations that do not materialize in events. However, such relations, which can
often be extracted from databases of the underlying IT systems, would not require
explicit discovery, but rather correspond to the integration of domain knowledge.

The interaction of objects in events can be categorized based on their multiplicities
in a given object-centric event log L = (E,O, E20). In particular, we observe the
number of events per activity in which objects of a certain type are involved (1) and
the number of objects per type that are involved in an event per activity (2).

mul(ot,a) = {|{e € E : mact(€) = a A (e,0) € E20}| | 0 € O Amyyp(0) =ot}} (1)
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Fig. 2 Visualization of an object-centric event log with customers (blue), orders (yellow), items
(green), employees (red) and raw materials (magenta). Bold numbers indicate the timestamps (grey).

mul(a,ot) = {|{o € O : myp(0) = ot A (e,0) € E20}| | e € E Amyyp(e) = a}}  (2)

We refer to an object type and an activity as related if their multiplicity contains
any non-zero values (3). This relation can be further differentiated based on any devi-
ation in the multiplicity from the strict 1 : 1 relation that is typically assumed in
traditional process mining. If multiple or zero objects of an object type are involved
in the execution of an event with a related activity, the relation is called convergent
(4) and deficient (5) respectively. If an object is involved in multiple or zero events of
a related activity, the relation is called divergent (6) and optional (7) respectively.

Yot € Qp, :Va € 31, : (a,0t) € rely,
Yot € Qr, :Va € Xy :
Yot € Qf :Va € Xy, :

3 € mul(a, ot) Umul(ot,a) : i # 0 3
4

3)
(a,ot) € relp AJi € mul(a,ot) :1>1 (4)
(a,0t) :i <1 (5)
(ot,a):i>1 (6)
a,ot) € rely, A Ji € mul(ot,a) :i <1 (7)

(a,ot) € conp,
(a,ot) € defr,
(a,0t) € divg,
(a,ot) € opty,

Q

a,ot) € rely, A i € mul

(a,ot) a, ot
(a,ot) € relp, A Ji € mul
(a,0t)

Yot € Qp :Va € X,
Yot € Qr, : Va € X,

a, ot

rreny

The invoicing in the log from Figure 2 involves multiple items, which makes the
relation to that object type convergent. Across the events that refer to the placement,
the customer is involved in multiple events for a single activity due to having multiple,
otherwise independent, orders. As such, the relation of these activities to the customer
object type is divergent. Lastly, orders are sometimes delivered and collected, but not
always both. As a result, some orders do not have any connection to these respective
activities, resulting in an optional relation. Deficient relations between object types
and activities cannot be observed on this specific object-centric event log.



3.2 Object-Centric Petri Nets

Object-centric Petri nets are bipartite graphs with two node types, called places and
transitions van der Aalst and Berti (2020). Each place is labeled with an activity or
a special character 7 for unobserved steps. Each place has an associated object type.
These nets can be used to model languages of object-centric event logs with a replay
semantic. However, they cannot discriminate identity relations, a shortcoming that
will be addressed by our formal extension of the formalism in this paper.

Definition 2 (Object-Centric Petri Nets) An object-centric Petri net is a tuple
(P, T,A,pt,l,V) with a set of places P a set of transitions T and two sets of arcs
between them V.C A C (P x T) U (T x P). Transitions are assigned activity labels
with 1 : T+ Uger U{T} and places are assigned object types by pt : P+ Uyy,.

The replay semantics of object-centric Petri nets is defined by transferring concep-
tual object tokens through the places of the net to represent individual objects. The
state of a net is given by a so-called marking, which describes the current distribution
of these tokens across all places . Formally, this is a function, where each token can
only reside in places of the same type as the represented object.

Definition 3 (Object-Centric Petri Net Marking) A marking for an object-
centric Petri net (P, T, A,pt,1,V) is a function M : P x Ugy; — N with Vp € P : Vo €
Uop; : M(p,0) >0 = pt(p) = meyp(0), denoting object token counts per place.

A transition t € T is enabled to fire by an object set O, if the respective tokens are
available in all input places of the transition (8). As a consequence, it is not possible to
take different objects from different places that share the object type. Additionally, at
least one object from each input place’s object type needs to be present in the object
set (9). Furthermore, multiple objects of the same type are only allowed if their place
is connected by a so-called variable arc (10), denoted in the arc subset V' of the net.

(p,t) € A = Yo € O : pt(p) # meyp(0
(p,t) € A = Fo € O : myp(o) =pt(p
(p,t) € ANV <= [{o€ O |my,(0) =pt(p)} =1 (10)

vV M(p,0) >0 (8)

— =

Definition 4 (Enabled Transitions in Object-Centric Petri Net ) Any tran-
sition t € T in an object-centric Petri net (P, T, A,pt,1,V) is enabled by a marking
M and an object set O C Uy, if the condition (8) A (9) A (10) holds.

Firing a transition ¢ enabled by the object set O in the marking M leads to the
new marking M’ in which tokens are removed from input and put into output places
(11). Tokens for unrelated objects or places of the net remain the same as before (12).

Vpe P:Voe O M(p,0) = M(p,o) — {(p, )} N Al + [{(Ep} N Al (11)
Vp € P:Yog O: M (p,o)=M(p,o) (12)

We write M —9 M’ for firing a transition ¢ with O in M, leading to M’. An
object-centric Petri net with an initial and final marking M; and M; defines a set of
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Fig. 3 Object-centric Petri net with variable arcs marked with dotted lines. The net accepts the
log from Figure 2, with orders (yellow), items (green), employees (red), customers (blue) and raw
materials (magenta). Note that transitions labeled with 7 are represented as black boxes.

accepted firing sequences that lead from M; to My. Each such net defines a language
of accepted object-centric event logs by projecting the accepted firing sequences,

Definition 5 (Object-Centric Petri Net Language) An object-centric event log
(E,0, E20) is in the language of an accepting net (P, T, A,pt, [, V, M;, My) if there
exist M; —>21 _>t0n" My such that E = {e; € Ugpe | 1 < i < nAT #I{;) =
Tact(€i) A Teim () = i}, O = U1<i<nO; and E20 = {(e;,0) | e; € EANo € ONO;}.

The language of an object-centric Petri net can also be considered for objects that
are not fixed by the initial marking Gianola et al (2024); van Detten et al (2024a).
For this purpose, emitting and consuming transitions with 7-labels are used for which
we write em; and coy to produce and remove tokens of the type ot € Uyy,. For these
nets the initial and final marking is empty My with Vp € P : Vo € Uy, : Mo(p,0) = 0.

Figure 3 shows an accepting object-centric Petri net with emitting and consuming
transitions that includes the object-centric event log from Figure 2 in its language.

An object-centric Petri net with producing and consuming transitions per object
type is identifier-sound if the following three properties hold: A net has the option to
complete, if for all possible firing sequences, all used object tokens can eventually be
removed (13),(14). Additionally, the net is free of dead transitions, if every transition
is included in at least one firing sequence (15). Lastly, the net completes properly, if
after every execution of a consuming transition, no tokens of the object are left (16).

VMZ‘—>tOll...%g"M/:VOELJlSiSnOiZ (
M’ %21 %to/in M" :Np: M"(p,0) = My (p,o) (14
Ve T :3M; »0 . =0 Myt € {ty...t,} (
Yot € Q: M' =1 M" = Ype P: M"(p,0)=0 (

Note that the object-centric Petri net with emitting and consuming transitions
shown in Figure 3 provides all of the properties above and is, as such, identifier-sound.



3.3 Object-Centric Process Trees

Object-centric process trees van Detten et al (2024a) are an abstraction for object-
centric Petri nets with emitting and consuming transitions. As such, they inherit
the inability to account for identity relations. Similar to object-centric Petri nets, we
will extend this formalism to address this issue. In the existing object-centric tree
formalism, the leaf nodes specify how object types are allowed to interact with each
other in activities. In particular, each leaf specifies for all object types how they are
allowed to deviate from the 1:1 multiplicity assumed in traditional process mining.

Definition 6 (Object-Centric Leaf Node) An object-centric leaf node is a tuple
S = (a, muleye, mulop;) with an activity label a € Uy U{T}, a function for the allowed
number of objects per object type in the execution of corresponding events muleye :
Utyp + {{0},{0,1}, {1}, N>° N} and a function for the allowed number of events in
which each object per object type can participate mulop; : Uyyp — {{0}, {1}, N}.

Inner nodes of the tree, called operator nodes, define the control flow relation
between their subtrees. The operators can be used to express sequences (—), exclusive
choices (x), concurrency (]|) and loop structures () between their subtrees.

Definition 7 (Object-Centric Operator Node) An object-centric operator node
is a tuple S = (®,51,...5,) with an operator & € {—, x,||, O} and the ordered
subtrees St, .., Syp, which are object-centric operator nodes or object-centric leave nodes.

The language of an object-centric process tree is recursively defined. Conceptually,
each tree allows objects of different types to interact in events in accordance with
the multiplicities defined in the correspondingly labeled leaf node. Additionally, each
object needs to adhere to the control flow that is defined by the operator nodes across
the activities to which its object type is related. Object types that exhibit resource-
like behavior, i.e. those types that are divergent on all related activities of a tree van
Detten et al (2024b), are not subjected to control flow restrictions for their objects.

Technically, the language of an object-centric process tree is defined across all
object sets L(S) = Uocu,,, L(S,0). For a specific object set, a leaf node contains all
logs that include these objects and arbitrarily many events with the activity label (17).
Further restrictions enforce that all logs adhere to the specified multiplicities (18),(19).

L((a, mulopj, muleye), O) = {(E,0,E20) | Ve € E : mae(e) = a (17)
AYot € Uy, : {|{e | (e,0) € E20}| | 0 € O A myyp(0) = 0t}} C mudeye(ot) (18)
AVot € Upyp : {|{0 | myp(0) = ot A (e,0) € E20}| | e € E}} € muloy;(ot)}  (19)
Operator nodes combine object-centric event logs in the language of their subtrees
with each other. For the concurrent operator, arbitrary combinations between the

sublogs are allowed (20) as long as the same set of objects is used in all subtrees (21).

L(|] (S1,.-+,5),0) ={(U1<i<nEi, O, U1<i<n £20;) | (20)
Vici<n t (Bi, O, E20;) € L(S;,0)} (21)
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All other operators enforce further restrictions for objects of types that are not
resource-like. Formally, an object type is considered resource like, if it is divergent for
all visible and related activities of the object type (22) in the subtrees below (23).

ot € res(a, muleye, Mulopj) <= Muleye(0t) = {0} Vmuleye(ot) =NVa=1 (22)
ot € res(®,851...5,) <= Vi<i<not € Tes(S;) (23)

The exclusive choice operator combines logs from the subtrees as well (24). How-
ever, it splits up the object set across the different sublogs (25). Occurrences of objects
in multiple sublogs are only allowed, if they are of a resource-like type (26). That is,
objects that are not resource-like in two subtrees, occur in exactly one of them.

E(X(Sl, ey Sn), O) = {(UlgignEi, O, UlgiSnEQOi) | (24)
O = U1<i<nO; ANV1<i<n @ (B, Os, E20;) € L(S;, O;)A\ (25)
Vi<izj<n,otel,,, : (30 € O3 NO; : myp(0) = ot) = ot € res(S;) Nres(S;)} (26)

The sequence operator also combines object-centric event logs from the subtree
languages (27),(28). Additionally, it enforces an order between events from subtrees
that relate to a shared object (29) that does not have a resource-like type (30).

L(— (S1,...,5),0) = {(U1<i<nFi, O, U1<i<n E20;) |

Vlgign : (Ei, 0, EQOi) S ﬁ(Sv, O)}/\

Vicicj<n,oteU,,, : (JeicEie;eE;0c0 : (€i,0) € E20; A (ej,0) € E20;/
Tiyp(0) = 0t A Tim(€5) < Tm(ei)) = ot € res(S;) N ... Nres(S;)}

Lastly, the loop operator is defined as a recursive application of the sequence and
exclusive choice operator to represent individual loop iterations. For this purpose, we
define auxiliary constructs to express the language of a single iteration and the 7-leaf
for empty logs (31). Using these constructs, we define the language of object-centric
event logs with a specific number of iterations (32). Finally, the language of the loop
operator node combines the languages across any number of loop iterations (33).

Ser = S1 A Sy = (1, mull,,, mull, ) AVot € Upyy, : mull, (o) = mull,, =N (31)

obj
Soi = (—), Soz‘—l, (X(S7'7 (_>; (X7527 cee Sn))v Sl))) (32)
L(O(S1,...,8,),0) ={L|3Im e N>": L € L(Sym,0)} (33)

Object-centric process trees can be recursively translated to identifier-sound and
live object-centric Petri nets with consuming and emitting transitions. This translation
is done recursively for each node in the tree, resulting in a net for each subtree with
an emitting and consuming transition for each type van Detten et al (2024a). Figure 3
shows the net that is language equivalent to the object-centric process tree in Figure 4.

Note that, when following the exact rules specified in van Detten et al (2024a),
the resulting net will look drastically more complex due to the presence of various 7-
transitions that do not influence the language of the net. For the sake of this paper,
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Fig. 4 Object-centric process tree equivalent to the net in Figure 3. Object types are indicated by
colors with customers (blue), orders (yellow), items (green), employees (red) and materials (magenta).
Multiplicities are specified as mul,p; : muleye, with the values per type indicated by the color. Object
types are considered resources in a subtree if they have muleye = 0...7n in all leave nodes below.

we apply language preserving reduction rules to reduce such 7-transitions whenever
possible for visualizations, as the nets would be extremely hard to interpret otherwise.
For example, the resource-like behaviour of the employees and customers in Figure 4,
who can be involved in multiple concurrent orders according to the model, is reduced to
a single place. In the original model translation, this would be reflected by a language
equivalent, but significantly more complex, loop structure with various 7-transitions.

Notice that both, object-centric Petri nets and object-centric process trees, do not
consider the identity of objects that interact with each other. That is, there is no way
to restrict, for example, the enabled transition in the object-centric Petri net based on
the specific identities of the available object tokens. This leads to imprecision when
representing processes in object-centric Petri nets or object-centric process trees.

In our example object-centric event log, there are various identity-based relations.
For example, the same set of items is placed and invoiced within one order by a cus-
tomer. However, in the models from Figure 3 and Figure 4, this is not reflected, because
it cannot be specified in these formalisms. These models both allow, for example,
subsets of items from the same order to be placed and collected by different customers.

4 Dynamic Identity-Based Relations

In this section we formalize the ten dynamic identity-based relations discussed in
Section 2. Then, we show how these identity relations can be integrated into the
modeling formalism of object-centric Petri nets. We analogously extend the formalism
of object-centric process trees and specify language-preserving transformation rules
between the two extended object-centric formalisms. Lastly, we prove that all object-
centric Petri nets with these identity relations guarantee identifier-soundness if they
can be represented by correspondingly extended object-centric process trees.

4.1 Identity Relations in Object-Centric Event Logs

We formally discuss the presence of identity relations in object-centric event logs
and differentiate them into different kinds. Those were chosen based on a review on
identity-based interactions between objects in literature, as presented in Section 2.
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4.1.1 Strict Synchronizations

The first kind of identity relation refers to objects from two different sets of object
types that exclusively interact with each other. That is, across a set of activities,
all objects of the two type sets only occur in the exact same combinations. Partial
overlaps between objects of these types across the specified activities are not allowed.
We refer to this identity relation as a strict synchronization between the two object
type sets. Note that using sets of object types, instead of individual object types as
done in van Detten et al (2025a), allows us to cover a broader spectrum of dynamic
identity relations in which combinations of arbitrary many types can be involved.

Definition 8 (Strict Synchronizations) Two non-empty and disjoint type sets
Ty, T, C Qp strictly synchronize the non-empty activities Xsy, C Xp in a log
L = (E,0, E20) if 1) events that share any object of Ty (38) share all objects of Ty
(37), 2) events that share any object of To (40) share all objects of To (39), and 3)
events that share all objects of Ty (35), also share all objects of To (36) and vice versa.
Vei,e; € E Tact(€:), Tact(€) € Lgyn = (34)

({o] (ei,0) € E20 A myyp(0) € Th} = {o| (ej,0) € E20 A myyp(0) € Th} <= (35)
{o] (€;,0) € E20 A myy,(0) € To} = {0 (ej,0) € E20 A myyp(0) € To})A (36)
({o| (e5,0) € E20 N myyp(0) € Ti} = {0 | (ej,0) € E20 A myyp(0) € T} <= (37)
{o] (ei,0) € E20 A myyp(0) € Th} N{o| (€j,0) € E20 A myyp(0) € Th} # O)A (38)
({o| (e5,0) € E20 A myyp(0) € To} = {0 | (ej,0) € E20 A myyp(0) € T} <= (39)
{o] (ei,0) € E20 A myyp(0) € To} N{o| (ej,0) € E20 A myyp(0) € To} # 0))  (40)

_ D D

In our example log from Figure 2, we can see that for placement and invoicing,
each order always interacts with the same items and items always interact with the
same order. Additionally, there are no overlaps in the object identities for both of these
object types individually, between corresponding events, except for exact matches. As
such these two types are strictly synchronized for the respective activities in the log.

4.1.2 Subset Synchronization

Strict synchronizations can be relaxed by not insisting on an exact match of identities
across all activities, but a subset match for some of them. We formalize this relaxation
by splitting the set of activities that such an identity relation refers to into two sets.
The first activity set denotes a strict synchronization as defined before, while the
second set of activities expresses a subset match from the strictly synchronized objects.
We refer to this kind of identity relation as a subset synchronizations.

Definition 9 (Subset Synchronizations) Two non-empty disjoint object type sets
Ty, Ty C Qp subset-synchronize the non-empty disjoint activity sets Xgyn, Xoup C XL,
in an object-centric event log L = (E, O, E20) if 1) Th,T> and Xy, represent a strict
synchronization on L, 2) each pair of events with activities in different parts of Xgyp
and Ysyn (41) that share the same objects of T (42), have a subset relation of the
objects in Ty (43) and 3) events with activities in Xy (44) only use subsets of object
combinations involved in events with activities from Xy (45), (46).
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Fig. 5 Strict synchronization between orders (T%) and items (72) from the object-centric log in
Figure 2 with ¥y, on the left and a subset synchronization with the additional ¥, on the right.

Vei e € B ((Tact(€i) € Bup A Tact(€5) € Lsyne) = (41)
(({o| (ei,0) € E20 Amyyp(0) € Th} = {o| (ej,0) € E20 Amyyp(0) € T} = (42)
{o] (ei,0) € E20 A myyp(0) € To} C {0 (€j,0) € E20 A Tyyp(0) € To})A (43)
Ve; € B Tact(€i) € oy = Te; € E 1 maer(ej) € Zpuu (44)
{o] (ei,0) € E20 A myyp(0) € T1} = {0 (ej,0) € E20 A myyp(0) € ThINA (45)
{o] (ei,0) € E20 A myyp(0) € To} C {0 (€j,0) € E20 A myyp(0) € To}) (46)

In our example log from Figure 2, there is a subset synchronization referring to
the placement and invoice activities in ¥r,;; and the packing, delivery and collection
activities in Mgyp. For Xy, as previously discussed, there is a strict synchronization
between the two object types. Every event with an activity in X,,; uses a subset of
items that are associated to the respective order in the strict synchronization on X f4,;.
Figure 5 illustrates the strict and subset synchronization on these activity sets.

We further categorize subset synchronizations depending on whether there is any
overlap in the subset matches of one type set, for each exact match in the other typeset.
If there is such an overlap, we call the relation an overlapping subset synchronization.

Definition 10 (Overlapping Subset Synchronizations) Two non-empty dis-
joint object type sets Ty, T> C Qp subset-synchronize two sets of activities Xgyn, Xsup C
Y1 in an object-centric event log L = (E,O, E20) with an overlap if 1) T1,T> and
Ysyn, Dsub represent a subset synchronization on L, 2) there exists a pair of events
with activities in Ygyp, that involve the same objects of the type set Ty (48) and overlap
(50) without an exact match (49) in the objects of the type set Ts.

Jdes,e5 € B maer(€i), Tace(€5) € Eous
({o] (ei,0) € E20 Amyyp(0) € Th} = {o| (ej,0) € E20 A myy(0) € T1INA
{o] (ei,0) € E20 A myyp(0) € To} # {0 (€j,0) € E20 A myyp(0) € To}A
{o] (ei,0) € E20 A myyp(0) € To} N{o | (€j,0) € E20 A myyp(0) € To} # 0)

o
(]
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Subset synchronizations that do not have any overlap in the subset matches
between corresponding events are referred to as partitioning subset synchronizations.

Definition 11 (Partitioning Subset Synchronizations) Two non-empty dis-
joint object type sets Ty, Ty C Qf, subset-synchronize two sets of activities Xgyy, Ysup <
XL in an object-centric event log L = (E,O, E20) with partitioning if Ty, Ty and
Ysyn, Lsub TEpresent a subset synchronization on L, and there is no subset overlap.

The subset synchronization in our example log from Figure 2 does not have any
overlaps in the subset, and is hence partitioning. The difference is relevant in practice,
as an overlap between subsets indicates rework, which is typically unintended behavior.

4.1.3 Implication

Note that all types of synchronization are symmetrical with regards to the two involved
sets of object types, except for the subset direction. However, this is not always the case
in real-life processes, which also contain asymmetrical identity relations outside the
subset synchronizations. We refer to these kinds of identity relations as implications,
expressing that the identities of one object type set can be inferred from the identities
of another object type set, but not the other way around.

Definition 12 (Implication) An implication holds between two non-empty disjoint
type sets 11,175 C Qp for the non-empty activities Limp C Xp in a log L =
(E,O0, E20) if all events with the same objects of Th involve the same objects of T5.

Vei,ej cFk Zﬂact(ei),’ﬂ'act(ej') S Eimp —— (51)
({o] (ei,0) € E20 A myyp(0) € Th} = {0 (ej,0) € E20 Amyy,(0) € Thy = (52)
{o] (ei,0) € E20 A myyp(0) € To} = {0 | (€j,0) € E20 A myyp(0) € To})) (53)

In our example log from Figure 2 we can see that orders imply the customer and
employee for all respectively shared activities. Figure 6 illustrates both implications.

In literature, implications are also referred to as one-to-many or many-to-many
relations between objects that materialize over multiple events. That is, objects of the
implied object type set interact with multiple, otherwise independent, objects of the
implying object type set in the specified activities. Based on this, we further categorize
different kinds of implications, depending on the temporal relation between the events
per referenced objects of the implied object type set. If they occur in a strict sequence,
i.e. the one-to-many or many-to-many relation results from successive interactions in
disjoint time intervals, we refer to the implication as temporally ordered.

Definition 13 (Temporally Ordered Implication) A temporally ordered impli-
cation holds between two non-empty and disjoint object type sets T, Ty C Qyp for the
non-empty actiwvities L, C X, in an object-centric event log L = (E, O, E20) if Ty
implies Ty for Ly in L, and for all pairs of events (54) that refer to the same objects
of Th (55), all other events either do not happen between them (57) or, if they imply
the same objects of To (58), also refer to the exact same objects of Th (59).

Vei,ej ek :’/Ta(lt(ei)7ﬂ-a(3t(ej) S Eimp = (54)
({o| (es,0) € E20 N myyp(0) € Ti} = {0 | (ej,0) € E20 A myyp(0) € Ti} = (55)
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Fig. 6 Object type implications from orders to customers on the top with temporal concurrency and
from orders to employee on the bottom with temporal order for the example log from in Figure 2.

(Ver € E mact(er) € SimpV (56)
(Teim(€r) < Teim(€3), Teim(€5)) V (Teim(er) > Teim(€:), Trim (€5))V (57)
{o] (&;,0) € E20 A myy,(0) € To} = {o| (ex,0) € E20 A myyp(0) € To} = (58)
{o] (€i,0) € E20 A myyp(0) € T1} = {0 ]| (ex,0) € E20 A myyp(0) € T1})) (59)

Implications that are caused by interactions between objects in multiple events
that are not temporally ordered, are referred to as temporally concurrent implications.

Definition 14 (Temporally Concurrent Implication) A temporally concurrent
implication holds between two non-empty and disjoint object type sets Ty, Ty C Qy, for
the non-empty activities Ximp C X1 in an object-centric event log L = (E, O, E20) if
Ty implies Ty for ¥ipmp in L without being a temporally ordered implication.

In our example, we can see that the temporal nature of the two implications shown
in Figure 6 differs. The employee only ever works on packing and invoicing one order at
a time. Only after one order is done, another one is worked on. As such, the implication
is temporally ordered. In contrast, the customer places multiple orders concurrently
to each other, resulting in the implication being considered temporally concurrent.

Temporally ordered and temporally concurrent implications mark two polar kinds
of implications with regards to the presence or absence of any temporal structure
between the events that imply the same objects. In principle, one could also observe a
mixture of temporal order and temporal concurrency. We formalize this hybrid kind of
implication by checking if we can observe consistently sized groups of implying object
sets with concurrent events, with temporal order between the groups. If such groups
of any size k can be observed, we refer to the implication as a k-batched implication.

Definition 15 (K-Batched Implication) A k-batched implication holds between
two non-empty and disjoint object type sets Ty, Ty C Qp for the non-empty activity
set Limp C X1 in an object-centric event log L = (E,0, E20) if T\ implies Ty for
Yimp in L, and for all pairs of events (60) that refer to the same objects of Ty (61),
the number of unique object sets of T observed in events that happen between them
(63) and imply the same set of objects of Ty (64) is limited by k € N.
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Fig. 7 Object merge from raw materials to items for the object-centric event log from Figure 2.

Vei,ej € E: Taer(€:), Tact(€)) € Bimp =
({o| (e5,0) € E20 N myyp(0) € Ti} = {0 | (e5,0) € E20 A myyp(0) € Ty} =
{{o| (e1,0) € E20 A myyp(0) € T1} | €1 € E A Taer(€r) € BimpA 62)
Trim (€3) < Teim(€1) < Teim (€5)A 63)
{o] (&;,0) € E20 A myyy,(0) € To} = {o| (e1,0) € E20 A myyp(0) € To}} < k) (64)

60)
61)

P

In practice, this type of implication is typically encountered in the context of batch
work with a certain capacity (k). In our example log, we could, in principle, consider
the implication between orders and employees as a k-batch implication with a capacity
of one. However, by convention, we do not consider a capacity of one as a batch.

4.1.4 Object Split & Merge

Lastly, we formalize object splits and object merges as identity relations, similar to
the proposal made in Gotte et al (2025). Conceptually, an object split refers to some
objects being consumed and new objects being generated. The conceptually consumed
objects are not allowed to occur after the execution of the respective event and the
newly generated objects are not allowed to occur beforehand.

Definition 16 (Object Split & Merge) An object split or object merge is defined
by two non-empty object type sets Ty, To C Qp and a non-empty activity set X' € 3B,
for an object-centric event log L = (E, O, E20) and holds if every object of the types
T, and Ty execute exactly one event with an activity in X' (65) all corresponding
events are the last (66) or first (67) of all object of the types Ty and Ts.

Vo€ O :myyl0) e TiUTy = ([{e € E| (e,0) € E20 Amact(e) €X'} =1 (65)
/\((v(ei,o),(ej,o)GE2O : ﬂ-act(ei> SN 7Tact<ej) ¢ Y = 7Ttim(ei) < 7'ract(ej'» (66)
\/(V(e,y,o),(ej,o)eEQO : Wact(ei) eEX A 7Tact(ej) ¢ Y = '/Ttim(ei) > ﬂ—act(ej)))) (67)

While we treat object splits and merges the same way formally, we conceptually
differentiate between them based on the observed number of consumed and created
objects per event. If more objects of T} are involved than of T5, we speak of an object
merge and otherwise of an object split. Note that object merge and splits are the
only identity relations in which 77 and 75 can, in principle, be identical. This can be
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relevant in practice, for example, when materials are split into smaller parts of the
same type. We refer to Gotte et al (2025) for further information.

In our example log from Figure 2 we can observe an object merge during the
production of items from multiple raw materials. The materials are consumed, with no
observed event afterwards, and the items are created, with no preceding events. Figure
7 shows the respective object combinations and events for that identity relation.

4.2 Identity Relations in Object-Centric Petri Nets

Next, we integrate dynamic identity relations into object-centric Petri nets. We do so
by first defining an extension of object-centric Petri nets which can support identity
relations. Then, we show how to model the specific relations discussed in this paper.

4.2.1 Extended Object-Centric Petri Nets

Conceptually, we extend object-centric Petri nets by allowing tokens to represent
object sets instead of individual objects. Corresponding places for such tokens in these
extended object-centric Petri nets have sets of object types associated to them. Transi-
tions can be used to produce, transfer, consume, merge and split object set tokens. The
mappings between produced and emitted tokens are defined by transition functions.

Definition 17 (Extended Object-Centric Petri Net) An  extended  object-
centric Petri net (P, T, A,pt,1,V,I) is an object-centric Petri net (P,T,A,pt,1,V)
in which places can have multiple object types, i.e. pt : P — P(Uy,,) and transitions
have functions I = {f; |t € T} that define how tokens are transferred upon firing.

Structurally, we impose restrictions. Let (68) and (69) be the input and output
places of a transition. Then, the associated transition function needs to provide a
mapping between all possible combinations of object sets that fit the types of the input
places (70) to combinations of object sets that fit the types of the output places (71).

ot ={p|(p,t) € A} (
te={p|(t,;p) € A) (
fe P{(p, O") | 0" C{o € U | myyp(0) € pt(p) Ap € ot}) (

P({(p.0) | O' C {0 € U] miyp(0) € pt(p) Ap € to}) (

Transition functions must be consistent with the variable arcs. That is, an output
place can only receive multiple tokens if it is connected by a variable arc.

A marking in these extended nets still accounts for the distribution of tokens across
the net. However, each token can now represent any object set M : P x P(Ug,;) — N.
A transition can be enabled in a marking by a combination of tokens from all input
places (72). All selected tokens have to be available in the respective places (73).
Each input place connected with a normal arc has to contribute exactly one token to
the combination (74). Input places connected by variable arcs might provide multiple
tokens (75). The objects represented by the tokens for each place, must cover all
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involved objects of the types across all input places of the transition (76), (77).

JOC{peP|(p.t) € A} x Uy (
V(p,0') e O: M(p,0') > 1 (
(p,t) € A\V <= |{O'|(p,0") €0)}| =1 (
{O" [ (p,0") €0)}[>1 = (p,t) €V (75
(p,t) € A <= {0 € O | myy(o) € pt(p) A (p,O') € O} (
={0€ 0" | myp(o) € pt(p) A3, t) € A: (p/,0') € O} (

A transition that is enabled by O can fire, changing the marking of the net from
M to M'. For each input place, the corresponding tokens are consumed (78). For each
output place, a token is added in accordance with the transition function (79).

Vpe {pe P|pt(p) € ot Nte}: (78)
M'(p,0") = M(p,0")~[{(p,0) € O} + [{(p, O') € fe(0)} (79)

Note that if a transition generates any object identities that are not present in any
input token, it must be a fresh identity that has not yet been observed during the
replay of the net. The notion of accepted firing sequences is analogue as for normal
object-centric Petri nets with emitting and consuming transition, i.e. any sequence of
transitions firing that starts and ends in the empty marking My —>21 —)SL" M.
The accepted object-centric logs of the extended nets can be analogously defined.

Definition 18 (Extended Object-Centric Petri Net Language) An  object-
centric event log (E, O, E20) is in the language of an extended object-centric Petri net
(P, T,A,pt, 1,V I) if there exist a firing sequence My —>(21 . —>g" My such that E =
{ei |1 <i<nAT# ) = Tact(ei) Amum(es) =i}, O = Ui<i<n Up,0neoing,, 0,) O’
and E20 = {(e;,0) | e; € ENo € Up,0)e0int:, ©0,)O'} holds.

These extended nets can be used to model all previously defined identity relations.
For any specific identity relation with the object type sets T7 and T», we can do so by
routing places of these types through a joint transition, that enforces the respective
identity relation with its transition function. Afterwards, the correspondingly joined
object set tokens in places of their combined type can be used for the respective activity
sets of the identity relations. If needed, the identity relation can be resolved afterwards
by again routing the object type sets through a joint transition, with a corresponding
transition function to split object set tokens into their initial types. Note that if not
stated otherwise, transition functions just transfer object set tokens from the input
places of the transition to all output places of the corresponding object type set.

4.2.2 Strict Synchronization

For the strict synchronization, we connect input and output places of all object types
in 77 and 15 into a joint T-transition. Additionally, we introduce an output place psyn.c
that has the joint object type 17 UT5. The transition function maps each input token
to the output place of the same type (80). Additionally, it generates an additional
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Fig. 8 Extended object-centric Petri net expressing the strict synchronization between the object
types of orders (yellow) and items (green) with example identity replay from the log in Figure 2.

token that combines all object identities used for firing (81). This combined token can
then be used when a synchronized object set needs to be involved in an activity. To
resolve the identity relation, we again route all places of the individual and combined
types into another 7 transition that consumes the combined token and splits transfers
all other ones according to their type, i.e. only consist of (80).

fi(0) ={(p",0") | (p,O") e OAp" € t e Apt(p) = pt(p)} (80)
U{(Psyne, 0") | 0" = U 01e00'} (81)

Figure 8 shows an extended object-centric Petri net that models the strict synchro-
nization between orders and items from Figure 5. After individual object tokens are
produced, the first joint T-transition is used to fuse them together. Once the relation
is no longer needed, another 7-transition is used to remove that combined token.

4.2.3 Subset Synchronization

For a subset synchronization, we extend the previous net construction. We add another
T-transition that only has the merged place psyn. with the type T7 U T3 of the strict
synchronization as an input. As an output, it has two places, p;ync and pgqyp, used to
represent the strict synchronization and the subset selection. The transition function
maps the input token of pyyn. to p'swc and selects a random subset partitioning, in
accordance with Definition 9, of the input token and puts it into pg.,. The activities
in Xgyne can then be expressed with transitions that use p'swc as an input, while the
activities in X, are denoted by transitions that connect to psy,p. As soon as the rela-
tion is not needed anymore, it can be resolved by another 7-transition that consumes
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Fig. 9 Extended object-centric Petri net expressing the subset partitioning (without the loop back)
between the object types of orders (yellow) and items (green) with example identity replay from the
log in Figure 2. Including the loop back at the bottom makes it an overlapping subset synchronization.

the subset tokens and the synchronization token to only produce a synchronization
token. With the definition of enabled transitions of these extended nets, this ensures
the correct identities to be matched. If the subset synchronization is meant to be over-
lapping instead of partitioning, we add another 7-transition to loop back tokens that
went through the subset partitioning, inducing overlap.

Figure 9 shows the extended object-centric Petri net that expresses the partitioning
subset synchronization of items and orders. Additionally, it illustrates the loop back
T-transition that is needed to make the subset synchronization overlapping. Note that
this construct is embedded in the strict synchronization from Figure 8.

4.2.4 Implication

In case of temporally concurrent implications from 7 to T3, we again use a joint 7-
transition with input places from both types to initiate the identity relation. For T}
we use a variable arc to allow multiple tokens, while T5 is connected with a normal
arc to only allow a single token. Output places of that transition include one place
each for the original types T7 and T, and two more places with the joint type 71 U Ts
called peontrot and Pimp. The transition function of the 7 transition maps tokens of
the original types to their out places (80) and additionally create a combined token
consisting of all used identities in peontror, similar to psyne for synchronizations (81).
However, for pimp, we generate one token for each possible combination of one token
each from the input type sets 77 and T5 to express the implication between them.
Figure 10 shows the net for the temporally concurrent implication from orders to
customers in our example log. Note that in the displayed example, it looks very similar
to the subset synchronization in Figure 9. However, this is only due to the low number
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Fig. 10 Extended object-centric Petri net expressing the concurrent implication between the object
types of orders (yellow) and customers (green) with example identity replay from the log in Figure 2.

of objects in the example log. The implication allows any combination of object set
tokens as long as the type set T3 is implied. The subset synchronization only allows
combinations that were observed in the corresponding strict synchronization.

For sequentially concurrent implications and k-batch implications, we use the exact
same structure, but add a loop back for the tokens of the implied object type set
Ts. Additionally, we restrict the initializing 7-transition to only accept one token for
sequential implications by switching to a non-variable arc. For k-batch implication, we
adjust the transition function to only output at most & tokens into pjm,, and put the
rest into an overflow place that leads back to the input place of T;. This way, there
can only ever be at most k temporally concurrent combinations and the loop back can
be used to initialize a new batch for the same objects of the object type set 1.

4.2.5 Object Merge & Split

Object splits and object merges can be simply modeled by transitions with input
places of T7 and output places of T, with the transition function selecting any set of
fresh object tokens of T5. Input tokens of the type T7 are consumed. The number of
input and output tokens can exceed one if variable arcs are used respectively. If it is
needed to reverse an object split or object merge at any point, a control token place
can be used similar to the one in Figure 10, to store the replaced objects.
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Note that while we only discuss net constructs for the specific dynamic identity
relations from our literature review, the transition functions of the extended nets can
be used to incorporate any identity relation that might become relevant in the future.

4.3 Identity Relations in Object-Centric Process Trees

Next, we integrate all identity relations discussed so far into the modeling formalism of
object-centric process trees. We enforce some structural restrictions to ensure that the
language equivalent extended nets of these trees are identifier-sound by construction.
Technically, we so by extending the operators in the tree with new parameterized
operators for the different types of dynamic identity relations discussed before.

Definition 19 (Extended Object-Centric Process Trees) An extended object
centric process tree is an object-centric process tree with ten additional parameterized
0p€mt07’5 @rp € {(Tl S strict TZ),(TI < subset T2)(T1 ﬁpartition T2)7(T1 <:>overlap
Tg), (TI = imp T2)7 (Tl = order T2)7 (Tl = concurrent T2)7 (Tl = k—batch T2)7 (Tl = split
T2)} with Th, Ty C Uyyp. They represent strict synchronizations, subset synchro-
nizations, partitioning subset synchronizations, overlapping subset synchronizations,
implications, temporally ordered implications, temporally concurrent implications,
k-batch implications and object split-and-merges between T1 and T respectively.

The extended object-centric process trees are structurally restricted. Each node
with one of the new operators is only allowed to have a single subtree, since no control
flow relation is induced by it. Additionally, for each operator node with a such an
operator, all leaf nodes beneath it have to agree on the involvement of 77 U T5. That
is, they either involve none of these types, all of them, or exclusively those of either
Ty or Ts. For leaves in which all types from T} U T are involved, the configuration of
those types needs to be identical with regards to allowed number of involved objects,
i.e. convergence and deficiency must be allowed or restricted in all leaf nodes below.

All synchronizations and implications require disjoint object type sets, so we
enforce Ty N'Ty = () for the corresponding operators. Subset synchronization can only
be placed such that there is a transitive path upwards to a strict synchronization,
exclusively through operator nodes with any of the original control flow operators
from van Detten et al (2024a). This structure is used to ensure that all related leaf
nodes below the strict synchronization refer to ¥, except for the subtree of the sub-
set synchronization, which defines Y4,;, with the related leaf nodes below. The subset
synchronization must refer to the same types 71 and Ty as the corresponding strict
synchronization above. The involved types of T7 must be divergent in all related leaf
nodes below the subset synchronization operator to allow involvement of correspond-
ing objects in multiple subsets. This is irrespective of whether overlap is allowed or
not and refers to the object type set that is expected to exhibit exact matches.

For all kinds of implications, the implied type set To must be allowed to diverge
on all related leaf nodes below. Similar to the subset synchronization, this is done to
ensure that objects of that type can be involved multiple times.

Object splits and object merges must be on a path to the root node with only
sequence operators, as they replace objects permanently. The types of T, must not be
relate to any leaf node to the left, and the types of 77 must not relate to any leaf node
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Fig. 11 Example for an extended object-centric process tree with some identity relations, such as
the strict synchronization from Figure 8, fitting the object-centric event log from Figure 2.

on the right. Below such an operator, there can only be single leaf nodes, with both
Ty and T5 being related but not divergent. This admittedly complex setup is needed
to preserve all formal properties of that specific type of identity relation.

The language of these trees is recursively defined by adding the ten new operators
to the definition from van Detten et al (2024a). The language for a node with an
identity-relation operator is defined as the logs in the language of the subtree that
adhere to the definition of the identity relation, as specified in Section 3.3.

Figure 11 shows an extended object-centric process tree that includes some of the
previously discussed identity relations, such as the strict synchronization from Figure
5. Note that, while all previously discussed identity relations can be included in these
trees in isolation, it might not be possible to include certain embeddings of these
identity relations into each other due to the structural limitations of the trees. This
is intentional, as these restrictions are exactly chosen to allow us to guarantee the
identifier-soundness of the language equivalent extended nets for any extended tree
by construction. Lifting these structural restrictions, and hence allowing arbitrary
embeddings of identity relations into each other, would violate that property.

4.4 Identifier-Sound Formalism Translation

Finally, we define how to translate extended object-centric process trees into language
equivalent extended object-centric Petri nets that are guaranteed to be identifier-sound
by construction. For this purpose, we adjust the recursive and language preserving
translation specified in van Detten et al (2024a) and add guarantee preserving trans-
lation steps for the new operators. That is, given an identity relation operator node,
we specify an extended net that frames the subnet translation of the subtree, which
will be generated in the next recursion step. If we assume the subnet to be identifier
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sound, the framed subnet with the identity relation will be identifier sound as well. By
induction, any extended net translation provides this guarantee by construction. For
the translation of all other tree operator nodes, which do not enforce identity relations
themselves, we reuse the translation rules from van Detten et al (2024a). Adjustment
are only needed to account for identity relations enforced higher up in the tree.

4.4.1 Translation Rules

Formally, we define the recursive translation as follows: For any given node in the tree,
we differentiate into identity relation operator nodes (&, .51) with one of the operators
from Definition 19, control flow operator nodes (&, Sy, ... S,) with one the operators
from Definition 7 and leaf nodes (a, muleye, muloy;). Additionally, we keep track of all
combinations of object types for which a dynamic identity relation has already been
enforced in previous recursion steps. At the beginning of the recursion, as no identity
relations have been enforced yet, each type is treated individually and the combination
set is initialized with ID = {{ot} | ot € Q}. For all synchronizations and implications,
we simply frame the subnet from the next recursion step as specified in Section 4.2:

Definition 20 (Translating Synchronizations and Implications) Let ID be
the set of type combinations enforced in previous recursion steps and let (B, S) be an
identity relation operator node for the type sets Ty, T5 that is any kind of synchroniza-
tion or implication. Additionally, let (P, T, A,pt,l,V,I) be the extended object-centric
Petri net that results from translating the subtree S with the adjusted combination set
ID'={Te€lID|T#TiNT # Ty U{(T1 UTy)}. We assume that this subnet pro-
vides emitting transitions 7™ and consuming transitions 75 for all object type sets in
ID’. Then, the translation adds the surrounding constructs defined in Section 4.2 for
the respective identity relation to (P, T, A,pt,1,V,I). The places used to start identity
relations, i.e. Psync, Psub ONd Pimp TESpectively are connected to the emitting transi-
tion of the combined type set T3, in the subnet. Additionally, all individual places
of the object types ot € T1 UTy are also connected to the T3\, . Places that are used
to end the identity relation are connected to the consuming transition 777 5, in the
ezactly reversed manner, following the constructs from Section 4.2.

For the translation of object splits and object merges, we do not need to perform
adjustments to the translation of the leaf node below it. That is, we simply return the
leaf translation. This is fine, as the structural definition of the trees guarantees that
the involved object types of the split-and-merge cannot occur before or after that leaf
node respectively. Corresponding objects of these two types effectively start and end
their life cycle in the leaf node below the node with such an identity relation, even
though additional 7-transitions might be added in the sequential recursion steps above.

Definition 21 (Translation of Object Split and Merge) Let ID be the set of
type combinations enforced in previous steps and let (®,S5) be an identity relation
operator node for the type sets Ty, Ts that is an object split-and-merge. Additionally, let
(P, T, A, pt, 1, V,I) be the extended object-centric Petri net that results from translating
the subtree S with ID. Then, we return (P, T, A, pt,1,V,I) without adjustments.

25



For the translation of operator nodes, we employ the translation strategy from van
Detten et al (2024a), with one key adjustment. That is, we do not only work with the
originally observed individual object types during the translation, but additional treat
each type set in ID as its own object type. Then, we route every T' € ID and every
ot € T through the same 7-transitions used to model the control flow operators.

Definition 22 (Translation of Control Flow Operators) Let ID be the set of
type combinations enforced in previous recursion steps and let (D,S1...Sy)
be a control flow operator node. Additionally, let (Py,Ti,Aq,pt1,01,V1,11)
o i (P, Ty Ay, o, Ui, Vi, 1) e the extended object-centric Petri net that results from
translating the subtrees Sy ....S, with ID. We assume that each subnet provides emit-
ting transitions T{'f: ... T.p and consuming transitions T{% ... 7% for all object type
sets in ID. Then, we perform the translation according to van Detten et al (2024a),
but while treating all sets T € ID as their own types in addition to the individual ones
in Q0. Importantly, the control flow for every T € ID and corresponding ot € QNT is
done by a joint T-transitions, effectively treating them as one for control flow decisions.

This construction ensures that once objects of different types are coupled, their
combined tokens and individual tokens always make the same control flow decision.
In the leaf nodes, we make sure that every related type is correctly passed into the
transition with the corresponding label in accordance to van Detten et al (2024a).
Additionally, every related typeset in ID is routed into the transitions as well, to
correctly match objects of types in identity relations from previous recursion steps.

Definition 23 (Translation of Leaf Nodes) Let ID be the set of type combina-
tions enforced in previous recursion steps and let (mmuleve,mulobj) be a leaf node.
Then, we create an extended object-centric Petri net in accordance with van Detten
et al (2024a) while treating each ot € Q and each T € ID as its own object type.
Out of those types, every T € ID and ot € T share a joint emitting and consuming
transition. A type set is considered related T, if all object types ot € T are.

Figure 12 shows the translated extended net for the extended tree in Figure 11.
Note that we again apply language preserving reduction rules as in Section 3.3 to
make it easier to comprehend. As such, it contains drastically less T-transitions than
what one would obtain when only applying the translation rules defined here.

4.4.2 Identifier-Soundness Proof

We prove the identifier-soundness guarantee of extended object-centric Petri nets that
correspond to extended object-centric process trees by induction. That is, we first
show that if the subnets from the next recursion steps are identifier-sound, then the
nets returned by recursion steps that correspond to Definition 20, Definition 21 and
Definition 22 preserve that property. Additionally, we show that the recursion base
cases, i.e. the leaf node translation according to Definition 23, is always identifier-
sound. By induction we can conclude that all extended object-centric Petri nets that
result from the specified recursion of any depth, are guaranteed to be identifier-sound.
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Lemma 1 Let (P,T, A,pt,l,V,I) be the extended object-centric Petri net that results
from translating an identity relation node (®,S) with ID according to Definition 20.
If the used subnet is identifier-sound, (P, T, A, pt,l,V,I) is identifier-sound as well.

We prove Lemma 1 by the following reasoning: The key property of all synchro-
nizations and implications is that the transition functions of the two 7-transitions are
the inverse of each other, except for the exact places per input and output type. That
is, we know by design that f,. ,(fr,.,.(Q)) and O are identical, except for input and
output places per affected type set being swapped isomorphic. Due to this property,
we can guarantee that, if the subnet is identifier sound, any token output of f., ., (Q)
will eventually reach the end of the subnet. This in return will eventually enable 7.4,
which will recreate all tokens that were originally in the input places of the overall net.
As such, the net translation for these identity relations preserves identifier-soundness.
More importantly, any future identity relation that provides the resolvability property
of the transition functions that initialize and resolve the relation, will guarantee that
property as well. This is important, as it provides the option to add further relations
in the future while maintaining the identifier-soundness guarantee of the formalism.

Lemma 2 Let (P, T, A,pt,1,V,I) be the extended object-centric Petri net that results
from translating an identity relation node (®,S) with ID according to Definition 21.
If the used subnet is identifier-sound, (P, T, A, pt,1,V,I) is identifier-sound as well.

Lemma 2 is trivial as there are no adjustments done to the translation of the
subtree. As such, if the subnet is identifier-sound, the returned net is identifier-sound.

Lemma 3 Let (P, T, A,pt,1,V,I) be the extended object-centric Petri net that results
from translating a control flow node (®,S] ...Sy) with ID according to Definition 22.
If all subnets are identifier-sound, (P, T, A, pt,l,V,I) is identifier-sound as well.

Lemma 3 can be proven by a direct extension of van Detten et al (2024a). Tech-
nically, the proof provided in van Detten et al (2024a) already works for all ID in
which VI' € ID : |T| = 1 holds. We merely need to show that the adjustment of
ID with combinations of multiple object types in our recursion under the presence of
identity relations does not locally violate the assumed identifier-soundness of the sub-
net. This is the case because, by definition, all control flow relations of object types
in a joint identity relations, are enforced with shared 7-transitions. Any locally added
T-transitions during a corresponding recursion step according to Definition 22, hence
includes all object types within any previously enforced identity relation. As such, any
previous input marking and output marking of the subnet, in which all types per iden-
tity relation share emitting and consuming transitions, can still be reached after the
adjustments in the recursion step. Note that this is only possible, due to structural
restrictions of the trees, which induces VI1,T5 € ID : Ty = To VT N Ty = ().

Lemma 4 Let (P, T, A,pt,l,V,I) be the extended object-centric Petri net that results
from translating a leaf node (@, muleye, muloy;) with ID according to Definition 25.
By construction (P, T, A, pt,1,V,I) is guaranteed to be identifier-sound.

Lemma 4 is an analogue extension of van Detten et al (2024a), which again already
holds in case of VI' € ID : |T| = 1. Similar to the previous reasoning, we can again
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show that any identity relation tracked as an object type combination in I D is disjoint
in the local recursion step. Additionally, the places with tokens that track correspond-
ing object combinations are only connected if all types are related to the activity and
multiplicities are, by definition of the structural restrictions in the extended trees,
consistent. As such, any T' € ID with |T| > 1 cannot impede identifier-soundness.

Theorem 1 The translation of any extended object-centric process trees into an
extended object-centric Petri net is guaranteed to be identifier-sound.

Finally, we can construct a prove by induction across the recursion cases Lemma
1, Lemma 2 and Lemma 3 with the base case in Lemma 4 and conclude Theorem 1.

5 Discovering Dynamic Identity Relations

In this section we specify our noise resistant discovery technique. Given an object-
centric log, a noise threshold for the control flow and a noise threshold for the identity
relations, our approach automatically constructs an extended object-centric process
tree by extending the DF2-Miner from van Detten et al (2024a). In addition to pre-
senting our algorithm, we also discuss formal guarantees of our approach with regards
to model quality criteria of fitness and precision in this section.

Conceptually, our approach consists of three steps. First, we apply a noise resistant
version of the DF2-Miner to obtain an object-centric process tree without identity rela-
tions. Subsequently, we check this relation-free tree for language equivalence classes.
That is, we identify potential trees that are language equivalent but have a different
syntax. These identified trees create a candidate set for the final overall model. Then,
we recursively check each of these candidate trees for a relaxed definition of identity
relations, that incorporates the noise threshold. Finally, we return the object-centric
candidate process tree that got extended with the most identity relations. Figure 13
illustrates these high-level steps of our automated discovery algorithm.

Note that section 5.1 details our proposed changes to the DF?-miner to allow a
noise resistant construction of object-centric process tree. Section 5.2 sketches how we
identify our candidate set of language equivalent object-centric process trees. Section
5.3 explains how we extend a single candidate tree with the previously presented iden-
tity relations under consideration of the noise threshold. Finally, Section 5.4 presents
formal guarantees on model fitness and precision of our discovery approach.

5.1 Noise Resistant DF2-Miner

The DF2-miner proposed in van Detten et al (2024a) constructs object-centric process
trees by abstracting the input log into a graph structure, called the DF2-graph. This
graph consist of nodes with activities labels N C X, and edges with frequencies
between them EDG C X, x X, x N. This graph is then recursively transformed into
an object-centric process tree. The original algorithm does not account for any type
of noise in the input log. We present a correspondingly adjusted version here.

For this purpose, we differentiate into three different types of noise that can influ-
ence the structure of the DF2-graph according to van Detten et al (2024a). This
includes 1) the multiplicity properties between activities and object types as defined
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Fig. 13 Conceptual overview of our discovery technique for extended object-centric process trees.

in section 3.1. 2) the presence of nodes in the graph, representing activities and 3)
the presence of edges in the graph, representing temporal relations with frequencies
between activities. We define noise filters for all three of those aspects in a given
object-centric event log L = (E, O, E20), based on a given noise threshold ;.
Regarding the multiplicities, we introduce extended definitions of relatedness,
divergence, convergence and deficiency. Instead of assigning these properties to an
activity and an object type if at least one observation in the log justifies it, we require
the percentage of corresponding observations to exceed the noise threshold pu.
Technically, we first define the observed multiplicities for a given activity a € X,
and object type ot € Q; as a multi set that allows multiple occurrences of the same
values. Again, we differentiate into objects per event (83) and events per object (82).

mul’(ot,a) = [|[{e € E : aet(e) = a A (e,0) € E20}| | 0 € O A meyyp(0) = ot}]  (82)
mul’(a,0t) = [|[{o € O : myyp(0) = ot A (e,0) € E20}| | e € E A myyp(e) = a}]  (83)

Then, instead of checking for at least one non-zero value, we check if the percentage
of non-zero values exceeds the expected threshold to decide if an activity and an object
type are related (84). Similarly, we consider a relation as convergent (85), deficient
(86) or divergent (87) if the percentage of corresponding multiplicities exceeds p.

[[i € mul’(a,ot) Umul’(ot,a) : i # 0]]
> 4

|mul’ (a, ot) Umul’(ot, a)| = (84)

|[i € mul’(a,ot) :i>1]|

(a,ot) € rellf!

(a,ot) € con’' <= (a,ot) € rel* A il (. ob)| > (85)
I[i € mul’(a,ot) :i < 1]

(a,ot) € defl <= (a,ot) € relf* N il (a. of)| > (86)
, [[i € mul’(ot,a) : i # 1]

(a,ot) € div)" <= (a,ot) € rel* A fmal (ot @) > (87)

Note the backward compatibility of these threshold-based definitions, as these noise
resistant multiplicity properties imply the binary properties from Section 3.1. We
utilize these definitions of the multiplicity patterns for any further steps.
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To filter nodes in the resulting DF2-graph we count how often each activity label
occurs in the input log. We then filter out nodes with activity labels of the lowest
frequency, as long as the percentage of remaining events exceeds p. Technically, we
start with the set of nodes N = X, and then repeatedly remove argmingcy|{e € E |
Tact(€) = a}| from the set of nodes N until [{e € E | maci(€) € N} - |E|7 > py.

Lastly, we also filter edges in the graph, similar to how it is done established
existing discovery techniques for noise resistance in the traditional process mining
setting Leemans et al (2013). That is for each node that remains after filtering n € N,
we check the sum of outgoing edge frequencies, i.e. the sum over f for all edges
ni,ne, f € EDG such that ny = n. All outgoing edges with a frequency below this
sum, multiplied with (1 — u1), are removed. After the filtering operations, we parse
the DF2-graph into the DF2-miner to produce an object-centric process tree.

Note that our approach uses the same threshold for three different types of noise
during the control flow discovery, concerning activity counts, edge counts and object
multiplicities. This is an intentional design choice to ensure a simple handling of control
flow complexity without multiple parameter dimensions. If in-depth domain knowledge
on the data quality among these three noise dimensions is available, three different
values can and should be used. However, this is not a prerequisite for our approach.

Furthermore, should the analytical setting require a focus on parts of the process
or object types within, we recommend preparation techniques such as Bosmans et al
(2024) or the application of object-centric case notions van Detten et al (2024b).

5.2 Language Equivalent Candidate Trees

The formalism of object-centric process trees provides a language equivalent normal
form in which each tree with a unique language is guaranteed to be syntactically
unique as well van Detten et al (2025b). However, trees constructed by the DF2-miner
are not guaranteed to be in that normal form and as such, need to be investigated
for equivalence classes. This is relevant, as the syntactical structure of the tree defines
which activity sets can be covered by a potential identity relation. Consider, for exam-
ple, the object-centric process tree in Figure 4. If we were to add identity relations to
that tree, we could only use the specific activity sets of leaf nodes that are grouped
together by an operator node above. However, it might be that there exist an identity
relation that fits a set of activities that does not correspond to all leaf nodes beneath
any of the operator nodes. To accommodate for such cases, we check if restructuring
the tree, under the preservation of its language, reveals additional identity relations.
Technically, we use the construction rules from van Detten et al (2025b) to trans-
form any given object-centric process trees in a polynomial number of steps into its
deterministic syntactical normal form. Each syntactically unique tree among the way,
i.e. each syntactically new tree after the application of another language preserving
transformation rule, denotes a candidate tree for our discovery approach. Figure 14
illustrates the application of the transformation rules to generate candidate trees.
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Fig. 14 Construction of the tree candidate set with the transformation rules from van Detten et al
(2025b). Note that all trees have a different syntax, but the same language without identity relations.

5.3 Detecting Dynamic Identity Relations

Next, we specify how to detect identity relations for any given candidate tree and
object-centric input log. We do so by recursively iterating over the operator nodes
in the tree and checking, if any of the identity relation holds for the activities in
the leaf nodes below. During the recursion we keep track of candidate sets of object
types 177 and T, to avoid iterating over all possible combinations of types, which
would be an exponentially growing number. We start with the candidate type sets
T1,T5 € C = {{ot} | ot € Qr}. As soon as we detect any identity relation, we remove
Ty and T, from the candidate set for further recursion steps and add 77 U Ty instead.
Reason being, that the extended trees require any types that are already in an identity
relation, to jointly participate in any further identity relation down the tree. As such,
they do not need to be considered in isolation at that point in the recursion.

When checking identity relations, we account for the noise threshold uo. That is,
we relax the definitions from the previous section and consider an identity relation
to hold, as long as the percentage of non-empty object sets that adhere to the strict
definition in any of their associated events is above the specified threshold ps.

In each recursion step, we check all combinations of 77 and 75 from the current
candidate set and check if the activities related to these types in the leaf nodes below
constitute an identity relation for the log under the threshold ps. First, we check if
a strict synchronization holds between the type sets for all related activities. If no
strict synchronization holds for all related activities, we check if a strict synchroniza-
tion holds for any activity labels of an operator node below, while all other operator
nodes below can be covered by a corresponding subset synchronization. If this is the
case, we check for overlaps or partitions between the respective subsets and insert the
corresponding identity relation operator nodes into the respective spots in the tree.

If no kind of synchronization can be found, we again iterate the candidate set of
all 77 and 75 and check if we can find an implication between them for all related
activities beneath the current operator node under the specified noise threshold. If this
is the case, we further check for temporal order, and then the minimal k for a batch
implication. If none of those two can be found under the specified noise threshold, we
consider the implication temporally concurrent and insert a corresponding node.

Lastly, if we cannot find any synchronization and implication we check for object
merges and splits. We first do so by checking if the structure of the investigated tree
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Fig. 15 Formal relationships between the different types of dynamic identity relations, inducing a
partial order for their discovery in extended object-centric process trees. Ignoring any transitive edge
in the partial order during the discovery leads to the guaranteed absence of the edge’s source relation

fits the specified restrictions for these identity relations. If this is the case, we proceed
by selecting object types into T} and 75 if a sufficient percentage of events associated
to objects of those types fit the definition of these identity relations.

Within the scope of our overall discovery algorithm we repeat this produce for
every candidate tree. Finally, we return the extended tree with the highest number of
unique identity relations. In case of multiple trees with the same maximal number of
relations, we pick the one that is the closest to the syntactical normal form.

Note that the detection order has significant influence on the final model, as the
identity relations discovered in any given recursion step determines the candidate set
for all following recursion steps. However, we consider the order specified here to be
the only reasonable one within the tree-based approach, due to the formal relation-
ships between the different identity relation types. Many of them are generalization
or specializations of each other, which means that a reversed detection order would
simply lead to the more generalized identity relation never being detected. Figure 15
shows all such formal relations between the dynamic identity relations investigated in
this paper, which induces a partial order between them. When taking the transitive
closure of that graph, the resulting order is exactly the one used in our approach. The
only degree of freedom is when to check for object splits and object merges, which are
formally completely independent of the remaining identity relations.
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5.4 Fitness & Precision Guarantee

We discuss the guarantees of our approach. Specifically, we guarantee that if no noise
is allowed for the identity relation, i.e. the respective threshold is set to pus = 1, the
model quality criteria can only improve due to the inclusion of the identity relations.

Technically, if we compare the underlying nets for an initial tree S and its
extended tree S., with regards to their conformance for the input log, we can prove
that fitness(L,S) = fitness(L,Se;) and precision(L,S) < precision(L, Se,) for
conformance measures that consider the overlap in enabled behavior, such as the
context-based conformance checking from Adams and van der Aalst (2021).

We reason about the changes of the conformance measures by induction. The first
event in the input log, can be replayed on the net for S, if and only if it can be
replayed on the not for S. The only potential differences between the two models are
the added identity-relations in S.,. However, since it is the first event, the coupling
between objects has not been executed yet. Therefore, we can just execute the coupling
of objects in a way that it matches the execution of the first event.

Assuming that any event can be replayed on S and Se,, we can show that the next
event can be replayed on S, if and only if it can be replayed on S as well. The only
differences between the two models are that additional identity-relations in S,,. If the
coupling of objects has already been executed based on a previous event in the log, we
know that the combination of objects must also fit the current event. Otherwise, the
tree would include an identity relation that does not adhere to the definition in Section
4 under the exclusion of noise, guaranteed by the choice of us = 1. If the identity
relation has not been executed yet, we can just couple objects to fit the current event.
By induction, this means that the enabled behavior shared between both models and
the log is the same for all events, proving fitness(L,S) = fitness(L, Sez).

Obviously, the inclusion of identity relations is more restrictive than their absence.
For an otherwise equivalent tree, we therefore have a decrease in the allowed model
behavior. As the shared behavior does not change, as discussed before, we can conclude
precision(L, Se,) > precision(L,S). The specific difference in precision depends on
the number of added identity relations and the number of affected objects.

6 Evaluation

In this section we evaluate our discovery technique for extended object-centric process
trees on a range of public object-centric event logs. We investigate the feasibility of our
approach in terms of runtime and confirm the presence of the different types of dynamic
identity relations in object-centric event logs. Additionally, we evaluate the influence
of the parameter choice on the results. Lastly, we showcase the analytical utility of
our approach with an example and discuss relevant limitations of our approach.

6.1 Runtime

First, we measure the runtime of our approach on a collection of public object-centric
event log. The characteristics of these logs can be seen in Table 2. They are from the
public object-centric log library for the OCEL file format Koren et al (2024).
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1D Name Activities Events Objects Object Types Average Runtime

01  Order Management 11 21008 10840 6 20.27s
02  Container Logistics 14 35372 13882 7 16.95s
03 Standard P2P 10 14671 9054 7 10.89s
04 LRMS 02C 22 28278 8819 9 11.35s
05 LRMS P2P 12 8300 4493 6 6.37s
06 LRMS HR 24 18119 3768 6 8.90s
07 LRMS Medical 9 14642 3688 8 11.53s
08 Hinge Production 11 38528 23771 12 20.84s
09 PM4PY Github 20 1798 532 3 2.85s
10 Recruiting 16 6980 1505 6 5.59s

Table 2 Characteristics of the object-centric logs used in all experiments and average runtime.

We implemented our approach in Python and apply it to each of these logs on an
Intel-Core 19-13900 HX processor with 64GB of RAM. To cover the full spectrum in
which our approach might be applied, we vary the parameter values. For each input
log, we repeat the runtime measurement for each possible parameter combination of
the values {0.5,0.6,0.7,0.8,0.9,0.99} for p; and pg each. These values represent a
range of reasonable choices for the noise thresholds. Values below 0.5 denote that the
log is expected to include more noise than actual behavior and are hence excluded.

The results can be seen in Figure 16. Note that per input log, we report 36 run-
time results for each possible combination of parameter values. For the overwhelming
majority of logs and parameter settings, we observe a runtime well below 60 seconds,
with only few exceptional executions that reached a maximal runtime of 126 seconds.
As such we consider our approach to be feasible for the investigated input logs.

We investigated the input logs that induced the longest runtime on average and
found this to be primarily caused by a high connectivity, i.e. a high number of relations
between activities and object types that approached the theoretical limit of |y |- |Qy |

In terms of parameter influence, we can clearly observe that stricter noise threshold
settings, on average, lead to higher runtime for the same input log. This makes sense,
as more checks are required on average until an identity relation is found that satisfies
the given threshold. Additionally, a stricter noise threshold can increase the number
of activities and result in correspondingly more alphabet subsets that need to be
investigated by our method when checking for different types of identity relations.

This observation can also be confirmed when looking at the runtime distribution
across the different types of identity relations. On average, the most runtime is spent
on checking the tree structure for subset synchronization when strict synchronizations
can only be detected for a subset of the activity labels below the current node.

6.2 Discovered Identity Relation

Next, we investigate how many identity relations are discovered on each input log under
different parameter settings. For this purpose, we repeat the previous application of our
approach on all object-centric input logs from Table 2 and parameter settings. Then,
we check if the discovered identity relation correlate with the parameter thresholds.
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Fig. 16 Runtime in seconds for each of the object-centric logs from Table 2 and each noise threshold
combination of pu1, u2 € {0.5,0.6,0.7,0.8,0.9,0.99}. The sum of p1 and p2, which is a proxy measure
for how strict the algorithm is configured during application, is indicated by the color.

For both thresholds, we observed a clear trend. For the control flow threshold
we observed an increase in the average number of discovered identity relations, for
every decrease in the threshold value. This trend was consistent, meaning that there
was no pair of investigated values for 1 for which the results contained a contradicting
observation. The specific values ranged from 2.98 (yy = 0.5) to 6.71 (u; = 0.99)
identity relations on average per input log for the most relaxed and strict threshold
values. We suspect the reason for this trend to be the filtering of activities. The more
activities are available, the more identity relations can be found by our approach.

For the identity relation threshold us, we observed a trend of the same consistency
with regard to the average number of identity relations per parameter value. In case
of a more relaxed threshold, more identity relations were found on average. Specific
values ranged from 3.76 for the strictest setting to 5.11 for the most relaxed one. This
trend makes sense as well, as the relaxation of the threshold for the same input data
will, by design, lead to more identity relations being detected on average.

When splitting the results up for each of the different kinds of identity relations,
the trend mostly remains, with few noticeable exceptions. Specifically for batch impli-
cation and concurrent implications, the relation between the selected threshold of ps
contradicts the majority of observations. That is, less relations of these kinds are found
when the threshold is relaxed. We strongly suspect that this is due to the order in which
the identity relations are checked. Due to a more relaxed threshold, the likelihood of
any type of synchronization being found before batches are even considered, increases.
The same is true for concurrent implications, which are checked after batches. As such,
we can conclude that a more relaxed threshold po not only leads to more identity
relations being found, but also more restrictive types of identity relations.
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These results indicate that the two thresholds influence the resulting models as
intended, at least for the object-centric event logs investigated in our evaluation.

It should be noted that while all presented types of synchronizations and implica-
tions were found in the investigated logs, no object split or merge was detected. There
are multiple explanation for this, and future work is needed to investigate this finding
in more depth. It could be that the structural restrictions of the extended object-
centric process trees is too strict for this specific kind of identity relation to enable a
reliable discovery. Alternatively, they might simple not be present in these logs.

6.3 Example Application

For the purpose of merely representing the behavior in an object-centric event log, our
approach can be used as presented in the previous section. Here, we illustrate how it
can be applied in an analytical setting beyond the production of a single model. For
the exploratory analysis of a given object-centric event log, we recommend:

1. Varying the control flow threshold until a relation-free tree of sufficient quality is
found, using existing conformance measures without identity relations.

2. Varying the identity relation threshold, while keeping the control flow threshold at
the previously verified level, and focusing on individual identity relation types.

3. Analyzing what the differences between the trees with identity relations at different
noise levels mean for the business context of the underlying process.

4. Repeating step 2 and 3 for each of the proposed types of dynamic identity relations.

In the following we showcase the results of this strategy on two of the logs from
Table 2 while focusing on the two main groups of identity relations, i.e. synchro-
nizations and implications. We exclude object splits and merges here, as we already
know that the control flow of the discovered trees before extending them with identity
relations does not induce these types of identity relations in the investigated logs.

6.3.1 Recruiting Process - Synchronizations

First, we illustrate our strategy with the recruiting log (10) from Table 2. For that
purpose, we verify the conformance of the relation-free object-centric process tree at
different levels of p7, leading to the selection of 0.9 as an appropriate value.

Then, we apply our approach, restricted to strict synchronizations only, with the
parameter values of u; = 0.9 and ps = 1.00 to understand which identity relations
of this kind hold in the strict setting. Subsequently, we repeat the model discovery
with increasingly lower thresholds for po to observe, when additional identity relations
appear or when existing identity relations are extended in their scope of included
activities. At the noise free level with uo = 1.00 no relevant synchronization can
be observe. We only notice the first corresponding identity relation at a noise level
of 0.7, which reveals a synchronization between applications and applicants during
the interview part of the process. The respective control flow of the tree with the
corresponding spot of the discovered identity relation is shown in Figure 17.

From the control flow structure of the tree and the noise level at which the identity
relation occurred, we can deduct further information. Specially, we can conclude that
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Fig. 17 Object-centric process tree discovered with 1 = 0.9 using our noise-resistant extension of
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(magenta) and managers (red). The large circled dot denotes the point in the tree in which the
additional synchronization between applicants and applications is discovered at ug = 0.7.

for the interviewing part of the recruiting process, roughly 30% of applicants are not
uniquely linked to an application. That is, the same applicant is interviewed multiple
types for different applications. This is a relevant insight, as it potentially indicates
rework and it should be clarified with stakeholders in practice if this is intended
behavior or not. Additionally, it should be noted that this specific identity relation is
not discovered at the root node of the tree with any noise level of 0.7 or above. This
means, that the identified problem is even worse under inclusion of the only other
activity in which both object types are involved, i.e. the submission of the application
by the applicant. As such, substantial rework might be present in that regard.

6.3.2 Recruiting Process - Implications

We repeat the identification of identity relations on the recruiting process with the
object-centric process tree discovered at p; = 0.9 for the control flow. However, this
time we focus on the identification of different types of implications. Again, we start
without including any room for noise with ps = 1.00 to identify strict behaviour
first. For the previously identified subtree from Figure 17 in which applicants and
applications have a strict synchronization at a noise level of 0.7, a perfect implication
without any noise can be found. That is, for uo = 1.00 we observe the applications
to imply the applicants, which corresponds to analytical expectations in that process.
In the domain context, this means that every application is correctly associated with
exactly one applicant. However, the reverse is not true as previously discussed. More
interestingly, the implication is not concurrent, but of a temporally ordered nature. As
such, we can conclude that applicants are never interviewed for multiple applications
at the same time, but rather sequentially over time. We consider this temporal order,
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with potential gaps in between, a potential explanation for why the rework identified
during the investigation of synchronizations in the process was not noticed in practice.

When lowering the noise threshold, more implications become visible, even for
relatively high levels, such as po = 0.90. That means that there is some behaviour
present that is typically adhered to in the process with minor exceptions. One inter-
esting implications in that regard is the temporally concurrent implication between
recruiters and manager in the root node of the tree. Apparently, for the entire process,
recruiters typically refer to the same managers when consulting during the interview
process with only minor exceptions. This could reflect a focus on different types of
departments during the recruitment and it should be verified with stakeholders if devi-
ations from this identity relation need to be addressed or can arise due to the domain
context. The fact that the implication is of temporally concurrent nature indicates
that multiple recruiters consult with the same manager in a many-to-one relationship.

6.3.3 Order Management - Synchronizations

Next, we repeat the application of our strategy on the order management log (01) from
Table 2, which is closer the motivated running example of this paper. Again, a control
flow noise threshold of 11 = 0.9 was identified to produce an object-centric process tree
of sufficient control flow conformance. The respective tree, before enrichment with any
identity relations, can be seen in Figure 18. Then, we again first check if any perfect
synchronizations without noise can be found at the respective threshold ps = 1.00.
On that noise-free level of the threshold, a strict synchronization between items
and orders can be observed, which is expected in the domain context. However, it is
noteworthy that this strict synchronization is not detected at the root node of the
treed, but rather on the subtree for confirming and playing the order. That means
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Fig. 18 Object-centric process tree discovered with p; = 0.9 using our noise-resistant extension of
the DF2-miner on the order management log (01) from Table 2. Colors indicate customers (blue),
items (green), orders (yellow), products (magenta), employees (gray) and packages (red).
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that for each order, the exact same items are confirmed and payed. However, this set
of items per order does not correspond to the set of items that was originally placed
in the order. In practice, one should verify the reason for this behaviour, is it might be
due to items not being available despite them being offered during order placement.
A further indication for a corresponding problem is that a subset synchronization is
found upon inclusion of this type of identity relation during detection. This confirms
that there is indeed a a subset selection between placing and the other two activities.

6.3.4 Order Management - Implications

Lastly, we switch to the investigation of implications in the order management log
based on the control flow tree in Figure 18. Again, we start by checking non-trivial
identity relations that hold at a very strict threshold setting of uo = 1.00. As a result,
we observe a relevant implications between items and products, that holds for the
entire process. This means, that every item is mapped to a unique product, without
any miss classification that changes throughout the process. More interestingly, the
combination of items and products is implied by the order for the entire process,
but the reverse does not hold, further confirming the problem identified during the
investigation of synchronizations. The reversed implication only holds when dropping
the noise level down to pus = 0.80, quantifying the identified issue.

It should be noted that all of these implications, even when lowering the noise
threshold, are of temporally concurrent nature. Partially, this is to be expected, as
multiple items of the same product can flow through the process at the same time.
However, the absence of any temporal nature might also indicate problems. For exam-
ple, there is currently no limited on how many orders a customer can place and
receive, before paying any of the previously placed orders. From a cash-flow and risk
management perspective, it should be clarified with stake holders if this is intended.

6.4 Discussion

Overall, our evaluation confirmed the feasibility of our discovery algorithm and the
presence of the majority of the proposed types of identity-relations in all investigated
object-centric event logs. Our proposed usage of parameter thresholds for noisy input
logs proved to behave according to intentional design choices. In particular, we found
a clear correlation between the selected parameter values and the number and restric-
tiveness of the discovered identity relations. Additionally, our example application
illustrated the utility of the extended object-centric process trees discovered by our
approach. Specifically, the iterative investigation of different relation types and noise
levels, generated relevant analytical questions for verifications with stakeholders.
Limitations of our approach mostly evolve around the utilized representational
bias of extended object-centric process trees. Further research is needed to investigate
if the structural restrictions of the trees impede the detection of identity relations in
certain situations. The absence of object merges and object splits in our evaluation
indicates that this could be the case and we plan to relieve as many of these restrictions
as possible while preserving the identifier-soundness guarantee. Further integration of
the detection strategies from Gotte et al (2025) could be another avenue to address
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this problem, if it turns out to be primarily caused by the utilized discovery strategy
and not the representational bias of the extended object-centric process trees.

While we proved the likely improvement of precision under the absence of noise
current runtime demands of object-centric conformance checking techniques make it
infeasible to quantify that improvement on any object-centric event log with suffi-
ciently large object sets. We plan to propose correspondingly optimized methods in
the future. However, this would be out of scope for our work in this paper here.

7 Conclusion

In this paper, we integrated dynamic relations between the identities of business
objects into the modeling formalisms of object-centric Petri nets and object-centric
process trees. We based our selection of the specifically investigated patterns on a
literature survey of existing object-centric approaches. We showed that the extended
trees can be translated into a subclass of the extended object-centric Petri nets that
are guaranteed to be identifier-sound by construction. Additionally, we proposed an
object-centric discovery technique to automatically construct corresponding process
models. We proved that, under the absence of noise, the inclusion of identity rela-
tions always preserves fitness and likely improves precision of the resulting models
in comparison to, otherwise equivalent, models without them. For noisy input logs,
we provided a corresponding parameter threshold and filtering methods for all stages
of the discovery approach. Specifically, we covered deviations in object multiplicities,
activity sequences and identity relations. Furthermore, we introduced measures to
combat language equivalence classes in the utilized tree structures, which can limit the
detection of dynamic identity relation when being left unaccounted for. We evaluated
our approach by applying it to a range of public object-centric event logs, confirming
the feasibility of our approach in terms of runtime and the presence of the investi-
gated identity-relations. We also showcased the analytical utility of identity relations
in object-centric process models in an in-depth example application. Future work will
be focused on addressing the identified limitations. In particular, we intend to investi-
gate if the representational bias induced by the tree structure can be mitigated without
losing the identifier-soundness guarantee. Furthermore, we plan to provide efficient
conformance checking for identity relations, to maximize their analytical value.
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8.3 Availability of Data and Materials

All object-centric logs used for the experiments can be found along side the cor-
responding code in the following Github repository (https://github.com/Nik314/
Dynamic-Identity-Relations). Note that the original source for the publicly available
object-centric logs is the log library for the OCEL file format from Koren et al (2024).
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