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Abstract

Conformance checking is a central area of process mining that assesses
how well observed behavior in event logs aligns with modeled behavior.
Traditional techniques incorporate frequency information from logs but not
from process models, which can lead to one-sided analyses. Stochastic
conformance checking addresses this limitation by additionally incorporating
probabilities from models into the comparison. However, existing measures
often struggle with partial trace mismatches, either overpenalizing minor
deviations or requiring expensive computation. To overcome these issues, the
stochastic Markovian abstraction compares distributions over subtraces rather
than complete traces, naturally handling partial matches while remaining
computationally efficient. This thesis extends the stochastic Markovian
abstraction by providing an exact-arithmetic implementation in the Ebi
framework, ensuring numerical stability when dealing with the extremely
small probabilities typical in stochastic process mining. We introduce an exact
T-removal algorithm, replacing approximation-based methods. Our recursive
algorithm for computing subtrace probabilities avoids enumerating irrelevant
sequences, achieving substantial speedups for models with large alphabets.
We further develop preprocessing techniques for unbounded models and
livelocks, and integrate additional distance measures alongside the unit
earth mover’s distance to provide alternative perspectives on conformance.
Evaluation on three real-world datasets demonstrates that the abstraction
effectively approximates model behavior, remains computationally efficient,
and improves robustness to partial mismatches. Overall, our implementation
provides a practical and numerically stable tool for stochastic conformance
checking, well-suited for handling partial matches.
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Chapter 1

Introduction

Modern organizations increasingly rely on data to understand and improve
how their operations are carried out. Since daily activities are executed
through structured processes, it is essential to capture and analyze how these
processes unfold in practice to ensure efficiency, compliance, and quality.
Information systems record the execution of business processes performed
by employees, managers, or customers. The recorded event data can be
extracted as event logs, which consist of traces that represent the sequence of
activities within individual process instances. Process mining builds on these
logs to discover, monitor, and improve organizational processes by extracting
knowledge from the actual behavior captured in information systems [1].

A fundamental challenge in process mining is conformance checking, which
assesses how well the observed behavior in an event log aligns with the
expected behavior described by a process model. Traditional conformance
checking focuses on whether specific behaviors are possible, treating all
allowed behaviors as equally likely. However, this binary view fails to capture
the reality that some execution paths occur far more frequently than others.
Moreover, it is inherently unbalanced, since frequency information from the
log is taken into account, but the process model side does not distinguish
between frequent and rare paths. A process model might technically allow
thousands of different paths, but in practice, a handful of common patterns
may account for the vast majority of cases.

This imbalance motivates the need for methods that incorporate probabilities
on the model side as well. Stochastic process mining addresses this by
explicitly modeling the probability distribution over behaviors. Instead of
asking only what can happen, it asks how likely each behavior is to occur.
This probabilistic perspective enables more nuanced analysis, as a model that
assigns high probability to frequently observed behaviors and low probability



to rare ones offers a more faithful representation than models that treat all
paths equally. Stochastic conformance checking extends this by comparing
not just the sets of possible behaviors, but their probability distributions.

A critical challenge in stochastic conformance checking is handling partial
mismatches between traces. In practice, the event log and process model
rarely match perfectly. A trace might follow the model closely except for a
single skipped activity or an unexpected loop. For example, consider two
traces of length 5 that differ only at the fourth position:

o1 = (a,a,a,b,b) o9 = {(a,a,a,c,b)

Although these traces are nearly identical, traditional measures that compare
complete traces often treat them as total mismatches, severely penalizing even
minor deviations. The Earth Mover’s Stochastic Conformance [2] addresses
this by measuring the cost of transforming one distribution into another,
accounting for the similarity between traces. However, computing this
measure requires solving an optimization problem that becomes prohibitively
expensive for large logs and models.

Event Log

- Log Subtrace
Distribution

)

.

He<0® Distribution
Stochastic Process

Model

Figure 1.1: Instead of comparing the event log to the stochastic process model
directly at the trace level, both are abstracted into probability distributions
over subtraces (log subtrace distribution and model subtrace distribution).
Conformance checking is then performed by comparing these two distribu-
tions, which allows partial matches to be recognized.

The stochastic Markovian abstraction [3] offers an alternative approach.
Instead of focusing solely on complete traces, it assesses conformance at the
level of subtraces. Figure 1.1 illustrates this idea by showing how both the
event log and the stochastic process model are abstracted into probability
distributions over subtraces, which are then compared to assess conformance.
This perspective naturally takes partial matches into account, since a single



deviation in a long trace only affects the overlapping subtraces rather than
invalidating the entire sequence. In this way, it captures local agreement
between log and model behavior and limits the penalty of minor deviations,
while remaining computationally efficient.

While the stochastic Markovian abstraction provides an efficient and con-
ceptually appealing approach, our work begins by addressing the need for
exact arithmetic. Stochastic process mining often involves extremely small
probabilities that can fall below the precision limits of floating-point types [4].
Ensuring reliability therefore requires replacing floating-point calculations
with exact arithmetic, which eliminates numerical errors and guarantees
reproducibility. In addition, we improve the procedure for eliminating silent
transitions, which currently relies on numerical approximations, and optimize
the computation of subtrace probabilities by avoiding enumeration of irrele-
vant sequences. We also extend applicability beyond bounded, livelock-free
models and incorporate distance measures beyond the unit earth mover’s
distance to broaden the analytical perspectives available. The following
section summarizes these contributions in detail.

1.1 Contributions

This thesis extends and improves the stochastic Markovian abstraction
approach through both theoretical advances and practical enhancements:

1. Exact arithmetic integration: We successfully integrate the stochas-
tic Markovian abstraction into the process mining framework Ebi [4],
implementing all computations using exact arithmetic to eliminate
floating-point errors. This ensures numerical stability and reproducibil-
ity across different platforms and enables reliable conformance analysis.

2. Exact 7-removal: We develop a native Rust implementation for
eliminating silent transitions from stochastic automata. Prior work
uses an approximation-based method, while our approach uses strongly
connected component decomposition and block matrix inversion to
compute the exact 7-closure. This eliminates numerical approximations
entirely, providing mathematically precise results.

3. Efficient abstraction computation: We introduce a recursive, mem-
oized algorithm for computing subtrace probabilities that explores only
paths actually present in the automaton. This provides substantial
speedups for models with large alphabets.



4. Preprocessing for unbounded models and models with live-
locks: We develop preprocessing techniques to handle models that
violate the bounded, livelock-free assumption. For unbounded models,
we employ sampling-based approximation. For models with livelocks,
we introduce a patching technique that adds timeout transitions to
enable termination while minimally affecting the original behavior,
making the stochastic Markovian abstraction applicable to a broader
class of real-world process models.

5. Extended statistical distance measures: Beyond the unit earth
mover’s distance, we incorporate Jensen-Shannon, Hellinger, and scaled
L2 distances into the framework. Each metric emphasizes different
distributional properties, enabling users to choose measures appropri-
ate for their analytical needs and providing multiple perspectives on
conformance.

6. Empirical evaluation: We evaluate our approach on three real-world
event logs using two discovery algorithms and five weight estimators,
demonstrating that our extensions achieve accuracy comparable to
expensive measures while maintaining computational efficiency.

1.2 Thesis Structure

The remainder of this thesis is organized as follows. Chapter 2 introduces
the mathematical foundations and key concepts from process mining and
stochastic process mining. Chapter 3 presents our extended stochastic
Markovian abstraction approach, including the exact 7-removal algorithm,
preprocessing techniques, and multiple distance measures. Chapter 4 details
the Rust implementation integrated into the Fbi framework, describing the
processing pipeline and optimizations. Chapter 5 reports the empirical
evaluation on three real-world datasets, comparing conformance scores and
runtime across different settings. Chapter 6 reviews existing approaches
to stochastic conformance checking, examining how they handle partial
mismatches and their computational trade-offs. Finally, Chapter 7 concludes
the thesis and outlines directions for future research.



Chapter 2

Preliminaries

This chapter provides the theoretical foundation required for the remainder
of the thesis. Section 2.1 begins by introducing basic mathematical concepts
and notation. We then introduce key ideas from process mining in Section
2.2, before turning to their stochastic extensions in Section 2.3. Together,
these preliminaries form the basis for the development and analysis of the
approach presented in this thesis.

2.1 Mathematical Foundations

Trace and Subtrace

Let ¥ be an alphabet of activities. A trace is a sequence of activities, i.e., 0 €
¥*, with the empty trace denoted by (). For a trace o = (£1, 02, ...,4,) € X*,
the length of o is defined as |o| = n.

For 1 <14 < j <n, the subtrace from i to j is
Ui—>j = <£i;€i+1a e 7€j>'

We denote by
»SF = {oex||o| <k}

the set of all traces over ¥ of length at most k.
Multiset

For a set S, a multiset over S is a function B : S — Ny. We write

B = [s]",s5%,...] with B(s;)=m;



to denote the multiplicity of each item. For elements with multiplicity 1,
we omit the superscript and we do not explicitly write elements that have
multiplicity 0. Consider, for example, the set S = {a,b,c}. [a?, | describes
the multiset containing a two times, ¢ one time, and b zero times.

The support of B is
supp(B) = {s € § | B(s) > 0},
and the cardinality of B is

|B] = B(s).

seS

The multiset union and difference are defined by
(B1W By)(s) = Bi(s) + Ba(s),  (B1\ Bz2)(s) = Bi(s) — Ba(s),

where the difference is well-defined only if By(s) > Ba(s) for all s € S.

We write [o] for the singleton multiset containing exactly one copy of the
element o, and denote by B(.S) the set of all multisets over S.

Directed Graph

Let G = (V, E) be a directed graph with a finite set of vertices V' and edges
ECV V.

A directed path of length n > 1 is a sequence
p=(vg,v1,...,0,) € VT

such that (v;_1,v;) € E for all 1 <i < n. Its starting point is src(p) = vo
and its endpoint is tgt(p) = vy,.

A cycle is a path p with n > 1 and src(p) = tgt(p). A directed graph without
cycles is called a Directed Acyclic Graph (DAG). A directed graph is acyclic
if and only if it admits a topological order, i.e., a linear ordering of the vertices
such that all edges go from earlier to later vertices. A topological order can
be computed in linear time using Kahn’s algorithm [5].

Two vertices u,v € V are mutually reachable if there exists a path from wu
to v and a path from v to u. Mutual reachability is an equivalence relation,
and its equivalence classes are the Strongly Connected Components (SCCs)
of G. SCCs can be computed in linear time using Tarjan’s algorithm [6].

Collapsing each SCC into a single vertex yields a graph that is always a
DAG, and therefore admits a topological order on its components.



Matrix

Neumann series. Let I denote the identity matrix. The Neumann series
of a square matrix A is the formal power series

YA = T+ A+ A+ A+
k=0

If this series converges, then it equals the inverse of (I — A):

(I—A)t = iAk.
k=0

Sub-stochastic matrix. A matrix A € [0,1]"*" is called sub-stochastic if
every row sum is at most 1. It is called strictly sub-stochastic if, when viewed
as the transition matrix of a Markov sub-chain, the probability of remaining
in the sub-chain forever is zero (equivalently, every state can eventually reach
an exit). In this case, the Neumann series >~ AF converges, and hence
(I — A) is invertible [7]. -

Block upper-triangular form. An n x n matrix M is in block upper-

triangular form if there exist ni,...,n, € N with n = n; + -+ + n,. such
that
My My - My
0 My -+ My
M = . . . . s
0 .. 0 M,,
where each block M;; is of size n; x nj; for 4,5 = 1,...,r. Here the symbol 0

denotes an all-zero block of the appropriate size.

The key advantage of this structure is that inversion reduces to smaller
subproblems. If each diagonal block (I — M;;) is invertible, then (I — M)
itself is invertible, and its inverse can be computed block-by-block using
backward substitution [8]. In other words, the invertibility of (I — M) is
equivalent to the invertibility of all diagonal blocks (I — Mj;).

2.2 Process Mining

This section introduces basic concepts of traditional process mining ap-
proaches, based on the definitions of [1]. We first describe event logs as the



observed behavior of a process, and then introduce Petri nets as a formal
model for representing and analyzing process behavior.

Event logs record the execution of processes. They consist of multiple cases,
each case being a sequence of events, where every event refers to a specific
activity. In process mining, event logs capture the observed behavior of a
process and form the starting point for analysis.

Definition 2.1 (Event Log). Let ¥ be a set of activities. An event log L
is a multiset of traces over X, i.e., L € B(X*). FEach trace represents the
sequence of activities executed in one case.

For example, if ¥ = {a, b, c}, then
L = [{a,b,¢)?, (a,c)]

is an event log with two cases following the trace (a,b,c) and one case
following the trace (a,c).

Petri nets are a widely used process modeling language, allowing for the
modeling of concurrency. They provide a precise representation of possible
process behavior, serving as the formal counterpart to event logs.

Definition 2.2 (Petri Net). A Petri net is a triple
N = (P,T,F)

where P is a finite set of places, T is a finite set of transitions with PNT = (),
and F C (P x T)U (T x P) is the flow relation. A marked Petri net is a
pair (N, M), where N = (P, T, F) is a Petri net and M € B(P) is a multiset
over P called the marking.

For x € PUT, the preset and postset are
‘v={yePUT|(yx)eF},  2*={yePUT|(z,y)eF}

For a transition t € T, *t C P is the set of input places, and t* C P is the
set of output places.
Let (N, M) be a marked Petri net. A transition ¢t € T is enabled at M,
written M]t), if *¢ < M. If ¢ is enabled, firing ¢ yields

M = (M\"*t)wt*,
denoted M[t)M'.

A marking M’ is reachable from a marking M if and only if there exists a
sequence of enabled transitions whose firing leads from M to M’. The set of
reachable markings of (N, M) is denoted by [N, M).



A run is a sequence of transitions o = (tq,...,t,) € T* such that
My[t1)M[te) - - [tn) M.

A marking M is reachable if there exists a run o € T with My[o)M. A
marking M is a deadlock marking if no transition is enabled at M, i.e.

HteT:*t<M.
Definition 2.3 (Labeled Petri Nets). A labeled Petri net is a tuple
N=(P,T,F,%,\)

where (P, T, F) is a Petri net, ¥ is a set of activity labels, and X : T — LU{7}
is a labeling function, with T ¢ ¥ denoting the silent label.

Definition 2.4 (Bounded). Let (N, My) be a marked labeled Petri net. It is
bounded if the set of reachable markings from My, [N, Myp) is finite.

To analyze the possible executions of a Petri net, we consider its state space
in terms of reachable markings. This is captured by the reachability graph.

Definition 2.5 (Reachability Graphs). Let (N, My) with N = (P, T, F,%, \)
be a marked labeled Petri net. The reachability graph of (N, My) is the
transition system

TS = (S, 2u{r}, T
with initial state My, where
o S =[N,My) is the set of markings reachable from My,

o X U{r} is the label alphabet (allowing the silent label T ),
o T’ is the transition relation defined by

T = { (M, \(t),M') € S x (SU{r}) x S | M[t)M', t € T'}.

2.3 Stochastic Process Mining

Stochastic process mining adopts a probability-aware perspective that ac-
counts for the likelihood of behavior in both the event log and the process
model. This view captures not only which behaviors are possible, but also
how likely they are to occur. The following definitions are based on [3].

Definition 2.6 (Stochastic Language). Let ¥ be an alphabet. A stochastic
language over X is a function

1% 5 [0,1]



such that

d (o) =1

ocex*
For a trace o € ¥*, the value I(0) denotes the probability of o in l.

Definition 2.7 (Induced Stochastic Language of an Event Log). Let ¥ be a
set of activities, and let L € B(X*) be an event log. The stochastic language

induced by L is
L(o)

lp(o) = e

Consider, for example, the event log
L =[{a,b)°, (b,a)’, {c)?].
Its stochastic language is

IL((a, b)) = 0.5, 1r((b,a)) = 0.3, I5({c)) =0.2.

We extend labeled Petri nets with probabilities to obtain stochastic labeled
Petri nets, which provide the semantics needed to generate stochastic lan-
guages.

Definition 2.8 (Stochastic Labeled Petri Net). A Stochastic Labeled Petri
Net (SLPN) is a tuple

SN = (P, T,F,%,\, My, w)

where (P, T, F,%, ) is a labeled Petri net, My € B(P) is the initial marking,
and w : T — RT is a weight function assigning a positive weight to each
transition.

The execution semantics of SLPNs follow those of labeled Petri nets, with
the difference that when multiple transitions are enabled in a marking M,
the probability of firing a transition ¢t € T is determined by normalizing its
weight:

w(t)
Zt’eTM w(t') ’

where T)s is the set of transitions enabled at M.

Pr(M L M) =

We treat deadlock markings as accepting states, and say that o is an accepting
run if it leads to a deadlock marking.

Definition 2.9 (Livelock-free). Let SN = (P, T, F,%, X\, My, w) be a SLPN.
A marking M € B(P) is a livelock marking if no accepting state can be
reached from M. SN is livelock-free if it contains no reachable livelock
markings.

10



An SLPN is bounded if its set of reachable markings is finite, as in the case of
Petri nets. Every bounded, livelock-free SLPN induces a stochastic language
lsn over 3, where lgn (o) is the probability that an accepting run produces
the trace o.

Another formalism for representing stochastic languages is the stochastic
non-deterministic finite automaton.

Definition 2.10 (Stochastic Non-Deterministic Finite Automaton).
A Stochastic Non-Deterministic Finite Automaton (SNFA) is a tuple

A= (Qa Ea 67 QOapf)

where

e () is a finite set of states,

o X is an alphabet with T ¢ ¥ denoting the silent label,

e §:Q x (ZU{r}) xQ —[0,1] is the transition probability function,
e qo € Q is the initial state,

e pr:Q —[0,1] is the final probability function.

For each q € Q it holds that

Z 8(gq,a,q") +pslq) = 1.

(a,¢")e(ZU{T})xQ

Let E = @ x (XU {7}) x @ denote the set of edges of A. For an edge
e =(q,a,q') € E we write src(e) = q, AM(e) = a, and tgt(e) = ¢'. A subpath
in A is a sequence of edges

p={e1,ea,...,ey) € E*

such that tgt(e;) = sre(e;y1) for all 1 <4 < n. The labeling of p is the trace
A(p) obtained by concatenating the visible labels A(e;) of p. We denote by
©4(q) the set of all subpaths starting in ¢ (including the empty subpath).

The probability of a subpath p = (ey,...,e,) is defined as

3(p) = JT o(es),
i=1
with §(()) = 1 for the empty subpath.

The accepting probability of a subpath p is
Pa(p) = d(p) - ps(tgt(p)).

11



The probability of A generating a trace o € X* is defined as

Py(o) = > Pa(p).

pe@A(qo)v A(p):o'

That is, the sum of the accepting probabilities of all subpaths starting in the
initial state gg and labeled with o.

A state in A is useful if it appears in at least one subpath with non-zero
probability. It is accessible if it can be reached from ¢y with non-zero
probability. An SNFA is consistent if all of its accessible states are useful,
and trimmed if all of its states are both accessible and useful. Every consistent
SNFA induces a stochastic language 4 over 3, defined by l4(0) = Pa(o) for
all o € ¥*.

2.3.1 Stochastic Process Discovery

In process mining, however, such models are typically discovered from event
logs by means of process discovery algorithms. These algorithms take as
input an event log L and produce a process model whose behavior reflects
the observed traces.

Two widely used process discovery algorithms are the Inductive Miner [9]
and the Directly Follows Miner [10]. However, to obtain stochastic process
models, probabilities need to be assigned to the discovered transitions. This
can be achieved through weight estimation [11]. In this thesis, we consider
five different weight estimators, each offering a distinct perspective on how
to interpret frequencies in the log.

The unit-weight estimator assigns each transition the same weight regardless
of its frequency in the log, serving as a neutral baseline.

The frequency-based estimator assigns weights in proportion to the number
of times each transition is observed in the log. While efficient, this estimator
may not adequately capture dependencies between choices or the role of
silent transitions [11].

The alignment-based estimator derives transition probabilities from log-model
alignments, counting how often transitions occur in synchronous or model-
only moves. This allows it to better handle cases where the model and log
deviate, but comes at the cost of higher computational complexity [11].

The uEMSC-based estimator chooses weights to maximize the unit Earth
Mover’s Stochastic Conformance, thereby aligning the model’s stochastic lan-
guage with the log distribution, though at the expense of solving optimization
problems [12].

12



The entropic relevance-based estimator selects weights that minimize the
average information required to encode log traces given the model, providing
an information-theoretic perspective but again with higher computational
cost, as it is an optimization problem [12].

2.3.2 Stochastic Conformance Checking

Conformance checking assesses how well the behavior recorded in an event log
agrees with the behavior described by a process model. Non-stochastic confor-
mance checking focuses on behavioral overlap between the log and the model,
while also incorporating frequency information from the log. However, it does
not consider the probabilities of traces in the model. Stochastic conformance
checking extends this by explicitly considering these probabilities.

A central challenge in this setting is handling partial mismatches between
traces. In practice, traces in the log and the model often differ only locally,
and treating them as completely unrelated behavior would exaggerate the
deviation. Stochastic conformance measures therefore aim to account for
partial trace matches while ensuring computational efficiency.

The Farth Mover’s Stochastic Conformance (EMSC) measure [2] addresses
this by viewing conformance as a transportation problem between stochastic
languages. Intuitively, the probability mass of traces in the log can be moved
to traces in the model at a cost proportional to their string edit distance.
In this way, traces that differ only locally receive a low penalty. However,
computing EMSC requires solving a costly optimization problem, and it
cannot be computed if one of the languages has infinite support. This is a
common case for process models, as they often allow for infinite behavior.

The truncated EMSC (tEMSC) variant resolves this by sampling probability
mass from the model, but still requires solving the associated optimization
problem.

A more efficient alternative is the Unit Farth Mover’s Stochastic Conformance
(uEMSC) [2], which assigns a unit cost to any mismatch, regardless of its
size. This avoids optimization overhead, enabling much faster computation.
Its drawback, however, is that uEMSC penalizes partial mismatches severely,

as even small local deviations are treated as complete mismatches. Formally,
uEMSC is defined as

uEMSC(L, M) = 1 =Y max(L(t) — M(t),0),
tel

where L and M denote stochastic languages and L is the set of traces with
nonzero probability in L. This reflects that uEMSC measures the probability
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mass of behavior in L not supported by M, thus treating any deviation as a
complete mismatch.

In Chapter 3, we adapt and extend the stochastic Markovian abstraction
approach [3], which the authors describe as “heavily based on the Earth
Mover’s Stochastic Conformance measure.” It addresses this gap by providing
a measure sensitive to local deviations while remaining computationally
efficient.
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Chapter 3

Approach

The approach in this thesis is based on the Stochastic Markovian Abstraction
(SMA) [3], which compares two stochastic processes via the distributions
of their subtraces. Instead of working at the level of complete traces, the
SMA computes, for a given order k, the expected frequency of all subtraces
of length k in the underlying stochastic language. Comparing these subtrace
distributions naturally limits the impact of localized deviations, thereby
avoiding the overpenalization of partial mismatches.

In the following sections, we formalize the SMA and describe its exact
computation procedure for event logs and bounded, livelock-free stochastic
labeled Petri nets. We then introduce the preprocessing techniques required
to handle unbounded models and those containing livelocks. Next, we
present several stochastic distance measures that are used to compute a final
conformance score from the resulting abstractions. Finally, we discuss the
inherent limitations of the approach regarding non-local dependencies.

3.1 K-th Order Stochastic Markovian Abstraction

The SMA captures the expected frequency of k-length subtraces in a stochastic
language. We first fix notation for subtraces of a single trace. For a trace o =
(l1,...,4y) € ¥* and indices 1 <13 < j < n, we write ;5 = (€, lit1,...,45).

Definition 3.1 (Multiset of K-Trimmed Subtraces [3]). Let 0 € ¥* and
k> 1. The multiset of k-trimmed subtraces S is defined recursively as

[o] if lo| <k,

(o1 k] W SE otherwise.

02|0|
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Consider, for example, 0 = (a,b,b,¢) € ¥*. Depending on k, we obtain
different multisets of subtraces:

Sy = [(@), (0)*, ()],

S2 = [(a,), (b, ), (b, )],

Se = [(a,,b), (b,b, )],

S* = [(a,b,b,¢)] for all k > 4.

Definition 3.2 (K-th Order Multiset Markovian Abstraction of a Trace [3]).
Let + and — be special start and end markers not in X, and let ¥4 =
YU{+,—}. Fork > 2 and a trace o € ¥*, the k-th order multiset Markovian
abstraction of o is defined as:

k k
ME = Sk

(e

The markers + and — encode prefixes and suffixes explicitly. For example,
for o = (a,b,b, c) we obtain:

A4g ::[<*_’a>v<avb>7<b7b>a<b7c>v<cv'_>L
M3 = [(+,a,b), (a,b,b), (b,b,c), (b,c,—)],
M2 = [(+,a,b,b), (a,b,b,c), (b,b, ¢, -],
M? = [{(+,a,b,b,¢), {a,b,b,c, —)],

ME =[(+,a,b,b,c,—)] for k > 6.

Therefore, for a subtrace v € Zik, MPF () denotes the multiplicity of v in
the multiset M*. This can then be extended to stochastic languages by
considering trace probabilities.

Definition 3.3 (K-th Order Stochastic Markovian Abstraction [3]). Let
[+ X" — [0,1] be a stochastic language. The unnormalized abstraction
frequency is:

) =3 Uo)- Mi(v), ~€ I
oex*

The k-th order stochastic Markovian abstraction is then:

flk (v)

k = .
my (7) Zv’eZik flk:(,y/)

This yields a probability distribution over Eik representing the expected
frequency of subtraces of length at most k, normalized to sum to 1. Due
to the nature of M?¥, only subtraces of length < k have probability greater
than zero.
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Consider, for example, the following stochastic language [ with three traces:

o1 = (a,b,b,c) with l(o1) = 0.5,
o9 = (a,c) with [(o2) = 0.3,
o3 = (b, c) with [(o3) = 0.2.

For k = 2, recall that M2 = S_QH,_, i.e., all length-2 subtraces of the marked
sequence +o—.

Mgl = [<+’a>7 <(I,b>, <b7 b>7 <b7 C>7 <C7_>]7
Mgg = [<—|—,6L>, <a7 C>’ <Cv _>]’
Mga = [<+7b>7 <b7 C), <C7 _>]

The unnormalized expected frequencies are
= Zl(a) M2 (v
g

Carrying out the weighted sum (each listed subtrace appears once in its M2):

f2((+,a)) —05+03—08 f2((a, b)) = 0.5,

fE (b, b)) = FA((b,c) = 05+02=07,
fE({e, =) _05+03+02_10 f2({a,c)) = 0.3,
fE((+,0)) = 0.2.

The total mass is

S A1) =05-5 + 0.3-3 + 023 = 4.0,
so the normalized abstraction mlz is:

2((+, a)) —08/4_020 m?({a,b)) = 0.5/4 = 0.125,
2((b,b)) = 0.5/4 = 0.125, mi({b,c)) = 0.7/4 = 0.175,
7({e, =) i

m

3

¢,—)) =1.0/4=0.25, mj ({a,c)) = 0.3/4 =0.075,
m?({+,b)) = 0.2/4 = 0.05,
and all other subtraces have probability 0. The above probabilities sum to 1

m

as required.

The prefix and suffix markers + and — serve two purposes. First, they allow
the abstraction to distinguish between prefixes, suffixes, and infixes of the
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language, which is useful when defining set operations over subtraces [3]
or when comparing models that differ only in their start or end behavior.
Second, they prevent certain “scaled” languages from collapsing into identical
abstractions for small k [3]. For instance, without markers, the abstractions
of

h = [(bv b>1]7 ly = [<b7 b, b>1]

would be identical for k = 2, both yielding le1 = leQ = [(b,b)}]. With
markers, however, we obtain:

m = [(+, 03, (0,03, (b, V3], md = [(+,0)4, (b, b)) (b, )4,

which are clearly different. The +/— markers thus ensure that differences in
trace length and boundary structure are preserved in the abstraction.

The abstraction mf is not automatically well-defined for all stochastic lan-

guages. From [3], mf exists if and only if the stochastic language [ has a
finite expected trace length, i.e.,

> (o) |o| < oo.

oceX*
This condition is trivially satisfied for languages with finite support, such as
those induced by finite event logs, but must be verified for models generating
infinitely many traces. For bounded, livelock-free SLPNs, the condition
always holds [3]. For certain unbounded but probability-decreasing models,
it can still be satisfied, as shown in [3]. In Section 3.3.5, we will address how
to handle SLPNs that violate this condition, either due to unboundedness or
livelocks, by introducing preprocessing techniques such as livelock patching
and sampling.

The use of the k-th order stochastic Markovian abstraction reduces the impact
of localized deviations between two stochastic languages. When comparing
the abstractions of two stochastic languages rather than complete traces, a
difference confined to a small region of a trace affects only the frequencies of
the subtraces overlapping that region. In contrast, measures defined directly
on complete traces often treat any deviation as a total mismatch, leading to
a severe penalty even if the rest of the trace aligns perfectly. By focusing on
local patterns, SMA captures partial behavioral agreement and thus avoids
the overpenalization inherent in full-trace comparisons.

3.2 SMA Computation for Event Logs

For event logs, the stochastic language [, is finite by definition, which means
the SMA can be computed exactly and efficiently. Given an event log
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L € B(¥*) with |L| total traces, its induced stochastic language is:

L(o)

29 sewn
L]

lp(o) =

The computation of me proceeds as follows:

1. Initialization: Create a map from subtraces v € Zik to their unnor-
malized frequency flkL (), initially set to 0.

2. Trace-level abstraction: For each o € supp(L):

(a) Compute the multiset M¥ by inserting 4 at the start and — at
the end and extracting all k-trimmed subtraces.

k k k
(b) For each v € My, add I(0) - M (v) to fi: (7).
3. Normalization: Divide each flkL (7) by the total mass
Z = Z fsz )
'y’EEik

to obtain mf (v) = ff (v)/Z.

59

Since each trace o contributes exactly max(|o| — k+ 3, 1) subtraces of length
at most k to MP¥ (after marker insertion), the overall runtime is:

o 3 ol) < AT lel) = Olken)

oesupp(L)
where |L|ot is the total number of events in L. This linear complexity makes
the SMA computation for event logs highly efficient, even for large datasets.

The result me is a probability distribution over Eik that serves as a compact
summary of the k-gram structure of the log, ready to be compared to the
abstraction of a process model or another log using the conformance measures
in Section 3.4. The example in Section 3.1 demonstrates this computation
for k = 2 using the event log

L=[(a,b,b,c)°, (a,c)3, (b,c)?.

3.3 SMA Computation for SLPNs

While event logs enumerate all observed traces explicitly, stochastic labeled
Petri nets (SLPNs) typically describe an infinite, or at least extremely large,
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set of possible traces. Direct computation of the stochastic Markovian
abstraction mf from such models is therefore not feasible. To enable its
computation, we transform a bounded, livelock-free SLPN into a SNFA that
preserves its induced stochastic language up to 7-transitions. This finite-
state view allows the stochastic Markovian abstraction to be computed by
analyzing paths through the automaton rather than enumerating the model’s
full trace space. In the following, we detail this procedure, starting with the
construction of the embedded SNFA.

3.3.1 SNFA Construction

Given a bounded, livelock-free SLPN
SN = (P,T,F, %, \, My, w),

we first construct its embedded SNFA [3], which provides a finite representa-
tion of the stochastic language generated by SN. Each reachable marking of
the SLPN corresponds to a state in the SNFA.

Formally, the embedded SNFA is defined as:

A=(Q,%,6,q0,pf),

where:

e (@ is the set of markings reachable from My in SN.

e 0:Qx (XU{7}) xQ — [0,1] is the transition probability function
induced by the firing of transitions in 1. For each marking M € @
and each enabled transition ¢ € T with M[t)M' and label A(¢) = ¢, the
probability of firing ¢ is

w(t)
>over, MIt") w(t')

In the SNFA all enabled transitions in M with the same label ¢ and
leading to the same marking M’ are aggregated into a single transition
with probability

S(M, 0, M') = Dter, MM, A(t)=¢ W(t)
o Zt’eT,M[t’)w(t/)

e qo € Q corresponds to the initial marking M.
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e pr:Q —[0,1] is the final-state probability function, defined as

M) =
pf( ) 0 otherwise.

{1 if M is a deadlock marking,

Figure 3.1 illustrates the embedded SNFA of a SLPN. Consider, for example,
transitions a and b in the SLPN with weights w(a) = 2 and w(b) = 1. From
the initial branching marking, the probability of firing a before b is therefore
2/3. The only reachable deadlock marking is the one with a single token in
the rightmost place of the SLPN, which yields ps(7) = 1 for the corresponding
state in the SNFA.

This embedded automaton is a trimmed, consistent SNFA that preserves
the exact stochastic behavior of the SLPN, including r-transitions, which
correspond to silent moves in the process model. However, these 7-transitions
must be eliminated in a probability-preserving manner before computing the
SMA, which is addressed in Section 3.3.2.

start

(b) The embedded SNFA of the SLPN in (a) with ps(7) =1 and ps(g) = 0 for all
other states q # 7.

Figure 3.1: A SLPN and its embedded SNFA. The SNFA preserves the
stochastic language.
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3.3.2 Exact -Removal

To compute the SMA on the embedded SNFA, we first eliminate silent (7)
transitions while preserving the wvisible stochastic language. Unlike prior work
that relies on numerical approximations [3], we propose an ezact procedure.
Conceptually, it follows Mohri’s two-phase e-removal pattern (compute a
closure, then reroute visible behavior) [13] in the probabilistic semiring,
tailored to our SNFA format with explicit final probabilities.

Let A= (Q,%,9,q0,ps) be the embedded SNFA from Section 3.3.1. For each
q € @, the row-sum condition holds by definition

Y. > 8abd) + pele) = 1. (3.1)

Lexu{r} ¢'€Q

We define W € [0,1]9%? as the 7-transition matriz with entries given by
Wiq,r] = 0(q,7,7). Visible edges are handled separately via d(-,a,-) for
a €.

Our goal is to construct a 7-free automaton A’ = (Q', %, ', go, py) such that
for every trace o € ¥*,
P = Pr|o|. 2
pr{o] = Pro] (3.2)

We also require that A’ is consistent and trimmed for the later steps of the
SMA computation.

The approach works in two conceptual phases. First, we compute a 7-closure
matrix that aggregates the total weight of all 7-only paths from each state
to every t-reachable state. Second, we use this closure to reroute all 7-
flow through visible edges and final probabilities, essentially pushing the
probability mass that would have traveled via 7-paths directly onto the
visible transitions.

Phase 1: 7-closure via SCC-wise exact inversion

The 7-closure. The (p,r)-entry of W™ is the total weight of all 7-only
paths of length n from p to r. Consequently, the Neumann series ) ,~o W"
aggregates the weights of all finite 7-paths. The total weight of all ;—only
paths from p to r is therefore given by the (p,r)-entry of the closure matrix

D=T-w)"=>wn

n>0

The existence of D will be justified in the Ezistence paragraph below.
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Under invertibility, the closure D is unique and satisfies
D =1+WD = I+ DW. (3.3)

This follows directly from (I — W)D = I and D(I — W) = I, as the first
expands to D — WD = I, hence D = I + WD (left form), and the second to
D — DW =1, hence D = I + DW (right form).

The identity has a direct probabilistic interpretation. To reach r from p via
T-steps, either you are already at r (the I term), or you take one 7-step
(the W term) and then continue according to D. This recursive view is
useful both in proofs (e.g., Lemma 3.1) and in computation, where closure
values can be propagated across SCC boundaries without recomputing the
full inverse, as outlined in the SCC accumulation step below.

SCC accumulation. The directed 7-graph of A may contain cycles of
T-edges. Each such cycle belongs to a SCC in the 7-graph. If we collapse
every SCC into a single node, the resulting graph is a DAG because there
are no 7-cycles between distinct SCCs.

By taking a topological order of the SCCs in this DAG, we can reorder the
states so that W is block upper triangular, with one diagonal block W¢, per
SCC C:

(I —Weg,)™? * *

0 I—-Wg,) b - *

(I—W)_l _ . ( . CQ) ' .
0 0 (I-We,)™

In this layout, the inverse (I —W)~! is computed blockwise. First we compute
the local closures D¢, = (I —We,)™! on the diagonal. Then we add the inter-
block contributions. After computing the local 7-closure Do = (I — Wg) ™!
for the current SCC C, we propagate its contribution to every successor
component in the 7-DAG using D = I + WD (3.3). Processing SCCs in
reverse topological order ensures that the rows D|r, %] for every successor
state r ¢ C' are already fixed. For all p € C' and s € @) we accumulate the
cross-component contribution

Dlp,s] += >_ Y  Dip.,q] Wlq,7] DIr, s]. (3.4)
q9€C (q—égﬂ

Equivalently, in block form,

D¢y += DcWesDg for each successor SCC S,
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where D¢ . denotes the block of rows indexed by states in C'. The identity
term [ in D = I + WD is already absorbed by the local closures D¢, so (3.4)
accumulates only inter-SCC flow. This realizes the Neumann-series closure
without forming global powers W" and makes explicit how 7-probabilities
propagate across SCC boundaries.

Existence. Because W can be permuted into block upper triangular form,
invertibility of I — W reduces to checking invertibility of each diagonal block
I — We. For every SCC C C @ in the directed 7-graph, we define W as
the restriction of W to C'. A necessary and sufficient condition for (I — W)
to be invertible is that C' is leaky in the sense that

dgeC: ZW[q,r] < 1.
reC

In a strongly connected component, the existence of such a state implies that
all states in C will eventually reach it with positive probability. In particular,
upon visiting such a state, there is a fixed positive probability of leaving C'
via a T-edge to another SCC, a visible edge, or finalization. Therefore, W¢
is strictly sub-stochastic, so >, ~o W¢ converges and (I — W) is invertible.

If an SCC has Y, . Wlg,r] = 1 for all ¢ € C and no exit/finalization, then
(I — W¢) is singular and the model exhibits a 7-livelock. We treat such cases
by preprocessing in Section 3.3.5.

Phase 2: Rerouting visible edges and finalization

Given the closure D, we push all 7-flow into visible edges and final probabili-
ties:

& (p,a,r) = Y Dlp.q] 6(g,a,7),  a€X, (3.5)
qeQ

pi(p) = > Dlp,q] pslq). (3.6)
q€Q

Equations (3.5)-(3.6) are the probabilistic counterpart of the 7-removal. All
behaviors consisting of zero or more 7-steps followed by a visible a-step are
collapsed into a single a-edge with weight equal to the total probability of first
reaching its source via 7 and then taking that visible step. For finalization,
all behaviors consisting of zero or more 7-steps that end by finalizing are
collapsed into a single finalization probability.
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Post-processing. After the rerouting step, we perform three clean-up
operations. First, we merge any parallel edges that share the same source
state p, label a, and target state r by summing their probabilities. Second,
we remove all remaining 7-labeled edges, since their contribution has already
been incorporated into visible edges and finalization probabilities. Third, we
trim the automaton by removing any states that are not reachable from ¢q
via visible edges.

The resulting automaton A’ is both 7-free and trimmed. Its parameters are
(Q',%,6",q0,p}), where Q" C Q is the set of states reachable through visible
transitions.

Correctness and conservation

Lemma 3.1 (Row-stochasticity is preserved). For every state p € @', the
row-sum condition holds in A’:

> > dpar) + i) = 1.

acy reQ’

Proof. We zero-extend ¢’ from @’ to @ by defining ¢'(p,a,r) = 0 for all
r & Q. Therefore, for every p € Q" and a € &,

Z §(p,a,r) = Zé’(p,a,r).

req’ reQ
Using the rerouting definitions (3.5)-(3.6), we have

Yo S par)+ i) =Y d(p.a,r) + pi(p)

a€S reQ’ aEX reQ
= Z Dip, q] ( Z Z d(g,a,r) +pf(Q))
qeqQ a€X req
=" Dlp, q}(1 - W[q,r]),
qeQ re@

by the original row-sum condition (3.1).
From D =1+ DW (Eq. (3.3)) we get D — DW =1, ie., DI -W) = 1I.
Taking the (p,r)-entry gives

> Dlp,ql(Ilg,r] = Wlg,r]) = I[p,7].
q€Q

Summing both sides over 7 € @ and using ¢ I[g,7] = 1 yields

> Dlpg (1= Wia,r]) = 1.

q€Q reQ
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Therefore,

> dpa,r)+0ip) = 1.

aeX req’
O]

Lemma 3.2 (Path factorization). Any run of A that produces the trace o =
aj - - am € X* can be decomposed in a unique way (unique after collapsing
mazimal T-blocks between visible symbols) into an alternating sequence of
T-blocks and visible steps:

G0==) == D gy L=,
Here, each 7*-block represents zero or more consecutive T-transitions, and
the final block may lead directly to finalization. The probability of the run is
obtained by multiplying the probabilities of all T-blocks and wvisible transitions
in the sequence.

Proof. Let p be any run of A producing o = a1 - - - a,, € X*. By definition, p
is a finite sequence of transitions whose labels are in YU{7}, and whose visible
projection is o. Starting from gqg, take all consecutive 7-steps until the first
visible a; is encountered. These form the first 7*-block. The a-transition is
the first visible step. This is then repeated for each visible step.

This procedure yields a factorization of p into alternating 7*-blocks and
visible steps as in the lemma. The block boundaries are determined by
the positions of the visible labels. No 7-steps can cross a visible transition
(only the contents of each 7* block may vary). The probability of p is the
product of the probabilities of all steps, which equals the product of the
block probabilities. ]

Theorem 3.1 (Preservation of the visible language). For every o € ¥*,
Prylo] = Prasfo].

Proof. By Lemma 3.2, the total probability of generating ¢ in A is the
sum over all such factorizations of the products of m-block probabilities and
visible-edge probabilities. Equations (3.5)-(3.6) collapse each 7*-block into a
single visible step (or finalization) whose weight equals the sum of all such
block probabilities, precisely because D aggregates all 7-paths. Summing
over factorizations yields equality (3.2). O

Corollary 3.1 (SMA invariance under 7-removal). Let l4 and [ be the
visible stochastic languages induced by A and A’, respectively. Then for any
order k,

k k
mlA = mlA,.
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Complexity

Let n = |Q|, 7-SCC sizes n1,...,nm, E, the number of T-edges, E*r the
inter-SCC T1-edges, and Fx the visible edges before merging. The phases
cost:

o Closure: 3, O(n?) for local inversions (I — W¢,)™!;
o SCC discovery: O(n+ E;);

o Inter-SCC accumulation: O(n?EM*r) worst-case;

o Rerouting: O(nEx);

o Post-processing (merge/trim): O(n + E’) where E’ is the final edge

count.
Overall:
m .
O (Z n3 + n?Einter 4 nEg> .
i=1
Example

Consider again the embedded SNFA in Figure 3.1 (b). The 7-edges are

1 2
T/ 7 T/ 35 T/ 35
AN 1,4 SN 5,5 —2% 6,6 —25 5, and 6 —2>5 7. All other edges are

visible (a, b, c).
With state order @ = {0, 1,2,3,4,5,6, 7}, the 7-transition matrix is

O O OO O oo o O
=B elBeoBoeoNolBeoRel S e
O OO OO OO o N
O OO O OO oo W
O OO OO OO O -
Quwro k O O O O UL,
O OrrFO ©O O O O O
Quwhh o © O O O O 3

N O W N = O

The only nontrivial 7-SCC is C' = {5,6} and the singleton SCCs have no 7
self-loops. Permuting states by a T-topological order (0) (1) (2) (3) (4) (5,6) (7)
makes W block upper triangular, with diagonal blocks [0] for singletons and
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We = |, for C' = {5,6}. We first invert (I — W¢) (local closure), then

)
O k=
| S

3
accumulate inter-SCC flow (e.g., 6—7) as in Eq. (3.4).
We compute the local T-closure on C' = {5,6}. The diagonal block is
0 1 1 -1
We = [1 41, I-We= [ . 4].
5 0 -3 1
Computing the inverse gives us
12 3
De=(I-We) !t = llj };] :
i 11
Now the inter-SCC edges need to be accumulated. The inter-SCC T-edges

2
involving C are 6 — 357 and 4 T/—1> 5.

Thus
D[5,7) = D¢[5,6]- 2 =2 -2 = 2,
D[6,7] = Dol6,6] - 2 =12.2 = &
D[4,5] = D¢[5,5) - 1 = 12,
D[4,6] = Dc[5,6] -1 = 4,
DI[4,7) = D[4,6] - % =2

Also 0 AN gives DI[0,1] = 1, while states 2 and 3 have no outgoing 7, so
DJ2,2] = DI[3,3] = 1 and other entries in those rows are 0.

Collecting the nonzero entries gives D = (I — W)~L:

01 2 3 4 5 6 7

o/1 1 0 0 0 O 0 o0

110 1 0 O O O o0 O

210 01 OO 0O 0 O
17W_1:300010000
T T on e g g g
600000Eﬁg

11 11 11

7\0 0 O O O O 0 1

After computing the closure D, all 7-flow is pushed into visible edges and
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final probabilities:

From 0: 6'(0,a,2) =D[0,1]-2 =2,  §(0,b,3) [0,1] I
From 2: §'(2,b,4) = D[2,2] -1 =1,

From 3: §'(3,a,4) = D[3,3]-1=1,

Emm4;8@c® D[4,5]-3=1.3 -9

1
=" Dl prla) = DI4,7) = &,

From 6: §'(6,¢,6) = DI[6,5] - % :
=Y DI6.q] ps(a) = D[6,7] = .
q

The visible state set is {0,2,3,4,6}. Relabel to {0,1,2,3,4} via 0 — O,
2+—1,3— 2,4+ 3, 6— 4. Figure 3.2 illustrates the obtained 7-free SNFA.

a/? b/1
¢/
start e 4 a c/%
b/% a/l

Figure 3.2: SNFA after 7-removal with pf(4) = %, pr(3) = % and ps(q) =0
for all other states.

Assumptions and guarantees

The procedure handles several structural situations in the 7-graph. Pure
T-cycles with no exit or finalization (7-livelocks) prevent closure computation
and are resolved by a preprocessing step described in Section 3.3.5. Other-
wise, the closure exists and the expected number of 7-steps is finite. The
construction conserves probability mass (Lemma 3.1), simply redistributing
it from 7-paths to visible edges and finalization, and trimming removes states
that become unreachable via visible transitions without affecting the visible
language. The resulting 7-free, trimmed SNFA is consistent and language-
equivalent to the original on ¥*. Based on this 7-free SNFA, the SMA can
be computed in the following sections.
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3.3.3 SNFA Patching
After 7-removal (Section 3.3.2), we obtain a trimmed, consistent SNFA

A, = (Qa 27 5/7 QO>p,f)

To align the automaton with the SMA definition that uses explicit start and
end markers (Section 3.1), we patch A’ to add a single prefix + and a single
suffix — to every run. Recall that ¥4 = ¥ U {+, —} denotes the alphabet
extended with start and end markers.

We build the patched SNFA [3]

~ A ~

A: (Q7 Z:t) 57 q+, ﬁf))

from A’ as follows:

1. Add a fresh state g1 with p¢(¢+) = 0 and a single outgoing + transition
to qo0:

N

5(q+7 +7 QO) =1L

This ensures that every trace begins with exactly one +.

2. Add a fresh sink state g with p;(¢—) = 1 and no outgoing transitions.
For every ¢ € Q with p}(q) > 0, redirect its finalization probability
into a — transition to g_:

A

o(q, = q-) =p5(q),  Drlq) =0.
Keep all former transitions unchanged:

S(q, a,r) =4d(q,a,r) Vg,r €Q, VYa € .

All other unspecified transitions have probability zero. The resulting au-
tomaton is over Y4 and has state set Q = Q U{g4+,q-}. The only state
with p; > 0 is g— with py(¢—) = 1. This ensures that every trace ends with
exactly one —.

The patching maintains the row-sum condition for all states. For ¢, we
have 3(q+, +,q0) = 1 and pr(g4+) = 0, so the row sums to 1. For each ¢ € Q,
the finalization probability p’f (¢) is moved to become ) (¢, —,q-), while p(q)
is set to 0. For ¢_, there are no outgoing transitions and ps(g—) = 1, so its
row also sums to 1.
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(a) Patched SNFA with explicit prefix ¢4 and sink ¢g_. Finalization probabilities of
states 3 and 4 are moved to outgoing — transitions.

v 0 1 2 3 4 ¢
¢+ /0 1.0 0 0 0 0
00 02 %+ 0 0 0
110 0001 0 0

A=21]10 0001 0 0
AT

11 11
¢-\0 00 0 0 0 0

(b) Transition matrix A corresponding to the automaton.

Figure 3.3: Patched SNFA shown as (a) state diagram and (b) transition
matrix A.

Language preservation with markers. Let [4 be the stochastic lan-
guage of A" over ¥* and let I ; be the stochastic language of A over 7.
Then, for every o € ¥*,

ZA(+J_) = lA'(U)a

The leading + is produced with probability 1 from g, all behavior on ¥ is
identical to that of A’, and termination from any ¢ € @) occurs via a single —
edge with probability p/;(¢). Therefore, the patching is probability-preserving
up to the embedding o — +o—.

If p’t(go) > 0, the empty trace in A" appears as the length-2 word +— in
A, as intended. Since T-removal precedes patching, A contains no silent
transitions, and every accepted word begins with exactly one + and ends
with exactly one —.

With A, the multiset abstraction M. * applied to marked runs 4+o— aligns
exactly with the log-based definition, enabling a uniform treatment for both
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logs and models. Patching is linear in the automaton size, as it adds two
states, at most || new — edges, and a single + edge. Hence the time
complexity is O(|Q| + | E’|), where |E’| is the number of edges in A’.

Consider again the 7-free SNFA in Figure 3.2. Patching this automaton
yields the SNFA shown in Figure 3.3 (a). In the patched version, the new
starting state g4 has a single outgoing + transition to the original initial state.
For states 3 and 4, the probability mass previously assigned to finalization is
instead redirected through an outgoing transition into the absorbing state

q—.

With this patched automaton in place, we can proceed to compute the
expected subtrace frequencies in the next section.

3.3.4 Abstraction Computation

Let
A= (Q7 Eiv 57 Q+7ﬁf)

be the patched, T-free SNFA from Section 3.3.3, and let [ denote its stochastic
language. Since patching preserves these conditions, A is both trimmed and
consistent.

Rocha et al. [3] provide a procedure for computing the SMA of such 7-free,
patched SNFAs. In their approach, the expected frequency of a subtrace
is obtained by combining, for each state ¢ € (), two components:

1. the expected number of visits to q, and

2. the probability of generating v starting from q.

Summing these contributions over all states yields the overall expected
frequency of v under the stochastic language .

Formally, for v € supp(fF), it holds that

@) = 2607 q)
a€Q

where z = [z4, Tq ... Tq ] € QI solves
I-A)Tz =1[10...0]",

A~

A €0, 1]‘Q|X|Q| is the transition matrix of A with

Ai,j == Z 8(q27£7QJ)7

leX 4+
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and the component z, is the expected number of visits to state ¢ when
starting from ¢ .
o(v]a) = DO
PEO 4(a), A(p)="
is the total probability of all subpaths of A that start in q and are labeled
exactly by ~.

In the statement of Lemma 13 by Rocha et al. [3], the displayed linear system
is written as

(I-Az=[10...0".

This appears to be a typographical oversight. From the definition of x in
their proof, the correct system is instead

(I-A)Tz=[10...0,

which is also the form satisfied by the numerical example provided in their
paper. The remainder of the lemma and their results remain correct once
this correction is made.

Computation of flk. To compute x, we construct the transition matrix
A as above and solve

Rocha et al. [3] compute ¢(7 | ¢) by replaying every v € Eik from each state
q € Q and summing the probabilities of subpaths that produce v. While
correct, this procedure is computationally inefficient, since it enumerates
all candidate k-length subtraces, including many that do not correspond
to actual paths in the SNFA. As a result, their approach has worst-case
complexity O(|Q| - |S+|¥). To overcome this inefficiency, we compute ¢ by
means of a recursive, memoized construction that produces the probabilities
of all relevant subtraces in bulk. The idea is as follows:

1. State-length pairs. For each state g and each allowed remaining
length m < k, we define the set of all suffixes of length at most m that
can be generated from ¢, together with their probabilities.

2. Base case. If m = 0, the only possible suffix is the empty trace, which
has probability 1.

3. Recursive step. For m > 0, consider each outgoing transition (¢, ¢, ¢')
with probability p:
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o If 7 is the end marker —, then the suffix (—) is added with proba-
bility p.

e If 7 is not an end marker, extend ¢ with every suffix obtainable
from (¢’,m — 1). The probability of each resulting subtrace is
D+ Psuffix, Where pgumix is the probability of the suffix from ¢'.

4. Memoization. Once the distribution for a pair (¢,m) has been
computed, it is stored. If (¢, m) is needed again, the stored result is
reused instead of recomputing it. This avoids redundant exploration of
overlapping subpaths.

5. Extraction of qAS After completing this construction for all g € Q,
the values gz@(v | ¢) are obtained by selecting those subtraces v of exact
length k, or shorter subtraces that include both the start marker +
and the end marker —.

The key insight is that many state-length pairs (g, m) are reached via multiple
paths during the recursion. Memoization ensures each is computed only once
and reused thereafter. Thus every possible subtrace of length up to k is
considered exactly once per state and length, rather than being recomputed
for every ~. In this way, all probabilities ¢(y | ¢) are obtained in a single
pass.

The complexity of our approach is O(|Q| + | P|), where P is the total number
of relevant subpaths of length at most k across all states ¢ € ). Consistent
with Rocha et al. [3], the linear factor in & is omitted.

This advantage becomes even more evident in practice, since Rocha et al. [3]
must enumerate all \Ei]k sequences regardless of the model’s structure,
causing runtime to scale directly with alphabet size and k. By contrast,
our recursive construction explores only transitions that actually exist in
the SNFA. Since process models are typically sparse with each state having
transitions to only a small subset of activities, the number of reachable
subpaths |P| is often orders of magnitude smaller than |¥4|¥. Consequently,
even for small values of k (such as 2-4, as used in [3]), our approach achieves
substantial speedups on models with large or structured activity alphabets,
avoiding wasted computation on paths that cannot occur.

Normalization. With = and gZ; computed as above, we obtain the expected
<k
frequency of each subtrace v € ¥3" as

@) =Y 24607 q)

a€Q
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Finally, normalizing these frequencies yields the SMA:

fF ()

mP ==
1(7) Zv " fz( n

As an illustration, consider the patched SNFA and its transition matrix A
in Figure 3.3. Let [ denote its stochastic language and @) its state space. We
now compute f7:

We start by solving
We obtain

Next, for each subtrace v € Eik and state ¢ € Q, we compute qg(v | q) fol-
lowing the procedure outlined above. The resulting conditional probabilities
are:

S(+.0) [a+) =5, d(+.a) | as) = 3,
((b,a) | 0) = 5,
S((b,e) | 1) = 11, S((b,—) 1) =2,
b({acy | 2) = %, S, =) [2) = &,
blle =) 18) =3, dlleo)]3) =2,
Slle, =) 1) =25 dle.0) | 4) = 13-

By combining the expected visit counts x with the conditional probabilities
¢, we obtain the expected frequencies:

R+ =% f+a) =12
fllab) =3 ffllad) =,
fba) =% fA(bo) =4,
ffllee) =%, fAle-) =1,
oD =%  F-)=g%

For example, for the subtrace {(c,c), fZ({c,c)) is computed as
23 0(ec) | 3) + a0 dle.c) [4)=1-Fr+§ - o = 5
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Normalizing these frequencies yields the SMA:

mi((+.b) =g5.  mi({+,a)) =g,

mi ({a, b)) = 5, mi ((a,¢)) = 157,
mi ((b,a)) = g5, mi((b,¢)) = 151,
mi({e,¢) = 131, mi((e, =) = &
mi((a, =) = 155, mi({b, =) = 1085-

This section began with the SLPN in Figure 3.1 (a). By following the
procedure step by step, we derived the k-th order stochastic Markovian
abstraction for & = 2. The choice of K = 2 was fixed only in the final
step. For other values of k, the procedure remains the same, with only the
computation of qg differing,.

3.3.5 Handling Unbounded or Livelock-Containing Nets

In the SMA computation for SLPNs in Section 3.3, we assume that the SLPN
is bounded and does not contain any livelocks. In this section, we explain
why these assumptions are necessary and propose two possible techniques,
one for handling unboundedness and one for handling livelocks.

Unboundedness

If the SLPN is unbounded, the set of reachable markings is infinite. Conse-
quently, the embedded SNFA would contain infinitely many states, and any
procedure that relies on a finite-state automaton, such as the T-transition
elimination (Section 3.3.2) and the abstraction computation (Section 3.3.4),
is no longer applicable.

Boundedness via coverability tree. To decide whether an SLPN is
bounded, we build its coverability tree (Karp-Miller) following the standard
procedure [14]. Starting from the initial marking My, we perform a breadth-
first exploration. Whenever a newly generated marking M’ has an ancestor M
on the current root-to-M’ path with M < M’ and M # M’ (componentwise),
we apply the w-acceleration. For every place p with M'(p) > M(p), set
M'(p) = w. If M’ is identical to some ancestor on the path, the node is
marked old and not expanded further. The exploration continues from this w
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node and if no transitions are enabled at a node, it is marked dead-end. The
construction terminates because w prevents infinite componentwise growth.

The net is bounded if and only if no w appears in any node label of the
constructed coverability tree. Otherwise it is unbounded. For bounded nets,
the coverability tree matches the reachability tree. While SLPNs include
stochastic firing semantics, these do not affect the boundedness decision,
since boundedness is a structural property of the underlying Petri net.

Sampling. When the SLPN is unbounded, we fall back to sampling with
random walk [15]. We generate a fixed number of traces by simulating the
stochastic execution of the SLPN. Starting from the initial marking, we
repeatedly:

1. Identify all enabled transitions and their weights in the current marking.

2. Randomly select a transition according to the probability distribution
defined by the normalized weights.

3. Execute the chosen transition, update the marking and append any
visible activity to the current trace.

4. Repeat until a final marking (deadlock) is reached.

Note, however, that this procedure may not terminate when the SLPN
contains livelocks, since in that case a final marking would never be reached.

This process generates a finite stochastic language that approximates the
behavior of the unbounded SLPN [16]. Each sampled trace is assigned a
frequency based on how often it was generated during the sampling process.
We then compute the SMA directly from this finite approximation using the
procedure described in Section 3.2.

The sampling approach trades exactness for computational feasibility. Al-
though the resulting abstraction is approximate, it still enables the analysis
of unbounded models that would otherwise be impossible to analyze.

Livelocks

If the SLPN contains a livelock, there is a reachable marking M from which
no deadlock can be reached. Starting in M, the net can loop indefinitely
with positive probability, so the total probability of all finite traces is strictly
less than one. In the embedded SNFA, this appears as a strongly connected
component that has no transition to any state with positive finalization
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probability and whose outgoing probabilities sum to one. For every state
in this component, the corresponding row of the transition matrix A also
sums to one, which makes the matrix I — A singular and the linear system
unsolvable, as the expected visit vector x diverges for states within the
livelock component. Therefore, the values flk cannot be computed.

Livelock detection. A marking M is part of a livelock if and only if no
final state (deadlock) is reachable from M. The detection algorithm performs
a depth-first search from M:

1. Initialize a stack with marking M and mark it as visited.
2. While the stack is not empty:

(a) Pop a marking M’.

(b) If M’ is a final state, return false (no livelock).

(c) For each enabled transition ¢t in M

i. Execute t to obtain successor marking M".

ii. If M" has not been visited, push it to the stack and mark as
visited.

3. If the stack becomes empty without finding a final state, return true
(livelock detected).

Since livelock detection can be expensive and many markings may need to
be checked, previously computed results are stored.

Livelock patching. To address the computational issues caused by live-
locks, we propose a livelock patching technique that adds timeout transitions
to enable escape from livelock SCCs while preserving the original model’s
behavior. The algorithm operates in two main phases:

Phase 1: Livelock detection and SCC identification
1. Perform breadth-first exploration of the reachability graph starting
from the initial marking.

2. For each reachable marking, determine if it belongs to a livelock SCC
using the livelock detection.

3. Collect all livelock markings discovered during exploration.

4. Group livelock markings by strongly connected components:
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(a) Build adjacency list representation of transitions between livelock
markings only.

(b) Identify SCCs.
(c) Each SCC represents a separate livelock that requires patching.

5. Select a deterministic representative marking for each SCC using lexi-
cographic ordering with token count tie-breaking.

Phase 2: Timeout transition insertion

For each SCC representative marking M:

1. Calculate the total weight of enabled transitions:

wtotal(M) = Z w(t)

t€enabled(M)

2. Create a silent timeout transition Tyimeoutr With weight & - wyoqr (M),
where § > 0 is a small parameter. Therefore, at M the timeout fires
with probability %M.

3. Configure the timeout transition to be enabled in marking M by setting
its preset to match M’s token distribution.

4. Connect the timeout transition to a global sink place, effectively re-
moving the system from the livelock.

The timeout transition weight is proportional to the total weight of enabled
transitions in the representative marking. This ensures that the probability
of escaping the livelock is small relative to normal behavior when § is chosen
appropriately small (e.g., 6 = 0.001). The choice of parameter ¢ reflects
how long the system is permitted to remain in a livelock. Smaller values
keep the run in the livelock for longer, preserving the original stochastic
behavior, whereas larger values shorten livelock durations by encouraging
earlier escapes. Intuitively, this means that for small § the abstraction places
more probability mass on subtraces generated inside the livelock, while
larger values reduce their frequency in the overall subtrace distribution. The
parameter can therefore be used to control how the probability mass trapped
in livelocks is incorporated into the abstraction.

To ensure deterministic behavior across multiple applications of the algorithm,
we select a unique representative marking for each SCC. The selection criteria
are:

1. Lexicographically smallest token vector (place-wise comparison)
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2. If tied, smallest total token count

All timeout transitions lead to a single global sink place with no outgoing
transitions. This design choice minimizes the structural changes to the
original net while ensuring that escaped executions terminate properly.

Theoretical properties. The patching preserves all non-livelock behavior
of the original model. Traces outside livelock SCCs are unchanged, and runs
inside a livelock SCC gain a small probability of escape.

Applying the patching algorithm multiple times to the same net produces
identical results. Once patched, a net contains no livelock SCCs, so sub-
sequent applications detect no livelocks to patch. The algorithm produces
consistent results across multiple invocations due to the deterministic SCC
representative selection and systematic exploration order.

The algorithm’s time complexity is O(|S| + |E|) for the reachability explo-
ration plus O(|L| + |E’|) for the SCC computation, where |S| is the number
of reachable states, |E| is the number of transitions in the reachability graph,
|L| is the number of livelock markings, and |E’| is the number of edges whose
source and target are both livelock markings.

Incorporation into the SMA computation

The two techniques can then be incorporated into the SMA computation.
The procedure is as follows.

As the first step of the SMA computation, we test whether the SLPN is
bounded.

e If the SLPN is unbounded, we apply the sampling method described
earlier to obtain a finite stochastic language. We then compute the
SMA as described in Section 3.2. This method is not guaranteed to
terminate if the SLPN also contains a livelock, and is therefore only
applicable to unbounded SLPNs without livelocks.

o If the SLPN is bounded, test for livelocks. If livelocks are present,
apply the livelock patching technique, after which the SMA can be
computed as described in Section 3.3.

Hence, the SMA computation is additionally applicable to SLPNs that are
either unbounded or contain livelocks, but not both.
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3.4 Conformance via Stochastic Distances

For conformance checking, we do not compare the event log and the SLPN
directly, but rather their stochastic Markovian abstractions. Since both ab-
stractions are finite stochastic languages, any existing stochastic conformance
measure can be applied [3].

We use a distance-based approach that measures the dissimilarity between
two stochastic Markovian abstractions. Let [1, ls be the finite stochastic
languages of an event log and a SLPN. Given their k-th order Markovian
abstractions mf‘l and mfz , we compute their conformance as

k k
1-— d(mll,mlz),

where d is a distance metric normalized to the range [0, 1]. Identical abstrac-
tions should yield a conformance score of 1 (perfect match), while disjoint
abstractions should yield a score of 0.

We consider four distinct distance metrics, each capturing different aspects
of distributional dissimilarity. As they can be efficiently computed on the
abstractions, these metrics are well suited for scalable conformance analysis.
In the following, we present the four distance metrics, starting with the unit
earth mover’s distance.

3.4.1 Unit Earth Mover’s Distance

The unit earth mover’s distance between two probability distributions ex-
presses the amount of behavior in the first distribution that is not supported
by, or exceeds, the behavior in the second distribution [2]. Let Iy, ls be two
stochastic languages. Then, for the two Markovian abstractions mfl and mﬁ ,
the unit earth mover’s distance is defined as

duEMD(mﬁamﬁ) = Z max(O,mﬁ (v) = mﬁ(’)’))

<k
YEXT

It measures the total amount of probability mass that must be moved to
transform one distribution into the other. Thus, all differences are treated
linearly. For example, a difference of 0.2 contributes twice as much as a
difference of 0.1.

When the unit earth mover’s distance is used, the resulting conformance mea-
sure coincides with the uEMSC stochastic conformance measure. Rocha et al.
further propose its use for stochastic Markovian abstractions, emphasizing
its scalability [3].

41



3.4.2 Scaled L2 Distance

The scaled L2 distance between two probability distributions expresses
their overall dissimilarity by measuring the Euclidean distance between the
corresponding probability vectors. Let [y, I3 be two stochastic languages.
Then, for the two Markovian abstractions mfl and mg, the scaled L2 distance
is defined as

dm(m;z,m;;):;i S (mf () — mb (1)

<k
YeEXE

The normalization factor % ensures that the distance is bounded in [0, 1],
since the maximum L2 distance between two probability distributions occurs
when both are point masses on disjoint subtraces, yielding v/2. This makes
the scaled L2 distance sensitive to all differences between the distributions
while providing a balanced measure of overall dissimilarity.

It measures the geometric deviation between the two distributions. In
contrast to the unit earth mover’s distance, where each difference contributes
linearly, the scaled L2 distance combines all squared deviations before taking
the square root. As a result, many small deviations tend to cancel out,
whereas larger differences dominate the measure. This makes the scaled L2
distance more robust to noise and more sensitive to substantial differences.
Overall, the resulting distances are never larger than those obtained with
the unit earth mover’s distance. However, a disadvantage of the scaled L2
distance is that it does not treat all disjoint supports as maximally different,
since only point-mass distributions reach the maximum value of 1.

3.4.3 Jensen-Shannon Distance

The Jensen-Shannon distance between two probability distributions is derived
from the Jensen-Shannon divergence, a symmetric and bounded information-
theoretic measure of dissimilarity [17]. Let Iy, lo be two stochastic languages.
Then, for the two Markovian abstractions mfl and m{‘; , the Jensen-Shannon
distance is defined as

dys(mf ,mf) = \/3(Drcp(mf [|m) + Dicp.(mf, || m),

where m = %(mf’l + mZ ) is the average distribution, and Dy, denotes the
Kullback-Leibler (KL) divergence
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Drr(P[ Q) = Z P(y

Intuitively, the Jensen-Shannon divergence quantifies the inefficiency of
representing each distribution by their mixture. As a result, it emphasizes
subtraces where the probability assignments diverge strongly, while down-
weighting regions where they already agree. The Jensen-Shannon distance
is symmetric, always finite (unlike KL divergence), and bounded in [0, 1],
making it a stable information-theoretic measure of distributional difference.

3.4.4 Hellinger Distance

The Hellinger distance between two probability distributions measures their
similarity through the Bhattacharyya coefficient [18]. Let lj, lo be two
stochastic languages. Then, for the two Markovian abstractions mfl and mfz )
the Hellinger distance is defined as

dH(mﬁ,ml2 \/1—BC mll,mk)

l2/?

where the Bhattacharyya coefficient is

BC’(mll,ml2 Z q/ml1 ml2

vexg?

The coefficient measures the overlap between the two distributions. The more
their probability mass aligns on the same subtraces, the smaller the distance.
Consequently, the Hellinger distance is particularly sensitive to differences
in support, as non-overlapping behavior directly reduces the coefficient. It
is bounded in [0, 1] and offers good numerical stability, making it a robust
geometric measure of distributional similarity.

Both Hellinger and Jensen-Shannon distances emphasize distributional struc-
ture. The Jensen-Shannon distance does so from an information-theoretic
perspective, while the Hellinger distance does so from a geometric perspective.

3.5 Non-Local Dependencies

While the stochastic Markovian abstraction effectively handles partial mis-
matches by comparing distributions over k-length subtraces, this local per-
spective inherently cannot capture dependencies that span beyond the ab-
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straction window. When behavioral dependencies in a process extend over
distances greater than k, the abstraction may fail to distinguish between
models with fundamentally different long-range structures.

Consider an event log L = [{(a,c,d), (b, c,e)] that contains only two trace
variants with equal frequency. This log shows a clear non-local dependency
because activity a always leads to d and activity b always leads to e, with
activity ¢ in between. The induced stochastic language assigns probability
0.5 to each trace.

Figure 3.4 shows two SLPNs that could represent this process. Model (a)
includes places p; and po that enforce the non-local dependency, ensuring that
a leads to d and b leads to e. This model perfectly captures the log’s behavior,
generating only (a, ¢, d) and (b, ¢, e) with probability 0.5 each. Model (b) lacks
these correlation places and treats both choices as independent, generating
all four possible traces with equal probability 0.25.

p1
I/Q\l
a d
1
¢
1
b e

\6/

(a) Model with non-local dependency: places p; and py enforce the correlation
between initial and final choices.

1
a d
1
c
1 1
b e

(b) Model without non-local dependency: all four combinations are possible with
equal probability.

Figure 3.4: Two SLPNs with identical structure except for correlation places.
Model (a) enforces that a implies d and b implies e. Model (b) allows all
four combinations.

Model (a) assigns all of its probability mass to the observed traces, whereas
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Model (b) spreads half of its mass on the observed ones and half on traces
never seen in the log. Therefore, Model (a) should achieve perfect confor-
mance with the log, while Model (b) should fall short. Under the second-order
(k = 2) stochastic Markovian abstraction, however, both models induce the
same distribution as the log. All three concentrate probability mass on the
eight length-2 subtraces

{<+7 a)? <+7 b>’ <av C)? <bv C)? <Cv d)? <C’ €>a <d7 _>7 <67 _>}7
and, by our normalization, each of these has probability 1/8:
Vw in the set above :  m%(w) =m

Intuitively, the non-fitting traces of Model (b), (a, ¢, €) and (b, ¢, d), contribute
exactly the same 2-subtraces as the fitting ones. Consequently, both models

2_conformance of 1.0 with the log, regardless of how the subtrace

achieve an m
distributions are compared. This holds even though Model (b) allows traces
never observed in the log. Only when k£ > 3 do the abstractions differ, as

3-subtraces such as (a,c, e) and (b, ¢, d) occur only in Model (b).

Therefore, it should be noted that when comparing models through subtrace
distributions, non-local dependencies can be missed. However, this limitation
is partly mitigated in practice, as process discovery algorithms already tend
to struggle with capturing such dependencies in event logs [1], meaning they
are often absent from the discovered models in the first place.
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Chapter 4

Implementation

This chapter presents the implementation of the SMA in Rust. Its purpose
is to provide a concrete realization of the concepts introduced in Chapter 3.
The implementation is integrated into the process mining framework Ebi [4]
and accessible via a command-line interface'. It uses exact rational arith-
metic, an exact algorithm for 7-removal, and preprocessing techniques to
handle livelocks and unbounded models. These design choices were made to
guarantee reproducibility and to enable scalability, forming the basis for the
evaluation in the following chapter.

4.1 Interface

The implementation is provided as part of the Fbi framework and exposed
through a lightweight command-line interface. Users can invoke the tool via
the command

ebi conformance sma <FILE1> <FILE2> <0ORDER> <METRIC>

to compute the ORDER-th order stochastic Markovian abstractions of FILE1
and FILE2 and their conformance score using METRIC as the distance measure.

The command expects a finite stochastic language as its first argument.
Accordingly, FILE1 can be an event log (.xes), a compressed event log (.xes.gz),
or a finite stochastic language (.slang). For event logs, Ebi automatically
derives the corresponding finite stochastic language.

For the second argument, FILE2 can either be a finite stochastic language or
a stochastic labeled Petri net. If a finite stochastic language is provided, the

! Available at https://github.com/philippmch/Ebi
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result is a log-to-log conformance score. Alternatively, if FILE2 is a stochastic
labeled Petri net (.slpn), the task corresponds to the standard setting of
log-to-model conformance checking. Moreover, the implementation can easily
be extended to support the model-to-model setting, which essentially reduces
to applying the procedure for stochastic labeled Petri nets twice.

The third argument, ORDER, specifies the abstraction order, i.e., the subtrace
length under consideration. The fourth argument, METRIC, specifies the
distance metric used to compare the two abstractions and, consequently, to
compute the conformance score. The implementation currently supports
earth mover’s distance, Jensen-Shannon distance, Hellinger distance, and
scaled L2 distance, as described in Section 3.4. Further distance measures can
be integrated without altering the existing structure, and additional stochastic
conformance measures can also be defined on top of the abstractions, since
the computation is decoupled from the specific conformance measure.

4.2 Core Algorithms and Optimizations

Figure 4.1 illustrates the processing pipeline of the implementation in the
common case of log-to-model conformance. The pipeline consists of two main
components, the event log side (green) and the SLPN side (blue).

. Stochastic (+-) k k
> Event Log >> Language >> markers >> f >> mn
Unbounded
Conformance
) Score

Bounded

Livelock Embedded T — removal (+/-) £l mk
Patch SNFA markers

Figure 4.1: SMA conformance pipeline for an event log (green) and a SLPN
(blue). For unbounded SLPNs, sampling is used to obtain a stochastic
language, which is then processed in the same way as an event log. For

bounded SLPNs, the procedure from Section 3.3 is applied.

On the event log side, the induced stochastic language of the event log is first
enhanced with +/— markers for each trace. Subtraces are computed using a
circular sliding buffer, which ensures constant-time complexity per element
and avoids repeated allocations. To handle repeated subtraces efficiently,
the implementation employs reference-counted smart pointers. These allow
multiple structures to share subtrace keys without duplication, significantly
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reducing memory consumption. For each trace, the subtraces are then used
to compute f*, which is normalized to mF* to obtain a probability distribution.
In log-to-log conformance, the event log side is simply applied twice.

On the model side, the implementation first checks whether the SLPN is
unbounded. If it is unbounded, sampling is performed to construct a finite
stochastic language, which is then processed in the same way as the event log,
as indicated by the arrow. If it is bounded, the algorithm performs a livelock
search, and for each identified livelock the patching procedure is applied. As
described in Section 3.3.5, this procedure uses a parameter § that specifies
the probability of escaping the livelock through the patched transition. The
default value is 6 = 0.001, but it can be adjusted by providing it as a fifth
argument to the SMA command. This small value was chosen because it lets
executions remain in a livelock for many iterations before escaping, ensuring
that the resulting subtraces remain present in the abstraction and that the
livelock is effectively treated as part of the stochastic language.

The resulting SLPN is bounded and livelock-free, which enables the con-
struction of its embedded SNFA. The 7-removal algorithm is then applied
to transform the SNFA into an equivalent automaton without silent transi-
tions, while preserving the same visible language. Both the SNFA structure
and the 7-removal procedure are implemented independently of the SMA
computation. This modularity makes them reusable for other stochastic
conformance measures in the future. The SNFA is then patched with +/—
markers by introducing the corresponding states and transitions.

After the 7-removal and patching steps, the implementation builds the
transition probability matrix A and solves the corresponding linear system
to obtain the expected number of state visits. A can become large, since the
states of the SNFA correspond to the reachable markings of the SLPN, but
the matrix is typically sparse. To exploit this property, the implementation
employs a sparse representation of A, and all computations are carried out
using exact rational arithmetic. We are not aware of any publicly available
solver capable of handling sparse exact rational linear systems. Therefore,
the implementation provides two custom sparse solvers:

1. A direct hash-map-based Gaussian elimination method for small sys-
tems (fewer than 100 states). This solver avoids the conversion overhead
associated with more complex sparse formats and is efficient when the
system size is limited.

2. An optimized cache-friendly solver with parallel elimination for larger
matrices. Here, the sparse representation is converted into a sorted
vector format, which enables better memory locality. Row operations
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are distributed across multiple threads, and exact pivoting strategies
are employed to maintain numerical stability while preserving rational
arithmetic.

The 100-state threshold was chosen empirically as the point where the
conversion overhead of the second solver is offset by its superior asymptotic
performance, but it can be adjusted if future benchmarks suggest a different
crossover point. Together, these solvers ensure that the system of equations
derived from A can be solved efficiently and exactly across a wide range of
model sizes.

Once the linear system is solved, the implementation computes the subtrace
probabilities gg('y | q) for every state ¢ and each subtrace 7 of length up to
k. A breadth-first dynamic programming pass processes subtraces level by
level, so every probability is evaluated exactly once and no redundant work
is performed.

The expected visit counts and subtrace probabilities are combined to compute
the unnormalized abstraction values f¥. These values are then normalized to
obtain the final probability distribution m* over subtraces of length up to k.

Finally, the two subtrace distributions are compared by one of four distance
measures described in Section 3.4. The construction of both distributions is
carried out entirely in exact rational arithmetic, and the unit earth mover’s
distance preserves this exactness throughout. The remaining three metrics
rely on 15-digit rational approximations for logarithms and square roots to
balance accuracy and efficiency.
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Chapter 5

Evaluation

This chapter evaluates the stochastic Markovian abstraction on real-world
datasets, reporting both conformance scores and runtime. We begin with
the experimental setup and data, then present results and discuss their
implications for choosing the abstraction order and for estimator quality.

5.1 Experimental Setup

All experiments were conducted on a setup with an Intel Core Ultra 9 285K (24
cores), 64 GB of RAM, and Windows 11. We evaluate our approach on three
real-world logs: Road Traffic Fines [19], BPI20 Domestic Declarations [20],
and BPI20 Request for Payment [21]. Table 5.1 summarizes their basic
statistics. The BPI20 logs capture expense-related processes in a university
setting, while the Road Traffic Fines log records the handling of administrative
fines.

Table 5.1: Basic statistics of the event logs used in the evaluation.

Log Cases Events Variants
Road Traffic Fines 150370 561470 231
BPI20 Domestic Declarations 10500 56 437 99
BPI20 Request for Payment 6 886 36 796 89

For each event log, we discover process models using the Inductive Miner
(infrequent variant, noise threshold 0.2, denoted IMf) and the Directly Follows
Miner (frequency threshold 0.8, denoted DFM). Parameters are fixed across
all logs to ensure comparability. Each discovered model is converted into a
stochastic labeled Petri net using five weight estimators (see Section 2.3.1):
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unit-weight, frequency-based, alignment-based, uEMSC-based, and entropic
relevance-based. This yields stochastic models with different transition
probability assignments, enabling us to analyze the impact of the estimator
choice on conformance.

5.2 Conformance Evaluation

5.2.1 TUnit Earth Mover’s Distance

Although our approach supports multiple distance measures, the evaluation
begins by focusing on the unit earth mover’s distance. This choice enables
a direct comparison with the established uEMSC and tEMSC measures,
which serve as our primary baselines. We treat tEMSC as a computationally
expensive ground truth reference and uEMSC as an efficient alternative that
penalizes partial mismatches harshly. For the tEMSC measure, we sample
20000 traces. Both are supported in Ebi, which we therefore use for the
evaluation. We also extend SMA to k = 1, which reduces to comparing the
activity distributions of the log and the model. For SMA we compute m*-
uEMSC for k € {1,...,15}. For the remainder of this section, we abbreviate

mF-uEMSC simply as m*.

To place all three on a common scale during k-selection, we normalize per
(log, model) pair via

B mF — uEMSC

~ tEMSC — uEMSC

so that s = 0 coincides with uEMSC and s, = 1 with tEMSC (values < 0
or > 1 are possible if SMA undershoots/overshoots the baselines). Figure 5.1

Sk

summarizes the normalized values: (a) shows all per-pair scores, (b) the
mean across pairs, and (c¢) the median.

Looking first at the per-pair results in Figure 5.1 (a), we observe that s
first decreases as k increases, then rises again for larger k. For small k, the
abstraction tends to overestimate conformance relative to tEMSC, but the
values then decrease and eventually drop below the lower baseline uEMSC.
For larger k, s converges towards uEMSC, as expected, since when k equals
the maximum trace length the abstraction becomes equivalent to uEMSC.
The mid-£ dip occurs because a single local mismatch is reflected in multiple
overlapping k-subtraces (about k of them when the mismatch is away from
the ends), so the abstraction penalizes it several times, yielding values below
uEMSC.

The main outliers originate from the BPI20 Domestic Declarations log
discovered with DFM using the uEMSC-based estimator. In this setting,
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tEMSC and uEMSC are very close, which causes the normalization to
exaggerate small differences and produces heavily scaled s values (see
Figure 5.2).

4 ° e Domestic_DFM ® Road_DFM
o Domestic_IMf e Road_IMf
o ° @ Request DFM —— tEMSC (1)
° ® Request_IMf  reenr UEMSC (0)
2 A ° °

Sk

0o 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15
k

(a) Per-pair s by dataset/miner/estimator.

15 —e— Mean s across all pairs 14 —e— Median s across all pairs
! === tEMSC (1) === tEMSC (1)

..... UEMSC (0) 1.2 -+ UEMSC (0)
X 1.0

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15
k

(b) Mean sy over all pairs. (¢) Median sy over all pairs.

Figure 5.1: Normalized mF-uEMSC (s}), with uEMSC at 0 and tEMSC at
1, for k=1...15.

Turning to the aggregate results in Figure 5.1 (b) and (c), we see that the
abstraction does approximate tEMSC closely for very small values of k. The
median shows that k£ = 2 yields the best overall approximation, while the
mean indicates that k& = 3 is also a viable choice. In some cases, k = 4
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Figure 5.2: Detailed m*-uEMSC values for the BPI20 Domestic Declarations
log with the SLPN discovered by the DFM using the uEMSC-based estimator.

Here, tEMSC and uEMSC are very close, which causes the normalization to
exaggerate small differences and leads to strongly scaled s; values.

provides the closest alignment with tEMSC, depending on the dataset and
estimator (see for example Figure 5.2). Larger k values are not useful, since
they converge towards uEMSC, in which case one could simply use uEMSC
directly. In the following, we focus on k = 2, k = 3, and k£ = 4, while also
including £ = 1 in cases where it yields the closest alignment with tEMSC.

Table 5.2 shows selected m” values that best approximate tEMSC (typically
k € {2,3,4}), with m! included for RTF to illustrate the systematic overesti-
mation for £ = 1. Looking at the results, we can compare the performance
of the five weight estimators across the three logs and both discovery al-
gorithms. Using tEMSC as the ground truth reference, a clear ranking of
estimators emerges. The alignment-based estimator (AB) generally achieves
the highest scores, with the entropic relevance estimator (ER) close behind
and sometimes surpassing AB. The uEMSC-based estimator (UE) produces
competitive results but never achieves the highest score, while the frequency-
based (FB) and unit-weight (UW) estimators yield the weakest conformance
values across all logs and discovery algorithms.

For the Road Traffic Fines log, the difference between estimators is particu-
larly visible. Under IMf, AB obtains the highest tEMSC score (0.735), with
ER close behind (0.731) and UE lower (0.683). UW (0.581) and FB (0.498)
clearly underperform. The same holds under DFM, where AB again leads
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IMf DFM

Uw FB AB UE ER | UW FB AB UE ER
tEMSC | 0.581 0.498 0.735 0.683 0.731 | 0.587 0.877 0.949 0.897 0.925
uEMSC | 0.135 0.010 0.219 0.468 0.221 | 0.500 0.684 0.820 0.820 0.820

m 0.813 0.745 0.980 0.759 0.970 | 0.756 0.952 0.956 0.935 0.948

m? 0.525 0.449 0.756 0.596 0.746 | 0.716 0.866 0.901 0.879 0.905

m? 0.269 0.224 0.563 0.464 0.558 | 0.603 0.793 0.860 0.820 0.854
tEMSC | 0.548 0.433 0.937 0.902 0.916 | 0.635 0.839 0.907 0.842 0.916
uEMSC | 0.100 0.000 0.808 0.808 0.808 | 0.383 0.580 0.808 0.808 0.808
2 0.531 0.432 0.931 0.902 0.911 | 0.801 0.807 0.911 0.911 0.911
m? 0.466 0.351 0.899 0.851 0.868 | 0.704 0.724 0.868 0.868 0.868
m? 0.393 0.298 0.872 0.820 0.839 | 0.641 0.686 0.839 0.839 0.839
tEMSC | 0.540 0.475 0.896 0.886 0.885 | 0.566 0.833 0.898 0.909 0.911
uEMSC | 0.013 0.000 0.712 0.778 0.766 | 0.301 0.548 0.829 0.830 0.828
2 0.351  0.293 0.899 0.894 0.892 | 0.704 0.819 0.939 0.932 0.927
m3 0.231 0.206 0.848 0.850 0.846 | 0.598 0.731 0.915 0.895 0.900
m 0.154 0.162 0.817 0.826 0.821 | 0.527 0.689 0.896 0.870 0.884

DS | measure

RTF

BPI20-Dom
3

BPI20-Req
3

Table 5.2: Conformance scores for three real-world logs using two process
discovery algorithms (IMf, DFM) and five weight estimators (UW, FB, AB,
UE, ER).

(0.949), followed by ER (0.925) and UE (0.897). Looking at uEMSC, FB
(0.010) and UW (0.135) collapse to extremely low values under IMf, illustrat-
ing how severely uEMSC penalizes partial mismatches for these estimators.
By contrast, the m* measures reflect the tEMSC ranking more faithfully
and show how approximation quality changes with k. For m!, all estimators
substantially overestimate conformance (e.g., AB 0.980, ER 0.970), confirm-
ing that using only activity distributions exaggerates similarity. At m?2, the
scores for AB (0.756 vs. 0.735) and ER (0.746 vs. 0.731) are close to their
tEMSC values, while UE (0.596 vs. 0.683) undershoots slightly more than its
m! overestimation, but still follows the overall ordering. Under DFM, AB
and ER swap order at m?: ER (0.905 vs. 0.925) is closer to its tEMSC value
than AB (0.901 vs. 0.949). At m3, the scores drop further, undershooting
tEMSC, but AB and ER still remain the strongest estimators.

The BPI20 Domestic Declarations log shows the same overall trend. Under
IMf, AB again produces the best tEMSC score (0.937), followed by ER
(0.916) and UE (0.902), while UW (0.548) and FB (0.433) lag far behind.
Under DFM, ER narrowly surpasses AB (0.916 vs. 0.907), with UE clearly
lower (0.842). For uEMSC, FB and UW collapse to extremely low scores
under IMf (0.000 and 0.100), illustrating how severely uEMSC penalizes
partial mismatches for these estimators. Under DFM, by contrast, FB (0.580)
and UW (0.383) are higher but still fall short of AB, ER, and UE. The m*
values show that small abstraction orders approximate tEMSC very closely.
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Under IMf at m?, AB achieves 0.931 vs. 0.937 in tEMSC, ER 0.911 vs. 0.916,
and UE 0.902 vs. 0.902. For UE under DFM, m* is closest (0.839 vs. 0.842),
with m3 (0.868) also closer than m? (0.911). This highlights that while m?
often works well, in some cases slightly higher orders yield a better match.
Across all settings, AB and ER remain the strongest estimators overall.

The BPI20 Request for Payment log confirms this pattern. Under IMf, AB
achieves the highest tEMSC score (0.896), while ER (0.885) and UE (0.886)
are very close behind. FB (0.475) and UW (0.540) perform substantially
worse. Under IMf, uEMSC scores for FB (0.000) and UW (0.013) collapse to
near zero, again illustrating how harshly uEMSC penalizes partial mismatches
for these estimators. AB (0.712), ER (0.766), and UE (0.778) remain far
higher. Under DFM, ER is highest (0.911), followed very closely by UE
(0.909), with AB slightly lower (0.898). The m* values again illustrate
the approximation behavior. Under IMf, m? provides the closest match
to tEMSC for all strong estimators: AB reaches 0.899 vs. 0.896, ER 0.892
vs. 0.885, and UE 0.894 vs. 0.886. Under DFM, the best approximation
depends on the estimator: for AB, m* is closest (0.896 vs. 0.898), while for
ER and UE, m3 is best (ER 0.900 vs. 0.911; UE 0.895 vs. 0.909). Beyond
these orders, ER and UE drift further away again. AB and ER remain the
strongest estimators, while FB and UW decline sharply (as low as 0.206 and
0.154 under IMf). This shows that SMA smooths the harsh penalization of
uEMSC, bringing the scores for AB, ER, and UE closer to tEMSC, while still
revealing the lower performance of FB and UW across abstraction orders.

Across all three logs, the same pattern emerges. AB is the most reliable
estimator, with ER very close behind and sometimes overtaking AB, partic-
ularly under DFM. UE is consistently competitive but never outperforms
AB or ER. FB and UW lag behind throughout, and under IMf their uEMSC
values even collapse to near zero. Importantly, the SMA results confirm that
small abstraction orders approximate tEMSC well: m? is often the closest,
while m! systematically overestimates. In some cases, however, m3 or m?
provide the best approximation, reinforcing the conclusion of the previous
analysis that these small values of k should be regarded as the most useful
range. This demonstrates that SMA not only provides a faithful approxi-
mation of full-trace conformance but also preserves the relative quality of
estimators across abstraction levels. In conclusion, when using uEMSC as
the distance measure, AB and ER clearly provide the highest-quality results
across both full-trace and abstraction-based conformance, UE is acceptable
as a secondary option, and FB and UW should be avoided.
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5.2.2 Additional Distance Measures

Beyond earth mover’s distance, we also assess conformance with Jensen-
Shannon, Hellinger, and scaled L2. Unlike for earth mover’s distance, there
is no tEMSC-like ground truth on full traces.
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Figure 5.3: Difference A}, = mF-js — JSSC for k = 1...15. Positive values
indicate that JSSC penalizes partial mismatches more harshly than m”-js.

For Jensen-Shannon, however, there exists the JSSC measure of Li et al. [16]
that uses Jensen-Shannon distance on full traces. Conceptually, this plays
the same role that uEMSC plays for the earth mover’s distance. It is
computationally convenient but prone to overpenalizing partial mismatches.
We therefore treat JSSC as a full-trace reference (analogous to uEMSC) and
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analyze how mF-js performs in comparison. Concretely, we compare mF-js
to JSSC via the difference

A = mF-js — JSSC.

Figure 5.3 summarizes the differences A: (a) shows all per-pair values, (b)
the mean across pairs, and (c) the median.

Looking first at the per-pair results in Figure 5.3 (a), we observe that Ay is
strongly positive for small k, meaning that m*-js yields higher conformance
than JSSC. This confirms that JSSC, by operating on full traces, overpenal-
izes partial mismatches compared to the abstraction. As k increases, the gap
decreases, crosses zero around mid-range values, and eventually converges
toward zero for large k, where both measures approximate the full-trace
distribution. The temporary undershoot around mid-k arises because over-
lapping k-subtraces cause a single local mismatch to be counted multiple
times, leading m”-js to dip below JSSC before stabilizing. Looking at the
aggregated results in Figure 5.3 (b) and (c), we see the same overall pattern,
confirming that the conclusions align closely with those observed earlier
for the earth mover’s distance. Thus, m*-js provides a way to leverage the
Jensen-Shannon distance while avoiding the excessive penalties on partial
mismatches inherent to full-trace JSSC.
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Figure 5.4: Difference between m*-h and m*-js for k =1...15.

For Hellinger and scaled L2, there does not exist a directly comparable
conformance measure based on these distances. However, both Hellinger and
Jensen-Shannon emphasize distributional structure. While Jensen-Shannon
approaches this from an information-theoretic perspective and Hellinger from
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a geometric one, we can still evaluate their similarity as conformance measures.
Figure 5.4 shows the difference between the Hellinger and Jensen-Shannon
conformance scores over the subtrace distributions m”*. The conformance
scores obtained using Hellinger and Jensen-Shannon are very similar overall.
However, Hellinger consistently yields slightly higher conformance, with
differences ranging from 0.0001 to 0.0503.

For scaled L2, the natural comparison is with the unit earth mover’s dis-
tance. Both distances capture distributional dissimilarity but differ in their
aggregation of deviations. The unit earth mover’s distance accumulates them
linearly, whereas scaled L2 first squares them, sums across all subtraces, and
then takes the square root. This has the effect that many small deviations
contribute less to the overall score, while larger deviations dominate. Conse-
quently, scaled L2 generally yields higher conformance values than the unit
earth mover’s distance.
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Figure 5.5: Scaled L2 conformance analysis.

Figure 5.5 (a) shows the difference between scaled L2 and uEMSC-based
m* conformance scores. The values are consistently positive, meaning that
scaled L2 always yields higher conformance than uEMSC. The differences
are particularly large for small values of k& (up to 0.7) and remain substantial
throughout. Figure 5.5 (b) shows the absolute conformance scores obtained
with scaled L2. These scores are generally high, often above 0.8, and decrease
steadily with larger k. Compared to uEMSC, scaled L2 provides an overly
optimistic assessment of conformance. Since real distributions naturally
contain many subtraces with small probabilities, scaled L2 tends to treat
these differences as negligible. As a result, we do not observe the characteristic
mid-k drop found with other distance measures. Instead, the conformance
scores under scaled L2 follow a more linear downward trend as k increases.
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For larger values of k, the conformance values split into two distinct clusters,
with no values in between. This behavior arises from how scaled L2 treats
differences in the probabilities assigned by the two distributions to the same
subtrace. Small differences are downweighted and effectively vanish, leading
to high conformance values (upper cluster), whereas larger discrepancies
dominate the score and result in much lower conformance values (lower
cluster).

5.3 Runtime

We evaluate runtime using the unit earth mover’s distance, i.e., m*-uEMSC,
because we can compare it to the uEMSC and tEMSC measures. For all 30
(log, model) pairs, each measure was executed 10 times. Figure 5.6 shows the
distributions on a logs-scaled x-axis, where boxes indicate the interquartile
range, the vertical line marks the median, and whiskers show the minimum
and maximum values.
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Figure 5.6: Runtime distributions across all 30 pairs (10 runs each) for
uEMSC, tEMSC (20000 samples), and m*-uEMSC with &k € {2,3,4,8}. The
x-axis shows logs-scaled runtime in milliseconds and whiskers indicate the
minimum and maximum values.

The conformance evaluation showed that small-order abstractions (k €
{2,3,4}) approximate tEMSC closely, while uEMSC overpenalizes partial
mismatches. The runtime analysis shows that it is fast to compute for
small k: m”* with k € {2,3,4} runs essentially as fast as uEMSC (a few
milliseconds), while tEMSC is much slower. We include & = 8 only to
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illustrate the increasing runtime with larger k, reinforcing that the practical
choice is small values of k, where m* combines tEMSC-like accuracy with

uEMSC-like efficiency.

We also compare runtime across different distance measures. For each of
uEMSC, Jensen-Shannon, Hellinger, and scaled L2, we combine results
for m2, m3, and m*, each executed ten times over all (log, model) pairs.
Figure 5.7 summarizes the aggregated runtimes. For all four distances, the
differences in runtime are negligible. The spread is somewhat larger for
scaled L2 and Hellinger, but overall the runtimes remain within the same
order of magnitude, confirming that the choice of distance metric has little
practical impact on computational cost.
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3 and m* across all pairs (10

Figure 5.7: Aggregated runtimes for m2, m
runs each), shown separately for uEMSC, Jensen-Shannon, Hellinger, and

scaled L2. The x-axis is logs-scaled runtime in milliseconds.
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Chapter 6

Related Work

Non-stochastic conformance checking techniques have been extensively stud-
ied, with Carmona et al. providing a foundational overview [22]. The two
most prominent approaches are token-based replay and alignments. Both
take partial trace matching into account, ensuring that small deviations are
not overpenalized. However, these techniques cannot be directly applied
to stochastic process models, as they disregard the probabilistic semantics
inherent in such models.

Earth Mover’s Stochastic Conformance (EMSC) treats both the event log and
the process model as probability distributions over traces, and measures the
effort required to transform the former into the latter using the Earth Mover’s
Distance [2]. As distance between traces, it uses the normalized Levenshtein
distance, which prevents overpenalizing partial mismatches. However, it
requires solving a costly optimization problem and cannot be computed when
one distribution has infinite support, which is often the case for process
models. EMSC is then approximated by truncating or sampling the model,
but the optimization problem still remains.

An alternative is to use the unit-cost distance between traces, yielding the
Unit Earth Mover’s Stochastic Conformance (WEMSC). Later work showed
that for labeled stochastic Petri nets with silent transitions, probabilities
can be computed analytically by reducing them to absorbing Markov chains.
This removes truncation bias and enables exact unit-cost distances on broad
model classes [23]. However, uEMSC penalizes partial mismatches harshly, as
traces are compared as a whole and even small deviations yield the maximum
distance.

Partially ordered stochastic conformance checking compares stochastic par-
tial orders rather than total orders, abstracting away concurrency-induced
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interleavings and accounting for uncertain event order in logs [24]. This
reduces redundant behavior and yields principled lower/upper bounds for
models with loops. While normalized Levenshtein distance does not harshly
penalize partial mismatches, it still requires solving an optimal-transport
problem and computing distances on partially ordered traces, and returns
bounds rather than exact scores under loops or uncertainty.

The concept of entropy can be applied to stochastic conformance checking.
The Entropic Relevance measure quantifies the average number of bits re-
quired to encode each log trace under the model’s probability distribution [25].
Intuitively, the closer the distributions of the log and the model are, the
lower the description cost. However, this measure evaluates the entire trace,
and relies on a background model to handle non-fitting traces. Consequently,
partial mismatches are overpenalized, since even minor deviations cause the
entire trace to be treated as non-conforming.

Leemans and Polyvyanyy introduce Entropy Recall and Entropy Precision,
which quantify both frequent and rare deviations between an event log and
a stochastic model [26]. They achieve this by representing the log and the
model as stochastic automata and comparing their entropy with that of a
third automaton that captures the joint behavior. However, these measures
are not robust to partial mismatches between the two languages and can
only be applied to stochastic deterministic regular languages.

Recent work by Li et al. [16] proposes the use of the Jensen-Shannon measure
for stochastic conformance checking. The measure uses the average language
between two stochastic languages, thereby capturing both perspectives of
the compared objects. However, it remains sensitive to partial mismatches
and requires sampling when applied to model-to-model comparisons.

Bergami et al. [27] introduce probabilistic trace alignments as an extension
of traditional trace alignment, aiming to balance an alignment’s probability
with its cost. The approach identifies the most likely traces within the neigh-
borhood of the observed trace and is inherently robust to partial mismatches.
Nevertheless, it relies on sampling from the underlying process model, which
does not scale well with increasing model complexity. In addition, the method
is primarily designed to generate conformance diagnostics, and it does not
define a conformance measure derived from probabilistic alignments.

Alpha-Precision estimates a system distribution from the event log using a
Dirichlet-based Bayesian approach and evaluates how much of the model’s
stochastic language that distribution supports [28]. While this yields a
clear, interpretable agreement score, its reliance on strict support can cause
the metric to overpenalize traces that deviate only slightly from observed
behavior.
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Burke et al. extend Alpha-Precision by proposing Existential Precision,
which scores the model’s probability mass for traces that appear at least
once in the log [29]. Although this is less conservative for rare but observed
traces, it still relies on exact trace equality, so traces that are similar but
not identical receive little or no credit, and the measure does not resolve the
overpenalization of partial mismatches.
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Chapter 7

Conclusion

This thesis presented extensions to the stochastic Markovian abstraction
approach for conformance checking in process mining. By comparing proba-
bility distributions over subtraces rather than complete traces, the approach
naturally handles partial mismatches while maintaining computational ef-
ficiency. Our work addressed key limitations in the original method and
demonstrated its practical effectiveness on real-world datasets.

We developed an exact arithmetic implementation of the stochastic Marko-
vian abstraction integrated into the Ebi framework, avoiding floating-point
issues that can arise when handling the extremely small probabilities com-
mon in stochastic process mining. This ensures numerical stability and
reproducibility across platforms. The exact T-removal algorithm replaces
the approximation-based method of prior work, providing mathematically
precise results while preserving the stochastic language of the automaton. To
improve efficiency, we designed an algorithm for computing subtrace proba-
bilities that avoids enumerating irrelevant sequences, making the approach
scalable even for models with large alphabets.

To broaden applicability, we introduced preprocessing techniques for models
that violate the bounded, livelock-free assumption. Unbounded models are
handled through sampling-based approximation, while models with livelocks
are patched with timeout transitions that enable termination with minimal
impact on the original behavior. Beyond the unit earth mover’s distance,
we incorporated Jensen-Shannon, Hellinger, and scaled L2 distances. Each
metric emphasizes different distributional properties: Jensen-Shannon from
an information-theoretic perspective, Hellinger from a geometric viewpoint,
and scaled L2 with its characteristic of downweighting small deviations.

The empirical evaluation on three real-world datasets showed that small
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abstraction orders k € {2, 3,4} performed best, as larger orders led to worse
results while also being more expensive to compute. The experiments further
revealed systematic differences in estimator quality, with alignment-based
and entropic relevance estimators being recommended.

Future work. Our preprocessing techniques extend applicability to un-
bounded models and to models with livelocks, but they do not yet cover
cases where both properties occur simultaneously. Addressing such situations
will require more sophisticated methods. The current implementation also
focuses on the stochastic Markovian abstraction for a single order k. A multi-
scale analysis that combines multiple orders could provide richer insights
into conformance at different granularities. Finally, extending the stochastic
Markovian abstraction to other classes of stochastic process models, such as
stochastic process trees, would expand the range of supported inputs.
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