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Process mining helps organisations understand and improve their processes by analysing
recorded event data. A core capability is comparing event logs against process models to
identify how observed behaviour diverges. Yet when log and model differ, current techniques
quantify the difference but cannot tell whether it reflects a “real” deviation or the variability
expected in a finite log of a stochastic process. Process hypothesis testing fills this role by
computing a p-value, but existing tests either only compare two event logs or address the
log-to-model setting with increased Type I error rates. This thesis proposes a test for the
hypothesis that an event log and a stochastic model originate from the same underlying
probability distribution. The test iteratively draws independent samples from the model,
runs a permutation test against the log and aggregates the results into a single p-value,
accommodating models with infinite trace languages. This extends the methodology for
permutation based hypothesis testing in process mining to the log-to-model setting. In
the evaluated settings, the test controls the Type I error rate at conventional significance
levels, achieves detection accuracy competitive with existing techniques and reflects model
quality consistently with stochastic conformance metrics.
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1 Introduction

Process mining analyses event data recorded by information systems to understand how
processes are executed. These data are commonly organised as event logs, which capture
the activities performed in each process instance. One core task is conformance checking,
which compares an event log with a process model that describes reference behaviour [1].
Its results can help validate models discovered from data and support analysts who use a
model as a reference, for example when checking process compliance.

This comparison becomes more delicate when the model is stochastic. A non-stochastic
model can say whether a trace is possible, but a stochastic model also assigns probabilities
to the traces it can generate. This additional information changes the interpretation of
conformance: the question is no longer only whether a trace can occur, but also whether
its observed frequency is plausible. A rare trace and a frequent trace may both be possible
under the same model, yet observing many rare traces can indicate a different process
distribution. Conversely, a finite event log can deviate from the expected frequencies of
a stochastic model simply because it is a sample. The central difficulty is not only to
measure that the log and the model differ, but to decide whether the observed difference is
larger than one would expect from sampling variation.

Consider an analyst who has a stochastic model of a procurement process and an event
log of recent purchase orders. The model may assign high probability to the usual path,
lower probability to exception handling and very low probability to rare rework patterns.
The event log, in contrast, contains only the cases observed in a fixed period. A stochastic
conformance metric may return a similarity score between the log and the model. Such
a score is useful because it summarises the magnitude of the difference. It does not by
itself answer the practical question the analyst faces: should this difference be treated as
evidence that the process has changed or as a plausible outcome of observing only a finite
sample from the model? A small log may omit rare traces by chance, while a larger log may
make the same frequency shift harder to dismiss as sampling variation. The same question
arises when validating a discovered stochastic model against held-out data, comparing a
reference model with a new log or checking whether a prescribed stochastic process is still
reflected in recent executions.

Existing conformance checking techniques only partially address this question. Non-
stochastic techniques, such as alignments, compare each trace with possible model executions
and evaluate how well the log can be reproduced [2]. They answer a reproducibility question,
not a frequency question: a trace can be allowed by the model even when its observed
frequency is implausible under the model’s stochastic behaviour. Stochastic conformance
metrics, such as Earth Mover’s Stochastic Conformance [3] and entropic relevance [4],
do account for frequencies and return a quantitative score. This makes them suitable
for measuring how close two stochastic behaviours are. It does not turn the score into a
statistical decision rule. A score of 0.85, for example, may be high enough for one log size
and model distribution but suspicious for another. Without a reference distribution for the
score, the analyst cannot directly interpret it as statistically significant or insignificant.

Process hypothesis testing provides such a decision framework. Instead of only reporting a
distance or similarity value, a hypothesis test computes a p-value that can be compared with
a pre-selected significance level. In the process-mining setting, bootstrap-style approaches



have been proposed for comparing logs and models [5]. More recently, a permutation test
has been proposed for comparing two event logs [6]. These approaches leave a gap between
stochastic conformance and statistical testing. Stochastic conformance metrics provide
test statistics but no null distribution by themselves. Log-to-log hypothesis tests provide a
statistical decision, but their permutation construction assumes two finite event logs. A
stochastic model, in contrast, may induce an infinite stochastic language when it contains
loops. The log-to-model setting therefore raises a specific methodological problem: the
model cannot simply be pooled with the log as if it were another finite sample.

1.1 Problem and Objective

The problem addressed in this thesis is log-to-model hypothesis testing for stochastic
languages. The inputs are a finite event log and is a stochastic model that induces a
probability distribution over traces. The statistical question is whether the log and the
model originate from the same underlying probability distribution. This question is different
from proving that the two distributions are equal. A hypothesis test can provide evidence
against the null hypothesis when the p-value is small; otherwise, the test does not reject
the null hypothesis at the chosen significance level.

The objective of this thesis is to investigate whether permutation testing can be adapted
to this log-to-model setting. The thesis proposes and evaluates the Stochastic Log-to-Model
Permutation (SLMP) test. At a high level, the SLMP test draws finite samples from the
stochastic model, compares each sample with the event log using a distance between the
induced stochastic languages and uses permutation steps to construct a p-value. The full
notation, assumptions and algorithm are developed later in the thesis.

The main research question is:

How can permutation testing be used to test whether an event log and a
stochastic model originate from the same underlying probability distribution?

This question is refined into three sub-questions:

1. How can the log-to-log permutation-test idea be adapted to a log-to-model setting
where the model may induce an infinite trace language?

2. Does the resulting SLMP test control the Type I error rate and detect relevant
stochastic differences on the evaluated datasets?

3. Under which data and model characteristics is the test reliable, computationally
feasible or limited?

The first sub-question concerns the method itself. The difficulty is that the permutation
principle is naturally defined for exchangeable finite samples, whereas the reference object in
the log-to-model setting is a stochastic model. The second sub-question concerns empirical
behaviour. A useful test should avoid excessive false rejections under the null hypothesis
while still detecting meaningful stochastic changes when they are present. The third
sub-question concerns the boundary of the method. Since the test relies on finite samples
drawn from a stochastic model, its behaviour can depend on log size, the number of trace
variants, trace lengths and the shape of the trace distribution.



1.2 Scope

The thesis focuses on stochastic languages over traces and on statistical testing in the
log-to-model setting. Event logs are treated as finite observations of process behaviour.
Stochastic models are considered through the stochastic languages they induce. Stochastic
Labelled Petri Nets are used where a concrete process-model class is needed, but the main
statistical problem is formulated at the level of trace distributions rather than at the level
of a particular modelling notation.

The thesis does not aim to replace stochastic conformance metrics. Metrics such as Earth
Mover’s Stochastic Conformance [3] and entropic relevance [4] remain useful for quantifying
model quality and behavioural difference. The contribution here is a p-value-based decision
procedure for assessing whether an observed difference is statistically significant at a chosen
level. The test is also not a diagnostic method. It does not explain which activities, traces
or model fragments caused a rejection. Such diagnostics would be a separate extension.

Several further topics are outside the scope of the thesis. The work does not address
time-aware process comparison, resource behaviour, data-aware guards or local explanations
of deviations. The evaluation uses the datasets and experiments described later in the
thesis; no additional experiments are introduced in this chapter. The thesis studies whether
the proposed test can provide a useful p-value-based decision rule in the evaluated settings.

1.3 Contributions
The thesis makes the following contributions:

1. It formulates the log-to-model hypothesis-testing problem for stochastic languages,
separating the statistical decision problem from the measurement of stochastic
conformance.

2. It introduces the SLMP test, which adapts permutation testing to a setting where
the reference model may generate an infinite trace language.

3. It instantiates the comparison between the log and model samples using Earth Mover’s
Distance [3] with normalised Levenshtein distance as the trace-level cost [7].

4. Tt evaluates the test on experimental settings covering stochastic sensitivity, detection
effectiveness, Type I error behaviour, model-quality sensitivity and runtime.

5. It identifies limitations caused by finite model sampling, especially for trace distribu-
tions in which many observed traces are unique or have low probability.

The aim is to obtain a p-value that supports a pre-specified decision rule while preserving
the distribution-aware comparison provided by stochastic conformance measures.

1.4 Thesis Structure

Chapter [2] positions the thesis in relation to conformance checking, stochastic conformance
checking and process hypothesis testing. It explains which parts of the existing literature
support the thesis and where the log-to-model testing gap remains.

Chapter |3] introduces the concepts and notation used throughout the thesis. It covers
traces, event logs, stochastic languages, stochastic models, sampling, Earth Mover’s Distance
and the statistical terminology needed for hypothesis testing.



Chapter [ presents the SLMP test in detail. It states the null hypothesis and assumptions,
explains the sampling and permutation steps, defines the p-value computation and gives
the decision rule.

Chapter [p| describes the implementation and experimental setup and evaluates the SLMP
test. The experiments examine stochastic sensitivity, detection effectiveness against existing
tests, Type I error behaviour, sensitivity to model quality and runtime. The chapter reports
the empirical evidence used to answer the research questions.

Chapter [6] interprets the results, sampling bias, finite model samples, practical appli-

cability and threats to validity. Chapter [7] summarises the findings and outlines future
work.



2 Related Work

This chapter positions the thesis within conformance checking, stochastic conformance
checking, finite model sampling and process hypothesis testing. The chapter asks which
requirements an existing method would have to satisfy in order to solve the problem studied
in this thesis.

For this thesis, a satisfactory method would need to satisfy several requirements at the
same time. It should be log-to-model capable, because the reference object is a stochastic
model rather than a second observed log. It should be stochastic-frequency aware, because
the question concerns trace probabilities rather than only allowed behaviour. It should be
able to handle large or potentially infinite model languages, for example by sampling from
the model. It should compare traces in a similarity-aware way rather than treating every
distinct trace variant as an unrelated category. It should produce a p-value or statistical
decision, and its empirical behaviour should include Type I error behaviour rather than
only distance or fitness values. Finally, because resampling is unavoidable in many process-
testing settings, the method should either avoid important resampling-parameter choices
or make their effect explicit.

The following sections use these criteria to evaluate related work. The argument is
cumulative: existing approaches satisfy important subsets of the requirements, but no
existing line of work directly provides a permutation-style log-to-model test for stochastic
languages with finite model sampling and a trace-similarity-aware statistic.

2.1 Non-Stochastic Conformance Checking

Conformance checking compares observed process behaviour with behaviour described
by a process model. Carmona et al. [1] present conformance checking as the family of
techniques used to assess how an event log relates to a reference model. In the terminology
of this thesis, conformance checking is comparing a finite event log with a model that
describes allowed, expected or discovered behaviour. This line of work therefore satisfies
the log-to-model criterion, but in its classical form it does not address stochastic trace
frequencies or statistical decision-making.

Classical conformance techniques are concerned with reproducibility of behaviour. They
ask whether traces in the log can be replayed by the model, where mismatches occur
and how costly those mismatches are. This is different from asking whether the observed
trace frequencies are plausible under a stochastic model. The distinction matters for this
thesis because a trace can be perfectly reproducible and still be unexpectedly frequent or
unexpectedly rare.

Footprint-based comparison is an early example of a structural conformance view. The
workflow-mining approach of van der Aalst et al. [8] compares relations between activities,
such as whether one activity can directly follow another. This captures behavioural
relations visible in a log and a model, but it abstracts from probability. A mismatch in a
directly-follows relation can indicate that the model allows or forbids the wrong behaviour.
It does not indicate whether a trace frequency is statistically surprising.

Token-Based Replay evaluates conformance by replaying traces on a Petri net and



counting consumed, produced, missing and remaining tokens. Rozinat and van der Aalst [9]
use these token counts to derive fitness measures for observed behaviour. This connects
conformance to the mechanics of a process model: if a trace needs missing tokens or leaves
tokens behind, the trace is not reproduced cleanly. The resulting fitness measure is still
about replay quality rather than the probability with which a stochastic model should
generate the observed traces.

Alignment-based conformance checking makes the replay problem more explicit. Adrian-
syah et al. [2] formulate conformance checking as an optimisation problem that aligns a log
trace with a model execution. Synchronous moves represent agreement, while log-only and
model-only moves represent deviations. The cost function determines which deviations are
treated as more severe. Alignments are powerful because they can localise deviations and
quantify how far a trace is from a model execution. Their basic form is still non-stochastic:
it compares traces with paths through a model but does not decide whether the empirical
distribution of traces is plausible.

Other non-stochastic conformance work reduces computational cost or changes the
structural view of the model. Munoz-Gama et al. [10], for example, use decomposition to
support conformance checking on structured process models. For the criteria introduced
above, the contribution of non-stochastic conformance checking is therefore clear but limited.
It establishes the log-to-model orientation and offers trace-level diagnostic machinery, while
the stochastic-frequency, p-value and Type I error criteria remain outside its main scope.

2.2 Stochastic Conformance Checking

Stochastic conformance checking extends process comparison by taking frequencies or
probabilities into account. This is closer to the thesis setting because the objects being
compared are not only sets of possible traces but stochastic languages over traces. A
stochastic conformance metric can distinguish a model that assigns high probability to the
behaviour observed in the log from a model that merely allows that behaviour. The key
question for this thesis is whether such metrics also provide the statistical decision layer
required for log-to-model hypothesis testing.

Earth Mover’s Stochastic Conformance, introduced by Leemans et al. 3], compares
stochastic languages using an optimal-transport view. Probability mass from one language
is moved to probability mass in another language, and the cost of this movement is
determined by a trace-distance function. This satisfies two important criteria for the thesis:
it is stochastic-frequency aware and similarity-aware at the trace level. It is also directly
relevant because the SLMP test uses Earth Mover’s Distance as its test statistic. The
remaining gap is the statistical layer: EMSC is a conformance metric, not a procedure that
constructs a null distribution and returns a p-value.

Entropic relevance, proposed by Polyvyanyy et al. [4], takes a different view. It measures
the cost of encoding an event log relative to a stochastic process model. A model that
represents the log well should allow a more efficient encoding than a model that is
uninformative for the observed behaviour. This makes entropic relevance relevant for
assessing stochastic model quality in a log-to-model setting. It satisfies the stochastic-
frequency criterion, but it produces a score rather than a statistical decision against a null
hypothesis.

Expected subtrace frequency, introduced by Rocha et al. [11], compares logs and models
through expected frequencies of subtraces. This shifts attention from complete traces to
fragments of behaviour. The method uses a stochastic Markovian abstraction based on
relative subtrace occurrences, which is intended to handle partially matching behaviour



more gracefully than complete-trace comparison alone. For this thesis, the contribution
is another frequency-aware way to compare stochastic behaviour. The remaining gap is
again that the output is a conformance value rather than a p-value for the log-to-model
null hypothesis.

Li et al. [12] study the Jensen-Shannon distance for stochastic conformance checking.
Their work is relevant because it explicitly concerns distance-based comparison of stochastic
behaviour across log-to-log, log-to-model and model-to-model settings. In the model-to-
model case, the distance is approximated through sampling, which addresses the criterion
that large or infinite stochastic languages may need finite approximations. The present
thesis does not adopt Jensen-Shannon distance as its statistic. It uses Earth Mover’s
Distance with a trace-level edit cost because this keeps the comparison sensitive to similarity
between different trace variants.

Stochastic alignments by Li et al. [13] connect alignment-style reasoning with stochastic
process models. Instead of only seeking a model path with minimal deviation from an
observed trace, they seek a path that balances trace similarity with the probability of the
path under the stochastic model. This satisfies the stochastic and similarity-aware criteria
at the level of individual traces. The thesis needs a different object: a log-level hypothesis
test over stochastic languages. Stochastic alignments therefore contribute useful diagnostic
ideas but do not fill the p-value criterion for a full event log.

Several stochastic conformance approaches require a finite representation of model
behaviour. This becomes difficult when a stochastic model contains loops and its stochastic
language cannot be enumerated completely. Mirus [14] studies sampling for stochastic
conformance checking and reports bias in truncated and probabilistic sampling, including
bias caused by traces that remain unsampled. This source is important because it addresses
the finite-sampling criterion directly. It also shows why sampling cannot be treated as a
neutral implementation detail when a stochastic language is approximated by finite traces.

Stochastic conformance checking therefore satisfies the frequency-awareness criterion
and, in distance-based variants, the trace-similarity criterion. Sampling-based work also
addresses the practical problem of large or infinite stochastic languages. What remains
missing for this thesis is a log-to-model hypothesis test that turns such a statistic into a
p-value while accounting for finite model samples.

2.3 Process Comparison and Hypothesis Testing

Process comparison is broader than conformance checking because it can compare two logs,
two models or a log and a model. This thesis is concerned with the log-to-model case, but
the log-to-log case is important because permutation testing is naturally formulated for
two finite samples. The central question is which process-comparison approaches combine
stochastic-frequency awareness with a statistical decision.

Sim et al. |[15] proposed a statistical verification approach based on comparing trace-
frequency distributions. This work is relevant because it treats conformance as a statistical
question rather than only a replay or distance-measurement problem. It satisfies the p-value
or statistical-decision criterion more directly than conformance metrics. Its limitation for
this thesis is the treatment of trace variants as categories. Two variants that differ by a
small edit are treated as different categories just like two structurally unrelated variants.
The criterion not met is therefore trace-similarity awareness.

Statistical model checking is another statistical line of work that has been brought
into process mining. Mangi et al. [16] use statistical model checking to analyse stochastic
process models by simulation and statistical inference. This satisfies an important statistical



criterion: stochastic behaviour is assessed through simulation and inference rather than
only through a deterministic score. The object of the test is different, though. Statistical
model checking estimates whether specified model properties hold with sufficient probability,
whereas this thesis asks whether an event log and a stochastic model originate from the
same underlying probability distribution.

Leemans et al. [5] introduced statistical tests and association measures for business
processes. Their framework includes bootstrap-style testing for comparing logs and models
in several combinations. This is one of the closest prior lines of work for the log-to-model
setting. In the log-to-model variant, the null behaviour is approximated through samples
drawn from the model, so the approach is stochastic-frequency aware and applicable when
the model can generate traces. The limitation for this thesis is not that bootstrap testing
is unsuitable in general. The limitation is that the construction is not a direct permutation
test between the observed log and the stochastic model, and the resulting test design can
depend on choices such as resample size and on the asymmetric roles assigned to log and
model.

Pitsch et al. [6] proposed a permutation test for comparing two event logs. Their
method pools the two finite logs, repeatedly partitions the pooled traces and computes a
distance-based statistic to build a null distribution. This construction is important because
it satisfies the p-value criterion, uses a distance-based statistic and avoids a bootstrap
resample-size choice in the two-log setting. Its limitation is direct: the method requires two
finite event logs as input. A stochastic process model is not a finite multiset of observed
traces, and a model with loops may induce an infinite stochastic language. The log-to-log
permutation test therefore cannot simply be applied to the thesis setting without first
deciding how the model is represented in the finite-sample permutation procedure.

General statistical testing background supports the use and interpretation of p-values.
Fisher’s work on statistical methods [17] and Pitman’s work on significance tests [1§] provide
historical foundations for hypothesis testing and randomisation ideas. Good [19] discusses
permutation, parametric and bootstrap tests, while Romano [20] analyses randomisation
tests beyond strict group invariance assumptions. These sources justify the statistical
vocabulary used in the thesis, but the thesis does not develop a new general theory of
permutation tests. It adapts a resampling idea to stochastic languages in process mining.

The number of random permutations is a practical issue in computational permutation
tests. Marozzi [21] discusses how many permutations should be considered when performing
a permutation test. This matters because a finite number of permutations determines
the granularity and computational cost of the p-value estimate. Lin et al. [22] discuss
the p-value problem in large samples, which is relevant as an interpretive warning: a
p-value is a decision aid under a chosen null hypothesis and significance level, not a direct
measure of practical importance. These points affect how statistical results are reported
and interpreted later in the thesis, but they do not by themselves solve the log-to-model
stochastic-language problem.

2.4 Bootstrap and Permutation Testing in the Log-to-Model
Setting

Bootstrap-style testing and permutation testing are the two resampling ideas closest to the
thesis contribution. Both can produce p-values, but they differ in how the null distribution
is approximated and in which design choices are exposed.

Bootstrap-style process testing approximates a reference distribution by drawing samples
from an estimated or given source. In the log-to-model case, this can be done by sampling



from the stochastic model. This satisfies the log-to-model, stochastic-frequency and finite-
sampling criteria when the model can simulate traces. The important limitation is the
resampling construction itself: the observed log and sampled model behaviour are not
used symmetrically, and choices such as resample size become part of the test design. For
the thesis, this motivates investigating a different construction rather than dismissing
bootstrap methods as invalid.

Permutation testing starts from a different principle. If two finite samples are exchange-
able under the null hypothesis, their labels can be shuffled to approximate the distribution
of a test statistic. This fits the log-to-log setting well because both inputs are finite event
logs. It is less direct for log-to-model testing because one input is a finite multiset of traces
and the other is a stochastic generator. A model sample can make the model finite for
one iteration, but one finite sample is only an approximation of the model’s stochastic
language.

This mismatch motivates the thesis contribution. Existing log-to-log permutation testing
supplies the p-value construction for two finite samples. Existing stochastic conformance
metrics supply distribution-aware and similarity-aware distances. Sampling studies make
clear that finite samples from stochastic models need to be handled explicitly. The missing
combination is a test that joins these components for the log-to-model setting.

2.5 Comparison of Relevant Approaches and Research Gap

Table 2.1l summarises how the most relevant lines of work relate to the criteria introduced
at the beginning of the chapter. It is intentionally compact: it does not rank the methods
overall, but shows how each line of work relates to stochastic log-to-model hypothesis
testing.

This comparison shows that the thesis problem sits at the intersection of several partial
solutions. Non-stochastic conformance provides the log-to-model orientation. Stochastic
conformance provides frequency-aware and often similarity-aware statistics. Stochastic
trace diagnostics provide similarity-aware model matching at trace level. Statistical process-
testing work provides p-values, but the closest log-to-model variant is bootstrap-style, while
the closest permutation variant is log-to-log.

The resulting gap is not the absence of conformance metrics, stochastic distances or
process tests in isolation. The gap is their combination. For stochastic log-to-model
hypothesis testing, a method must compare a finite log with a stochastic model, respect
trace probabilities, handle model languages that may be too large to enumerate, compare
related trace variants by similarity and return a p-value whose empirical Type I error
behaviour can be evaluated. Existing work satisfies important parts of this requirement
set, but not the complete combination in a permutation-style log-to-model construction.



Table 2.1: Positioning of related approaches with respect to the criteria needed for stochastic
log-to-model hypothesis testing.

Approach

Criteria mainly addressed

Remaining gap for this thesis

Non-stochastic
conformance checking [1}
2]

Stochastic conformance
metrics [3, 4, 11 [12]

Stochastic trace
diagnostics [13]

Statistical model
checking in process
mining [16]
Trace-frequency
statistical
verification |15]

Bootstrap-style process
testing [

Log-to-log permutation
testing [6]

Log-to-model comparison and
trace-level reproducibility
analysis.

Stochastic-frequency-aware
comparison; some metrics also
use trace-similarity-aware
distances or finite sampling.
Stochastic and similarity-aware
trace-to-model matching.

Uses simulation and statistical
inference for stochastic process
properties.

Treats conformance as a
statistical comparison of
trace-frequency distributions.

Provides log-to-model
statistical testing with
model-based sampling.

Provides a permutation-based
p-value for two finite logs.

Does not evaluate stochastic
plausibility of trace frequencies
or produce a p-value.

Produce scores rather than a
log-to-model hypothesis-test
decision.

Diagnose individual traces
rather than testing a log-level
null hypothesis.

Tests specified model properties
rather than the log-to-model
null hypothesis studied here.

Treats trace variants
categorically rather than
through trace similarity.

Exposes resampling-design
choices and asymmetric roles for
log and model.

Requires two finite event logs
rather than a stochastic model.

This thesis addresses that specific gap. The later chapters define the resulting Stochastic
Log-to-Model Permutation test and evaluate whether it controls Type I error at conventional
significance levels on the studied datasets, detects relevant stochastic differences and remains
computationally feasible under realistic event-log characteristics.
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3 Preliminaries and Problem Setting

The Stochastic Log-to-Model Permutation (SLMP) test is formulated at the level of finite
traces and probability distributions over traces. This chapter introduces the notation used
for these objects and fixes the statistical terminology used later in the thesis. The aim is
descriptive: the chapter defines the objects that the method operates on, but it does not
yet present the SLMP test itself.

3.1 Activities, Traces and Event Logs

Let X be a finite set of activities. An activity represents one observable step in a process,
such as registering a request, checking a document or sending a decision. The set X is
treated as fixed for a given comparison. Silent model transitions are introduced separately
for Stochastic Labelled Petri Nets and are not elements of X.

Definition 3.1 (Trace). A trace over ¥ is a finite sequence of activities o € ¥*. The
length of a trace is denoted by |o|. The empty trace is denoted by e.

For example, if ¥ = {a, b, c}, then (a,b,c) and (a,c) are two traces over ¥.. They may
represent two executions of the same process that differ by one activity. The order of
activities matters: (a, b, c) and (b, a,c) are different traces.

Event logs record multiple process executions. Since the same trace can occur more than
once, logs are represented as multisets rather than as sets. This keeps both the observed
behaviour and its empirical frequencies.

Definition 3.2 (Multiset). A multiset over a set X is a function B: X — N, where
B(x) is the multiplicity of x. We write B(X) for the set of all multisets over X. For
p, ' € B(X), we write p < p/ iff p(z) < p/(z) for all x € X. Addition is defined
pointwise by (u+ p)(z) = p(x) + ' (x). If 4/ < p, then subtraction is defined pointwise
by (n— i) (z) = p(z) — p'(2).

Definition 3.3 (Event Log). An event log is a finite nonempty multiset of traces L € B(¥X*).
The size of an event log is
1Ll =) L(o).

ceX*

A trace variant of L is a trace with positive multiplicity in L. The set of trace variants in
L is denoted by
Vi ={oe€X*| L(o) > 0}.

The size |L| counts trace occurrences, not distinct trace variants. If a log contains the
trace (a, b, c) five times and the trace (a, c) twice, then the log has seven traces but only
two trace variants. This distinction is important for the later runtime analysis, because
distances between empirical stochastic languages are computed over trace variants, while
sampling cost also depends on the number of trace occurrences.
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3.2 Stochastic Languages

A stochastic language assigns probabilities to traces. It is the distributional object behind
the thesis: both finite event logs and stochastic process models are compared through the
stochastic languages that they induce or approximate.

Definition 3.4 (Stochastic Language). A stochastic language over ¥ is a function f: ¥* —

[0, 1] such that
S flo) =1,
oex*

The support of f is
Sp={oce¥"| f(o) >0}

The support may be finite or infinite. A stochastic language can have finite support
when only finitely many traces have nonzero probability. It can have infinite support when
a process contains loops and can generate arbitrarily long traces with positive probability.
The definition only requires that the probability mass over all finite traces sums to one.

Definition 3.5 (Event-Log Induced Stochastic Language). Let L € B(X*) be an event log.
The event-log induced stochastic language fr, is the empirical distribution

for all o € X*.

The language f1, assigns probability zero to every trace not observed in the log. It should
not be read as the true process distribution. It is the finite empirical distribution obtained
from the sample. In the thesis, this empirical language is the representation of the event
log used by the distance computation.

As a small example, let L = [(a,b)3, {a, c)'], where the superscript gives the multiplicity
of a trace. Then |L| =4, fr({a,b)) = 3/4 and fr({a,c)) = 1/4. All other traces over X
have probability zero under fr.

3.3 Stochastic Models

The SLMP test compares an event log with a stochastic model. The statistical construction
does not require the model to be a particular process notation. It requires that the model
induces a stochastic language and that finite traces can be sampled from it.

Definition 3.6 (Stochastic Model). A stochastic model is any object that induces a
stochastic language over traces. If M is a stochastic model, its induced stochastic language
is denoted by fa.

This definition separates the statistical problem from the modelling language. A stochas-
tic model may be a stochastic Petri net, a probabilistic automaton or another generator
of traces. In the method and evaluation, the main concrete process-model class is the
Stochastic Labelled Petri Net. Event logs can also be viewed as stochastic trace models
through their empirical language fr; this abstraction is used later as an evaluation device
rather than as a separate practical use case.

Definition 3.7 (Stochastic Trace Model). Let L be an event log. The stochastic trace
model induced by L is the stochastic model whose language is fr.

12



A stochastic trace model reproduces only traces observed in the log and assigns them
their empirical frequencies. It is useful as a controlled reference model in some evaluation
settings because it avoids additional model-discovery error. It is still finite and sample-
based: when one samples from a stochastic trace model, traces are drawn with replacement
according to the empirical distribution.

3.4 Stochastic Labelled Petri Nets

Stochastic Labelled Petri Nets provide the main concrete model class used in the thesis.
They extend labelled Petri nets with positive transition weights. At a marking with several
enabled transitions, the weights determine the probability with which the next transition
is chosen.

Definition 3.8 (Stochastic Labelled Petri Net). A Stochastic Labelled Petri Net (SLPN)
is a tuple
SN = (P, T, F,1,w, M;, My).

Here, P is a finite set of places, T is a finite set of transitions, ' C (P x T') U (T x P)
is the flow relation and [: ' — ¥ U {7} is the labelling function. The label 7 denotes a
silent transition that does not contribute an observable activity to a trace. The function
w: T — Ry assigns a positive weight to every transition. The multisets M;, My € B(P)
are the initial and final markings.

For a transition t € T', the preset and postset of t are the multisets ot,te € B(P) with
oi(p) = 1iff (p,t) € F, te(p) =1iff (t,p) € F and value 0 otherwise. A transition ¢ is
enabled in a marking M € B(P) if ot < M. The set of transitions enabled in M is

enabled(M) ={t €T | ot < M}.

If several transitions are enabled, the SLPN resolves the choice probabilistically. For an
enabled transition ¢ in marking M, the firing probability is

w(t)
Zt’Eenabled(M) w (t/) .

P(t| M) =

Thus weights are local to the current choice. Multiplying all enabled weights by the same
positive constant does not change the next-step probabilities.

Definition 3.9 (Firing Semantics). Let SN = (P, T, F,l,w, M;, My) be an SLPN. Firing
an enabled transition ¢ € enabled(M) in marking M yields the marking

M' = (M — ot) + te,

written M % M’. A finite firing sequence

t t t
M0—1—>M1—2—>---—">Mn

has probability

n

H (te | My—1).

If My = M; and M,, = My, the ﬁrmg sequence induces a trace o € ¥* by concatenating
the labels [(t;) with [(t;) # 7. Silent transitions are omitted from the trace.

13



Different firing sequences can induce the same observable trace. The probability of a
trace under an SLPN is therefore obtained by summing the probabilities of all complete
firing sequences from M; to My that project to that trace. This induced probability
distribution over traces is the stochastic language of the SLPN.

Definition 3.10 (SLPN-Induced Stochastic Language). Let SN = (P, T, F,l,w, M;, M)
be an SLPN. For a trace o € ¥*, let Qgn(0) be the set of finite firing sequences from M;
to My whose observable projection is o. The probability assigned by SN to o is

||

fsn(o)= > I Pt | M),

UJGQSN(O') k=1

tw
where w denotes the sequence M h, Mq--- el M-
This definition is conceptual. In the SLMP test, the full language of an SLPN does not
have to be enumerated. This matters for models with loops, where the support can be
infinite. The method only requires the ability to draw finite sample traces from the model.

Definition 3.11 (Livelock). Let SN = (P, T, F,l,w, M;, M¢) be an SLPN. A reachable
marking M is livelocking if there exists an infinite firing sequence

M=My % M 2.

such that [(t;) = 7 for all £ > 1 and My is never visited. The SLPN SN is livelock-free if
it has no livelocking marking.

The thesis only considers SLPNs for which the induced distribution over finite traces
sums to one. In particular, the models considered for the method are assumed to be
livelock-free in the sense above. This ensures that the probabilistic semantics used for
sampling does not lose probability mass in silent infinite behaviour.

3.5 Finite Sampling from Stochastic Models

A stochastic language is a population-level object, whereas an event log is finite. The
log-to-model setting therefore requires a clear distinction between the model distribution
and the finite samples drawn from it.

Definition 3.12 (Model Sample). Let M be a stochastic model with induced language
fm and let n € Nug. A sample of size n from M is an event log S,, € B(X*) obtained by
drawing n traces independently according to fag.

The sample S,, induces its own empirical stochastic language fs, . Even if S, is drawn
from M, the empirical language fg, will usually not equal the model language faq. Some
trace probabilities are overestimated, some are underestimated and low-probability traces
may be absent from the sample altogether. This finite-sample variability is the source of
the statistical uncertainty considered later.

For an SLPN, sampling can be implemented by a random walk. Starting at M;, one
repeatedly chooses an enabled transition according to the firing probabilities, fires it and
records its visible label if it is not 7. The trace is complete once My is reached. Under the
assumptions above, this procedure yields a finite trace with total probability one for the
models considered in this thesis.
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3.6 Log-to-Model Problem Setting

The central comparison in the thesis has two inputs. The first input is an event log L,
represented by its empirical stochastic language fr. The second input is a stochastic model
M, represented conceptually by its induced stochastic language fas. The intended question
is whether the event log and the stochastic model originate from the same underlying
probability distribution.

This setup differs from a log-to-log comparison. In a log-to-log setting, both inputs
are finite multisets of traces. They can be pooled, split and permuted directly. In the
log-to-model setting, only one input is finite. The model may induce a language with
infinitely many traces. Even when its language is finite, enumerating the full distribution
may be unnecessary or impractical. The later method therefore represents the model
through finite samples S, drawn from M.

The distinction between faq and fg, is important. The language fa is the model’s
population distribution. The language fg, is the empirical distribution of one finite model
sample. The two are related, but they are not identical. If a trace has low probability
under fuq, it may be absent from a finite sample. If a trace is sampled several times, its
empirical probability in fg, may exceed its probability in fas. The later method must
account for this sampling variation rather than treating a single model sample as the full
model language.

For the notation used later, L denotes the event log and M denotes the stochastic
reference model. A model sample is usually denoted by S or S, with |S,| = n. The
induced empirical languages are denoted by fr and fg. Distances are computed between
empirical languages with finite support, such as f;, and fg, even when the conceptual null
hypothesis refers to the underlying stochastic language of the model. The calligraphic
symbol M is used consistently for the stochastic reference model, while M is reserved for
Petri-net markings.

The comparison is distributional, not diagnostic. It concerns the frequencies of complete
traces as represented by stochastic languages. It does not identify which model fragment
or which activity caused a discrepancy. It also abstracts from timestamps, resources and
case attributes. These boundaries keep the problem setting aligned with the SLMP test
developed in the next chapter.

3.7 Standing Assumptions

The definitions above leave some modelling choices explicit. The following assumptions are
used throughout the method and evaluation chapters unless a section states otherwise.

First, the log and the stochastic model are compared over the same activity alphabet X.
If a model can produce a visible activity outside the log alphabet, then the alphabet for
the comparison must include that activity as well. Silent transitions in an SLPN remain
internal and are excluded from traces.

Second, event logs are finite and nonempty. This is needed both for the empirical
language fr, and for the statistical interpretation of L as a sample. The thesis does not
require that every trace possible under the model appears in the log. Absence from the log
only means that a trace has empirical probability zero in fr.

Third, stochastic models are assumed to induce proper stochastic languages over finite
traces. For SLPNs, this means that the probability mass of all complete finite firing
sequences, projected to visible traces, sums to one. The livelock-free assumption rules out
one important way in which probability mass could be lost, namely infinite silent behaviour
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that never reaches the final marking.

Fourth, samples from a stochastic model are treated as independent draws from the
model language. The event log is likewise interpreted as a finite sample of process behaviour
for the purpose of the hypothesis test. Whether this sampling abstraction is appropriate
for real event logs is a validity question discussed later.

3.8 Distances Between Stochastic Languages

The SLMP test needs a statistic that measures the difference between two finite empirical
stochastic languages. The thesis uses Earth Mover’s Distance with normalised Levenshtein
distance as the trace-level cost. The two levels should be kept separate: Earth Mover’s Dis-
tance compares distributions over traces, while normalised Levenshtein distance compares
individual traces.

3.8.1 Earth Mover’s Distance

Earth Mover’s Distance (EMD) is an optimal-transport distance. It asks how much
probability mass must be moved from one stochastic language to another and how expensive
this movement is under a chosen trace cost. This lets the statistic account for both
probability shifts and similarity between distinct trace variants.

Definition 3.13 (Earth Mover’s Distance). Let f and g be stochastic languages over %
with supports Sy and ;. Assume that Sy and S, are finite, and let d: ¥* x ¥* — R>¢ be
a trace cost function. The Farth Mover’s Distance between f and g is

o . n. !
BMD(f.0)=  min 3 3 r(o.0') d(o,d)

O‘GSf o’eSy
subject to
Z r(o,0') = f(o) forall o€ Sy,
o’'eSy
> r(o,0") =g(o') forall o’ €5y,
UESf

and r(o,0’) > 0 for all 0 € Sy and o’ € S, [3].

The function r is a transport plan. The first constraint states that all probability mass
assigned by f must be moved somewhere. The second constraint states that every unit
of probability mass required by g must be supplied. The objective minimises the total
cost of the movement. When f and g are empirical languages induced by finite logs, their
supports are the finite variant sets of those logs, so the optimisation problem is finite.

A simple case illustrates the definition. Suppose f assigns all probability mass to (a,b)
and g assigns all probability mass to (a,c). Then the only possible transport plan moves
one unit of probability mass from (a, b) to (a,c), so the EMD equals the trace cost between
these two traces. If g instead assigns half of its mass to (a,b) and half to (a, c), then an
optimal plan can leave half of the mass on the identical trace and move only the remaining
half. The resulting distance is smaller. This is the behaviour needed for stochastic trace
comparison: differences in frequencies and differences in trace structure both contribute to
the statistic.
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3.8.2 Normalised Levenshtein Distance

The trace cost d determines what it means for one trace variant to be close to another.
The thesis uses normalised Levenshtein distance. It is based on the minimum number of
edit operations needed to transform one trace into another.

Definition 3.14 (Levenshtein Distance). Let 0,0’ € X* be traces. The Levenshtein
distance dey(0,0’) is the minimum number of insertions, deletions and substitutions of
single activities required to transform o into o’ [7].

Levenshtein distance is zero for identical traces. A trace that differs by one inserted
activity has distance one, and a trace that requires several edits has a larger distance. Used
directly, this distance grows with trace length. For a distribution-level statistic, it is useful
to bound the cost so that EMD values remain comparable across logs with different trace
lengths.

Definition 3.15 (Normalised Levenshtein Distance). The normalised Levenshtein distance
between traces 0,0’ € X* is

) 0, if o =eand o’ =¢,
6(o,0") = Olev (0, 0’)

—_— therwise.
max(|o], [o'])’ otherwise

The special case for two empty traces avoids division by zero. For all other pairs, the
normalisation bounds the distance to the interval [0, 1]. In the thesis, EMD is instantiated
with d(c,0’) = (0, 0") unless stated otherwise.

3.9 Hypothesis-Testing Terminology

The remaining terminology fixes how statistical decisions are described. This is especially
important because the thesis evaluates a test, not only a distance measure.

Definition 3.16 (Null and Alternative Hypotheses). In the log-to-model setting, the null
hypothesis Hy states that the event log L and the stochastic model M originate from the
same underlying probability distribution. The alternative hypothesis H, states that they
do not originate from the same underlying probability distribution.

This is a distributional hypothesis, not a claim that a finite event log must match the
model distribution exactly. A finite event log need not, and generally will not, match that
distribution exactly. The question is whether the observed difference is larger than should
be expected from finite sampling variation under Hy.

Definition 3.17 (Test Statistic). A test statistic is a numerical quantity computed from
the data and used to assess evidence against Hy. In this thesis, the relevant statistic is a
distance between empirical stochastic languages, instantiated by EMD with normalised
Levenshtein trace cost.

Definition 3.18 (P-Value). For a test statistic where larger values indicate stronger
disagreement with Hy, the p-value is the probability, under Hy, of observing a test statistic
at least as large as the one obtained from the data. In a computational permutation test,
this probability is estimated by the fraction of permutation statistics that are at least as
large as the observed statistic [19, [20].
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In a classical two-sample permutation test, the observed statistic is computed from two
fixed finite samples and the reference behaviour is generated by repartitioning their pooled
observations. The log-to-model setting of this thesis differs because the second input is a
stochastic generator rather than an observed finite sample. Chapter (] therefore adapts the
permutation idea by drawing finite samples from the model and applying randomisation to
the resulting finite pools.

A small p-value indicates that the observed statistic would be unusual if Hy were true.
It is not the probability that Hp is true. It also does not measure the practical size of the
difference between the log and the model.

Definition 3.19 (Significance Level and Decision Rule). The significance level « € [0, 1]
is the rejection threshold chosen before running a hypothesis test. Given a p-value p, the
test rejects Hyg if p < . If p > «, the test does not reject Hy.

The phrase “does not reject Hy” is used deliberately. Non-rejection means that the test
has not found sufficient evidence against the null hypothesis at the chosen level. It does
not prove that the event log and the stochastic model originate from the same underlying
probability distribution.

For example, if a test returns p = 0.03 and the pre-selected significance level is a = 0.05,
then the decision is to reject Hy. If the same p-value is evaluated at a = 0.01, the test does
not reject Hy. The p-value has not changed; the decision changes because the rejection
threshold is stricter. This is why the significance level must be chosen before interpreting
the test result.

Definition 3.20 (Type I Error Rate). The Type I error rate is the probability that a
test rejects Hy when Hj is true. In the evaluation, it is estimated as the fraction of test
instances generated under the null hypothesis for which the test rejects.

The significance level is intended to control this error probability. For a well-calibrated
test at level «, the Type I error rate should not exceed o under the conditions for which
the test is valid. The evaluation later checks this behaviour empirically for the considered
datasets and parameter settings.

Definition 3.21 (Type II Error and Statistical Power). A Type II error occurs when
a test does not reject Hy even though Hi is true. The statistical power of a test is the
probability that it rejects Hy when Hj is true.

Power depends on the size and type of the difference, the event-log size, the trace
distribution, the chosen significance level and the test statistic. In the thesis, power is
evaluated empirically by applying the test to settings in which a distributional difference is
known or constructed.

Together, these definitions provide the vocabulary used in the method and evaluation
chapters. Chapter [4] builds on them to define the SLMP test, including how model samples
are generated, how EMD values are computed and how the resulting p-value is obtained.

3.10 Notation Summary

Table summarises the notation used most often in the next chapters. The table is not
a separate set of definitions; it collects the main symbols introduced above so that the
method chapter can refer to them without repeating the formal setup.
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Table 3.1: Main notation used.

Symbol Meaning

b Finite activity alphabet.

L Event log, represented as a finite nonempty multiset of
traces.

|L| Number of trace occurrences in event log L.

fr Empirical stochastic language induced by event log L.

M Stochastic reference model in the log-to-model setting.

m Stochastic language induced by model M.

Sh Event log obtained by drawing n traces from a stochastic
model.

fs, Empirical stochastic language induced by the model sample
Sh.

EMD(f, g) Earth Mover’s Distance between stochastic languages f and
g.

5(a,0”) Normalised Levenshtein distance between traces o and o”.

Hy, Hy Null and alternative hypotheses.

Q Significance level used as the rejection threshold.

P P-value produced by a hypothesis test.
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4 Stochastic Log-to-Model Permutation Test

This chapter defines the Stochastic Log-to-Model Permutation (SLMP) test as the central
method of the thesis. The test takes an event log L, a stochastic model M, an iteration
count K and a significance level a as input. It returns a p-value for the hypothesis that
the event log and the stochastic model originate from the same underlying probability
distribution, together with the corresponding decision at level a.

The method adapts permutation testing to the log-to-model setting. Since the model is
a stochastic generator rather than a second finite event log, SLMP draws finite samples
from the model and applies a permutation step to the log and each sampled log. The
distance statistic is Earth Mover’s Distance (EMD) between finite empirical stochastic
languages, instantiated with normalised Levenshtein distance as the trace-level cost.

The chapter builds on the definitions from Chapter [3| It does not redefine event logs,
stochastic languages, model samples, EMD or normalised Levenshtein distance in full.
Section states the hypothesis and inputs. Section gives the pipeline. Section
introduces a small running example, which is then reused in the sampling, distance,
permutation and p-value sections. Section gives pseudocode for the full test. The
chapter closes with design choices and the relation to log-to-log permutation testing and
bootstrap-style log-to-model testing.

4.1 Null Hypothesis and Inputs

The SLMP test addresses a distributional log-to-model question. Let L be the observed
event log and let M be a stochastic model with induced stochastic language faq. The null
hypothesis is

Hy : L and M originate from the same underlying probability distribution.

The alternative hypothesis is that they do not originate from the same underlying probability
distribution.

The test evaluates this hypothesis through finite empirical languages. The event log
induces fr,, while each iteration draws a model sample S, from M and uses its empirical
language fs,. The observed log-to-model distance is judged against distances obtained
after randomly repartitioning the finite traces in the pooled log and model sample. Thus
the test asks whether the distance between L and model-generated samples is unusually
large relative to the randomised finite-sample behaviour used by the procedure.

The standing assumptions from Chapter [3| remain in force: L is finite and nonempty,
the comparison uses a shared visible activity alphabet, M induces a proper stochastic
language over finite traces and traces can be sampled independently from that language.
For Stochastic Labelled Petri Nets (SLPNs), sampling is realised by random walks from
the initial marking to the final marking, with enabled transitions chosen according to their
weights [12]. The chapter uses these assumptions without repeating the full formal setup.
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4.2 Overview of the SLMP Pipeline

The SLMP test has three main phases in each iteration. First, it draws a fresh model
sample S, with n = |L|. Second, it computes the base distance between fr and fg  using
EMD with normalised Levenshtein trace costs. Third, it pools L and .S,,, randomly splits
the pool into two equally sized multisets and computes the EMD between the two induced
empirical languages. The resulting permuted distance represents one randomised reference
distance for the same finite pool.

Figure gives the high-level structure of the test.

3 Stochastic Draw
Model

Calculate
EMD

A

—>» Event Log |/

Pool & Calculate
Partition I EMD

—>»| P-Value [<€
v

Figure 4.1: Overview of the SLMP test

Repeating the procedure for K iterations gives K pairs of base and permuted distances.
The p-value is the fraction of iterations in which the permuted distance is at least as large
as the corresponding base distance. A small p-value means that the distances obtained after
random repartitioning are rarely as large as the distances between the log and independently
sampled model logs. This provides evidence against Hy at the chosen significance level.

The two random components have different roles. Model sampling turns the stochastic
model into a finite object that can be compared with the log. Permutation estimates
how large a distance should be expected between two equal-sized groups when the labels
assigned to the pooled trace occurrences do not indicate a distributional difference.

4.3 Example lteration

A small running example will be used throughout the chapter. The example model is
represented as the SLPN in Figure [£.2] It first emits activity a and then chooses between
activity b with probability 3/4 and activity ¢ with probability 1/4. Its possible traces are
therefore (a,b) and (a,c).

Let the observed log contain four traces:

L = [{a, b>3> (a, C>1]'

Thus fr({a,b)) = 3/4 and fr({a,c)) = 1/4. One SLMP iteration draws a model sample
with the same number of trace occurrences. Suppose that this iteration draws

Sy = [{a,b)?, (a,c)?].
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Figure 4.2: Stochastic Labelled Petri Net of the example model.

The later sections use this same log and sampled model log to illustrate the sampling phase,
base distance, permutation step and p-value contribution of one iteration.

4.4 Sampling Phase

The first phase draws a finite sample .5, from the stochastic model M. The sample is
represented as an event log, and its empirical stochastic language is denoted by fg, . The
SLMP test uses

n = |L|.

In the running example, |L| = 4, so the model-side sample is the multiset S; introduced in
Section [4.3]

Sampling is needed because the full stochastic language of M may be large or infinite. An
SLPN with loops, for example, can assign positive probability to traces of arbitrarily large
length. SLMP avoids requiring the full model language as a finite table. Each iteration
instead compares the empirical language of the observed log with the empirical language
of a model sample.

Matching the model sample size to |L| gives a balanced comparison. The base distance
compares two empirical languages induced by equally sized multisets, and the permutation
step can split the pooled multiset symmetrically into two parts of size |L|. This follows
the balanced-input design used for two-sample randomisation tests |19, |20] and avoids
introducing an additional model-sample-size parameter.

The method draws a fresh model sample in every iteration. A single fixed model sample
would make the result depend heavily on one realisation from M. Fresh samples expose
the p-value estimate to variability in the traces generated by the model. This is central to
the log-to-model adaptation.

For an SLPN, each trace in S, is generated by a random walk. Starting from the
initial marking, the sampler repeatedly selects one enabled transition with probability
proportional to its weight, fires the transition and records the visible label if the transition
is not silent. The trace ends when the final marking is reached. Repeating this procedure
n times gives S,,. The method only requires the resulting independent trace draws; the
evaluation chapter reports the concrete implementation choices used in the experiments.
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4.5 Distance Measurement Phase

The distance measurement phase computes the base distance between the observed log
and the current model sample. In iteration ¢, the statistic is

EMDY,,, = EMD(fy, ),

base
where Sg) is the model sample drawn in that iteration. Larger values indicate stronger
disagreement between the empirical stochastic language of the log and the empirical
stochastic language of the model sample.
EMD is used because the comparison is both distributional and trace-similarity aware. It
moves probability mass between trace variants and pays a cost determined by the distance
between paired traces [3]. The trace-level cost used in this thesis is normalised Levenshtein

distance: e )
S 1. 00) = leviO1,02
(7192 = sl Joal)

when at least one of the traces is nonempty, with cost 0 for two empty traces. Here, Jjey is
the minimum number of insertions, deletions and substitutions needed to transform one
trace into the other [7]. Normalisation bounds the trace cost to [0, 1].

In the running example, the traces (a,b) and (a,c) differ by one substitution. Their
Levenshtein distance is 1, and their normalised Levenshtein distance is 1/2. The base
comparison between

L={[(a,b)? (a,c)!] and Sy=[(a,b)? (a,c)?]

therefore only has to move probability mass 1/4 from one of the two variants to the other.
The base EMD for this iteration is

EMDbase - i . % - %

The same statistic also handles iterations in which the log and model sample do not
contain the same variants. In that case, EMD transports mass between the observed
variants according to their normalised Levenshtein costs, so both frequency differences and
trace-structure differences can affect the base distance.

Only finite empirical languages are used in the EMD computation. The supports are the

trace variants observed in L and S,(f), not every trace that could be generated by M.

4.6 Permutation Step

The permutation step constructs the reference comparison for the same iteration. After

drawing Sq(f), the test forms the pooled multiset

PO — [ 4 5.

Since ]ST(Li)\ = |L|, the pool contains 2|L| trace occurrences. The test then randomly
partitions P into two multisets A®) and B® with

—~

1AD| = |BD| = |L| and A® 4+ BO = p(),
The permuted distance is

EMDI()Qrm = EMD(f ), f0)-
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Under the null construction, the trace occurrences in the finite pool can be viewed as
exchangeable with respect to their log or model-sample label. Randomly assigning the
pooled traces to two equal-sized groups gives one reference distance for what two samples
of that size can look like when no systematic label difference is present.

In the running example, the pool contains eight trace occurrences:

P=L+5,= [<CL, b>5a <CL, C>3]'
One possible random split is
A=[{ab)",  B=[{ab)" (a,c)].

The induced languages differ by probability mass 3/4 on (a, c), and the trace cost between
the two variants is still 1/2. The permuted distance for this split is therefore
31 3
EMDperm =5 Z . 5 - g
The SLMP test uses one random split for each fresh model sample. Additional splits of
the same pool would give more information about that particular pool, but they would still
condition on one sampled model log. The design used in this thesis spends the iteration
budget on new model samples, so the p-value reflects both model-sampling variability and
permutation variability.

4.7 P-Value Computation

After K iterations, the SLMP test has pairs of distances

(EMD{,, EMDY),, ) fori=1,... K.
The p-value estimate is the fraction of iterations in which the permuted distance is at least
as large as the base distance:

L& i 0
pfmaz:EZn(EMDU > EMD{)., )

perm — base
=1

where 1(-) is the indicator function, returning 1 if the condition holds and 0 otherwise.
The inequality is oriented so that large distances count as stronger evidence against Hy. If
the base distance is often larger than the distance obtained after random repartitioning, few
indicators equal one and the p-value becomes small. If permuted distances are frequently
at least as large as the base distances, the p-value is larger.
For the running example iteration, the indicator contributes 1 because
3_ 1
EMDperm = 5 2 5 = EMDypase.
8 78
This is only one summand in the p-value estimate. Other iterations may draw different
model samples or obtain different random splits, so the final p-value is obtained by
aggregating the K indicator values.
This construction differs from a classical two-sample permutation test because the second
input is not an observed finite sample. SLMP draws a fresh finite sample from the stochastic
model in each iteration and applies the permutation step to the resulting finite pool. The
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p-value therefore aggregates across independently sampled pools rather than conditioning
on one fixed pair of logs.

The value K controls the granularity and Monte Carlo stability of the estimate. Larger
K gives a finer p-value resolution and reduces variation from a finite number of iterations,
but it also increases computation. The method treats K as an experimental parameter;
concrete values are reported in the evaluation chapter.

4.8 Decision Rule and Interpretation

The user of the test chooses a significance level « before interpreting the result. Given the
p-value pfinai, the decision rule is

reject Hy if pripa < o

If pfinat > «, the test does not reject Hy.

A rejection means that, at the chosen significance level, the observed log-to-model
distance is large relative to the null construction implemented by the test. In the thesis
setting, this is evidence against the null hypothesis that the log and the stochastic model
originate from the same underlying probability distribution.

If the test does not reject Hy, the available evidence is insufficient to declare a significant
difference at level «; this does not prove that the event log and the stochastic model
originate from the same underlying probability distribution. The thesis therefore uses
“does not reject Hp” for this outcome throughout.

The evaluation chapter studies Type I error behaviour empirically for the considered
settings; a general proof for all stochastic languages is outside the scope of this method
definition.

4.9 SLMP Procedure

Table gives the complete procedure in pseudocode. The notation sample(M,n) denotes
a multiset of n independent traces drawn from the model. The notation split(P,n,n)
denotes a random partition of a multiset P into two multisets of sizes n and n.

The pseudocode keeps implementation choices abstract. It does not specify how EMD
is solved, how Levenshtein distances are cached or how iterations are parallelised. Those
choices affect runtime and reproducibility, but they do not change the statistical structure of
the method. The evaluation chapter reports the concrete choices used for the experiments.

4.10 Design Choices

The SLMP test makes several design choices that are specific to the thesis problem. This
section collects the main choices so later chapters can evaluate their consequences without
reintroducing the method.

4.10.1 Finite Samples Instead of Full Model Enumeration

The first design choice is to use finite samples from M rather than requiring the full model
language. This makes the test applicable when the model language is very large or infinite.
It also keeps both sides of the EMD calculation empirical: the log induces fr, and the
sampled model log induces fg, .
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Table 4.1: Pseudocode for the SLMP test.

Input: event log L, stochastic model M, iterations K, significance level «
Output: p-value pyi,q and decision at level o

n « |L|
c+0
fori=1,...,K do
S sample(M, n)
dpase EMD(fL> fST(Li))
PO « L+ 5
(AD BO)Y « split(PW), n, n)
dperm — EMD(fA(i) ; fB(i))
if dperm > dpase then c <—c+1
end for
Pfinal < C/K
if ptinat < o then reject Hj else do not reject Hy

The cost of this choice is sampling variability. SLMP addresses this within the test
construction by drawing fresh samples across iterations and comparing base distances with
permuted distances from the corresponding finite pools. The consequences of finite model
sampling are evaluated empirically in Chapter [5] and interpreted in Chapter [6]

4.10.2 Equal Sample Sizes

The second design choice is to set the model sample size to |L|. Equal sample sizes make the
base comparison balanced and the permutation step symmetric: the pooled multiset can
be split into two groups of the same size. This avoids an additional sample-size parameter
and follows the balanced-input design used for two-sample randomisation tests |19} |20].

An alternative would be to draw larger model samples to approximate fxq more closely.
That variant would require a rule for unequal sample sizes, reweighting or asymmetric
splitting. Such variants are outside the method evaluated in this thesis.

4.10.3 Fresh Samples Across Iterations

The third design choice is to draw a new model sample in every iteration. The alternative
is to draw one fixed model sample and perform many permutations against it. That would
estimate permutation behaviour conditional on one sampled model log. SLMP instead
estimates behaviour across model samples, which matches the role of M as a stochastic
generator.

This choice also explains why the method uses one permutation per sample in the
evaluated configuration. The computation budget is spent on independent model samples
rather than on repeated repartitions of the same pool. The parameter analysis in the
evaluation chapter studies this choice empirically.

4.10.4 EMD as Test Statistic

The fourth design choice is to use EMD as the statistic. EMD compares probability
distributions while respecting a trace-level notion of similarity. If a model shifts probability
mass from (a, b, ¢) to (a,c), the statistic can treat this as a smaller deviation than shifting
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the same mass to a structurally distant trace. A flat categorical statistic would lose this
distinction.

Other statistics are possible. A trace-frequency test could compare variant categories
directly. A divergence such as Jensen-Shannon distance could compare distributions under
a different geometry [12]. Such alternatives would lead to different sensitivity and different
limitations. The thesis fixes EMD with normalised Levenshtein distance to keep the
contribution focused and to connect the test to stochastic conformance measures used in
process mining.

4.10.5 Normalised Levenshtein Trace Cost

The fifth design choice is the trace cost used inside EMD. Normalised Levenshtein distance
is simple, bounded and defined for arbitrary finite activity sequences. It captures insertions,
deletions and substitutions of activities, which are natural structural differences between
traces. The normalisation keeps the cost in [0, 1] and avoids letting absolute trace length
dominate the distance scale.

This cost is not the only possible choice. Domain-specific substitutions, activity hier-
archies, alignments or time-aware distances could be used in other settings. The SLMP
construction only requires a trace cost for the EMD calculation, but the evaluation in this
thesis concerns the normalised Levenshtein instantiation.

4.11 Relation to Log-to-Log Permutation and Bootstrap Testing

The SLMP test is closest in spirit to log-to-log permutation testing. In the log-to-log
setting, two finite event logs are pooled, labels are randomly reassigned and a statistic is
computed on each split [6]. This works because both inputs are already finite samples.
Under the null hypothesis, the labels identifying the two logs are exchangeable, so the
repartitions approximate the distribution of the statistic expected under no difference.

The log-to-model setting lacks the second finite log. The stochastic model is a generator
of a language, not a realised multiset. SLMP bridges this gap by drawing a model sample
in each iteration and then applying the permutation idea to the log and the sampled log.
The method therefore keeps the finite-sample randomisation logic of a permutation test
while adapting the second input to the model setting.

The adaptation changes the source of uncertainty. A log-to-log permutation test con-
ditions on two finite logs. SLMP also includes uncertainty from model sampling, which
affects both the base distance and the permuted distance. This is the reason for drawing
fresh model samples across iterations.

Bootstrap-style log-to-model testing takes a different route. It can draw samples from the
model to construct a reference distribution and compare the log against that reference [5].
This makes bootstrap testing naturally applicable to log-to-model problems, but the
construction is not the same as a permutation test between two finite samples. It may
depend on choices such as resample size and treats the observed log and model-generated
samples differently. SLMP instead creates an equal-sized model sample and uses random
repartitioning of the pooled traces to estimate the null behaviour of the distance statistic.

This comparison should not be read as a claim that bootstrap testing is invalid. The
point is narrower: the thesis investigates whether a permutation-style construction can be
made operational for stochastic log-to-model comparison. The empirical chapters compare
the resulting behaviour with existing approaches under the evaluated settings. They do
not establish a general dominance result for all logs, models or significance levels.
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5 Evaluation

This chapter reports the empirical evaluation of the Stochastic Log-to-Model Permutation
(SLMP) test. It first documents the implementation and experimental setup needed to
interpret the results: framework, parameter choices, datasets, metrics and execution context.
The following sections then examine whether the p-value reacts to stochastic differences,
whether known benchmark differences are detected, whether false rejections stay controlled
under null constructions, whether model quality is reflected in the p-value and how runtime
relates to observable log characteristics.

The chapter stays empirical. It refers to Chapter [ for the construction of the SLMP test
and adds no experiments beyond the reported study. The main text records implementation
decisions that affect interpretation, while operational run details are not duplicated in the
thesis text.

5.1 Implementation and Experimental Setup

The SLMP test was implemented in the open-source EBI framework [23]. The experimental
evaluation was conducted using Python. A reproduction repository is available on GitHubE]
and serves as the operational companion for the experiment code and datasets. Exact
scripts, command lines, package versions, random seeds, directory layouts, output locations
and figure-generation steps are not duplicated in this chapter.

At implementation level, each SLMP iteration draws a finite model sample with the
same number of trace occurrences as the observed log. For Stochastic Labelled Petri Nets
(SLPNs), model traces are generated by simulation: a run starts at the initial marking,
repeatedly selects enabled transitions according to their weights and stops when the final
marking is reached. The sampled traces form the empirical model-side language used in
that iteration.

The distance statistic is the Earth Mover’s Distance (EMD), using normalised Levenshtein
distance as the trace-level cost. In the experiments, EMD is computed on finite empirical
languages. Thus, the supports entering an EMD instance are the trace variants that occur
in the log and in the current model sample, not the full support of the stochastic model.

Unless stated otherwise, the experiments use K = 5000 SLMP iterations and a significance
level of ae = 0.05. Since the implemented design performs one permutation step for each
freshly drawn model sample, this means that a standard SLMP run uses 5000 model
samples and 5000 random repartitions. The choice follows the reported experimental
parameter setting and the general recommendation that computational permutation tests
use a sufficiently large number of sampled permutations for stable p-value estimates [21].
The Type I error section also studies the parameter choice directly by varying the number
of model samples and the number of permutations per sample.

The compared methods depend on the experimental question. Detection effectiveness
and Type I error behaviour are compared with two existing process hypothesis tests: the
bootstrap test of Leemans et al. [5] and the log-to-log permutation (LLP) test of Pitsch et

"https://github.com/FelixBritzelmaier/Experiments-SLMP

28


https://github.com/FelixBritzelmaier/Experiments-SLMP

al. |6]. These comparisons are informative because the bootstrap test already covers the log-
to-model setting, while the LLP test is the closest permutation-based reference but requires
two finite logs. The model-quality experiment does not compare SLMP with another
hypothesis test. Instead, it relates SLMP p-values to two stochastic conformance metrics,
Earth Mover’s Stochastic Conformance (EMSC) [3] and Entropic Relevance (ER) [|4]. This
separates a binary hypothesis-test decision from graded conformance scores.

The evaluation uses several groups of data, each chosen for a different question. The
stochastic-sensitivity experiment uses an SLPN derived from the Road Traffic Fine Man-
agement event log [24] and the normative Petri net presented by van der Aalst et al. [25].
This setting is used because controlled probability-mass shifts can be introduced while
keeping the trace support fixed. The detection-effectiveness experiment uses four synthetic
concept-drift datasets with known ground-truth drift structure: Ceravolo [26], Gallego-
Fontenla [27], Maaradji [28] and Ostovar [29]. These datasets make it possible to label test
instances as positive or negative. Type I error behaviour is evaluated both on the negative
benchmark instances and on stable real-world logs. Model quality sensitivity is evaluated
on BPIC2013 open cases [30]. Runtime is evaluated on real-world event logs with different
sizes, numbers of trace variants and average trace lengths.

The reported metrics vary by experiment. Stochastic sensitivity and model quality
sensitivity use the SLMP p-value directly, detection effectiveness reports accuracy, statistical
power, Type I error rate and F1l-score, Type I analysis reports error-rate curves over «
and runtime is reported as average wall-clock time with standard deviation.

The p-value interpretation follows Chapter [ A p-value below « leads to rejection of Hy
at the chosen significance level, while a p-value above « leaves Hy unrejected at that level.

The experiments are organised to answer the empirical research questions from Chap-
ter |1, Stochastic sensitivity and detection effectiveness address whether relevant stochastic
differences can be detected on the evaluated data. The Type I error experiment addresses
whether the test avoids excessive false rejections under null constructions. The model-
quality experiment checks whether the p-value behaves consistently when the reference
model changes from an empirical trace model to discovered stochastic models. The runtime
experiment addresses the practical side of the third sub-question by identifying which log
characteristics make the test more expensive.

All non-runtime experiment batches were executed on the CLAIX high-performance
computing cluster at RWTH Aachen University. The runtime measurements have their
own measurement context in Section Exact cluster node, partition and environment
details are not repeated here because they are not used to interpret the reported runtime
table.

5.2 Stochastic Sensitivity

The first experiment evaluates whether SLMP p-values react to controlled stochastic
differences. The goal is not to test process discovery quality or structural model mismatch.
Instead, the experiment changes the probability assigned to traces while keeping the trace
variants fixed. This isolates the stochastic part of the question: if the model allows the
same variants but with different probabilities, the p-value should decrease as the probability
shift becomes stronger.

The setup is based on the Road Traffic Fine Management log [24]. Transition weights
derived from this log are mapped onto the normative Petri net presented by van der Aalst
et al. |25], yielding an SLPN used as the reference model. Stochastic shifts are introduced
by redistributing probability mass from the 20% most probable trace variants to the 20%
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least probable trace variants. The redistributed mass ranges from 0% to 8% in increments
of 0.5%. For each shift magnitude and log size, ten independent event logs are drawn from
the shifted distribution and tested against the original SLPN. The 0% setting is the null
baseline, because the sampled logs are drawn without an introduced shift from the model
distribution used for testing.

No alternative method is compared in this experiment. The metric is the mean SLMP
p-value over the ten repetitions for each configuration. The significance level a = 0.05
is shown as a reference threshold, but the main object of interest is the p-value curve:
decreasing p-values indicate that the test statistic is becoming less compatible with the
null construction as the shift grows.

The design deliberately keeps the set of trace variants unchanged. This is important
because the EMD statistic can react both to frequency changes and to structural differences
between trace variants. If new variants were introduced at the same time, a lower p-value
could be caused by either the changed frequencies, the changed support or both. By
redistributing probability mass between existing variants, the experiment gives a cleaner
view of whether the test reacts to stochastic-frequency changes alone.

Figure [5.1] shows the expected monotone pattern at the level supported by the plotted
experiment: p-values decrease as the probability shift increases. Larger log sizes need
smaller shifts before the mean p-value approaches or crosses the significance threshold.
This is consistent with the role of log size in statistical testing. With more traces, the
empirical language contains more information about the shifted frequencies, so smaller
stochastic differences can become detectable.

The baseline confirms that the experiment does not produce false rejections under its 0%
construction. At 0% shift, mean p-values range from 0.477 to 0.526 across the evaluated
sample sizes, with a minimum observed value of 0.168. All of these values are above
a = 0.05. At the other end of the sensitivity curve, stronger shifts lead to lower p-values,
especially for larger logs. The figure therefore supports the claim that SLMP is sensitive
to probability-mass changes under this controlled design.

The result also shows the expected small-sample boundary. For n = 500, the standard

0.7 1 Log size

p-value (mean)

Probability mass shifted (%) [top 20% — bottom 20% variants]

Figure 5.1: Mean p-value per sample size and probability mass shift. Dashed line marks
a = 0.05.
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deviation exceeds 0.10 at most shift levels, and detection only approaches the significance
threshold beyond a shift of 7.0%. With few observed traces, sampling variation in the log
and the model samples can hide moderate probability shifts.

For the second research sub-question, this experiment provides controlled evidence for
statistical power in a stochastic-frequency setting. It shows that the test can detect
frequency shifts when enough traces are available and the shift is large enough. It also
shows why power depends on log size: the same underlying distributional change can be
detectable for a larger log and inconclusive for a smaller one.

The scope of the experiment is the Road Traffic-derived model and the frequent-to-rare
probability-mass shift used here. Within that scope, the SLMP p-value moves in the
intended direction, and the required shift size depends on the log size.

5.3 Detection Effectiveness

The detection-effectiveness experiment evaluates how well SLMP distinguishes benchmark
instances with known drift from instances without drift. In contrast to the stochastic-
sensitivity experiment, this section uses labelled comparison instances, so the test output
can be evaluated as a classification decision. A positive instance should lead to rejection of
Hjy, while a negative instance should not.

The experiment uses four synthetic concept-drift datasets with known ground truth,
shown in Table Test instances are extracted following the procedure of Brockhoff et
al. [31] for creating comparison instances from concept-drift evaluation datasets. Positive
instances span a concept-drift boundary, while negative instances are drawn from the same
stable period. The reported test sizes indicate the range of log sizes used for the extracted
instances. Within each instance, the two compared logs are approximately equal in size,
differing by at most one trace.

The datasets cover different empirical conditions for the test. Ceravolo and Gallego-
Fontenla have comparatively small variant counts relative to their trace counts. Maaradji
has a much larger number of variants and test sizes up to 2000. Ostovar is structurally
different from the other three: it contains 2999 traces and 2981 variants, so nearly every
trace is unique. This makes the dataset important for evaluating a finite-sampling failure
mode rather than only average detection performance.

To isolate detection accuracy from model-discovery quality, the experiment uses trace
models as the log-to-model reference. A trace model exactly reproduces the empirical
distribution of the event log from which it is constructed. This choice is an evaluation
device: it isolates the statistical behaviour of SLMP from inaccuracies of a discovered
model. The experiment deliberately does not evaluate the combined pipeline of discovering
a stochastic process model and then testing it.

SLMP is compared with the bootstrap test of Leemans et al. [5] and the LLP test of
Pitsch et al. [6]. Let TP, TN, FP and FN denote true positives, true negatives, false

Table 5.1: Benchmark datasets

Dataset #Activities #Traces  #Variants Test Sizes #Tests
Ceravolo [26] 15 1000 92-95 333-500 120
Gallego-Fontenla [27] 20 5000-10000 84-85  500-1000 969
Maaradji [28] 19-20 5000-20000 3797-13436  500-2000 1064
Ostovar [29) 48 2999 2981 1000 125
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positives and false negatives, where positive instances are drift instances and positive
decisions are rejections. The reported metrics are

N B TP + TN
COUASY = TP Y TN + FP + FN”
. TP
ower = ————
VT TP L FN
FP
TIER = ——
FP + TN’
TP
Fl1=2x

2TP + FP + FN’

Reporting all four metrics avoids hiding different failure modes behind one aggregate
number. Accuracy can be high when one class dominates the test set. Power can be high
even when a method rejects too many negative instances. T1-ER focuses directly on false
positives, which are critical for a hypothesis test. The F1l-score gives a compact view of
positive-drift detection, but it must still be read together with T1-ER because the thesis is
not only interested in detecting change; it is also interested in calibrated decisions under
no-change conditions.

Table shows that SLMP is comparable to the LLP test on three of the four datasets
and has substantially lower Type I error rates than the bootstrap test on those datasets.
On Ceravolo, SLMP reaches accuracy 0.93, power 0.87, T1-ER 0.04 and F1-score 0.90. It
is therefore close to LLP, with slightly higher power and the same T1-ER. On Gallego-
Fontenla, SLMP and LLP both reach accuracy 0.97, power 1.00, T1-ER 0.06 and F1-score
0.97. On Maaradji, SLMP reaches accuracy 0.98, power 1.00, T1-ER 0.03 and F1-score
0.98, again close to LLP.

The bootstrap test has high power on all four datasets, but the table shows that this
comes with elevated false-positive behaviour. Its T1-ER is 0.55 on Ceravolo, 0.37 on
Gallego-Fontenla and 0.32 on Maaradji, while SLMP and LLP remain near the 0.05
significance level on these datasets. This distinction matters for the research question of
the thesis. A useful hypothesis test must detect true differences, but it must also avoid
rejecting too often when the null construction is intended to hold.

The comparison with LLP should also be interpreted carefully. LLP is not a log-to-model
test, so it is not a direct substitute for SLMP in the target setting of the thesis. It is
included because it represents the closest existing permutation-based behaviour when
both inputs are finite logs. Similar performance between SLMP and LLP on the first
three datasets therefore indicates that the log-to-model adaptation preserves much of the
useful behaviour of the permutation approach when finite model samples are representative
enough.

The Ostovar dataset is the exception and requires separate interpretation. It contains
2999 traces and 2981 trace variants, so almost every trace is unique. When sampling n traces
with replacement from a log of n traces, the expected fraction of trace occurrences absent
from the sample is approximately 1/e ~ 36.8% [32]. In a near-unique trace distribution,
this means that chance omission alone can make a sampled trace model look far from the
corresponding log.

This finite-sampling effect likely explains the T1-ER of 1.00 for SLMP on Ostovar. The
bootstrap test also reaches T1-ER 1.00, and the LLP test deteriorates to T1-ER 0.39. The
failure mode is tied to the near-unique trace structure and to the difficulty of representing
such an empirical distribution through finite samples. Chapter [6] returns to this mechanism
in more detail.
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Table 5.2: Detection accuracy per dataset and method

Dataset Technique Accuracy Power TI1-ER F1-Score
Ceravolo [26] Bootstrap test [5] 0.62 091 0.55 0.65
LLP test [6] 092 084  0.04 0.88
SLMP test 0.93 0.87 0.04 0.90
Gallego-Fontenla [27] Bootstrap test [5] 0.80  1.00 0.37 0.83
LLP test [6] 097 1.00  0.06 0.97
SLMP test 0.97 1.00 0.06 0.97
Maaradji [28] Bootstrap test [5] 0.83  1.00 0.32 0.85
LLP test [6] 0.99 1.00 0.03 0.99
SLMP test 0.98 1.00 0.03 0.98
Ostovar [29] Bootstrap test [5] 0.40  1.00 1.00 0.57
LLP test [6] 0.75 0.96 0.39 0.76
SLMP test 0.40 1.00 1.00 0.57

Taken together, the experiment shows that SLMP transfers the permutation-testing idea
to the log-to-model setting without substantial loss of detection effectiveness compared
with LLP when finite samples approximate the trace-model distribution sufficiently well.
The Ostovar result marks the main exception, and discovered imperfect reference models
remain outside this experiment.

5.4 Type | Error Rate

The Type I error experiment focuses on false rejections. Its goal is to evaluate whether
SLMP avoids rejecting Hy too often when the compared inputs are intended to originate
from the same underlying probability distribution in the experimental construction. This
question is separate from detection power. A test that frequently detects drift can still be
unsuitable if it also rejects many no-drift cases.

The experiment uses two sources of negative instances. The first source is the set of
no-drift instances from the non-near-unique benchmark datasets in Section Ceravolo,
Gallego-Fontenla and Maaradji. The second source consists of three stable real-world logs:
the Road Traffic Fine Management log [24], the BPIC2013 closed cases log [30] and the
BPIC2020 domestic declarations permits log |33]. For each real-world log, 250 independent
tests are performed. In each test, the log is randomly split into two halves. Since no known
drift is introduced by this construction, the null hypothesis is intended to hold. The first
half is converted into a trace model for the log-to-model methods.

SLMP is compared with the bootstrap test and the LLP test. The metric is Type I error
rate as a function of the significance level a. For a well-calibrated test at a given level,
the Type I error rate should not exceed a. The evaluation therefore examines not only
the conventional decision level o = 0.05, but also the curve across significance levels. The
diagonal in the figure is the reference: curves above the diagonal indicate too many false
positives for the corresponding «.

The two groups of negative instances serve complementary purposes. The no-drift bench-
mark instances preserve the synthetic-data setup used for detection effectiveness, which
makes the Type I error results directly comparable to Table The stable real-world logs
give a second view on false-positive behaviour under event-log characteristics not generated
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by the concept-drift benchmarks. Both constructions are empirical approximations of a
null situation, not formal guarantees that the logs are perfectly stationary.
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Figure 5.2: Type I error rate. The dashed diagonal marks the expected upper bound and
the dashed vertical marks a = 0.05.

Figure [5.2 shows that the bootstrap method exceeds the expected Type I error rate from
low values of a on all six datasets. This confirms the elevated false-positive behaviour
already visible in Table 5.2l The LLP test follows the diagonal most closely overall, which
is expected to be a strong point of the log-to-log permutation construction. It does not,
however, solve the log-to-model problem directly because it requires two finite logs.

The SLMP curve remains at or below the diagonal for av < 0.05 across the datasets in this
figure. This gives empirical evidence for Type I error control at conventional significance
levels for this configuration. Above a dataset-dependent point, the SLMP curve can rise
above the desired diagonal, so the claim does not extend to arbitrary significance levels or
all stochastic languages.

The shape of the curve is more informative than the value at one threshold. If the test
were only evaluated at a = 0.05, the conventional-level result would be visible but the later
inflation would be hidden. Showing the full curve keeps the Type I error claim tied to the
observed range.

The elevated Type I error rate beyond conventional levels is plausibly connected to finite
model sampling. Drawing a finite sample from a stochastic model can omit low-probability
traces and thereby bias the empirical language, as discussed by Mirus . The experiment
does not prove this mechanism formally, but the pattern motivates the parameter analysis
shown in Figures and Chapter [0] discusses the mechanism in more detail.
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Figure 5.3: Type I error rate with the total number of permutation steps fixed at 5000 and
varying number of samples. The dashed diagonal marks the expected upper
bound and the dashed vertical marks o = 0.05.

Figure [5.3 fixes the total number of permutation steps at 5000 and varies how many
model samples are used. The standard SLMP configuration used elsewhere in the evaluation
corresponds to the setting with 5000 samples and one permutation step per sample.

The content of the figure shows that the single-sample setting is the weakest variant of
the fixed-budget design. Its curve rises above the reference diagonal earlier on most logs,
which means that repeatedly comparing against one sampled model log gives too many
false rejections. As the budget is spread over more model samples, the curves become
tighter and the low-a region moves closer to the intended Type I error boundary. This
supports the design choice of exposing the test to many independent model samples instead
of relying on one sampled approximation of the model language.

Figure instead gives every model sample 5000 permutation steps and varies the
number of model samples. This design increases the number of repartitions for each
sampled model log rather than fixing a single total budget.

The figure shows that adding many repartitions for each sampled model log does not by
itself restore the desired diagonal behaviour. The single-sample curve is again the least
favourable case, and using several model samples improves the result, but the multi-sample
curves still rise above the diagonal for larger values of o.. This indicates that the remaining
inflation is not simply caused by too few random repartitions within a fixed pool. The
sampled model logs themselves remain an important source of variation and possible bias.
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Figure 5.4: Type I error rate where each sample performs 5000 permutation steps while
the number of samples varies. The dashed diagonal marks the expected upper
bound and the dashed vertical marks o = 0.05.

Together, the two parameter analyses separate the effect of drawing model samples
from the effect of performing more permutations for each sample. Figure shows why
distributing the budget across fresh model samples is preferable to conditioning on one
sample. Figure shows that increasing the number of permutations around each sampled
log does not remove the higher-threshold inflation. The combined interpretation is that
the remaining issue is tied to the finite model-sampling construction rather than only to
an insufficient permutation budget.

For the thesis research questions, the Type I error experiment provides the central
empirical calibration result. SLMP remains within the expected Type I error rate at
conventional significance levels up to a = 0.05 in the tested settings, while the higher-
threshold behaviour identifies the finite-sampling issue analysed in Chapter [6]

5.5 Model Quality Sensitivity

The model-quality experiment evaluates whether SLMP p-values reflect differences in
stochastic model quality. The question is different from the previous two experiments.
Instead of using a trace model to isolate the statistical test, this experiment compares
several discovered models against a held-out test log. The aim is to see whether models
that look poor according to established stochastic conformance metrics are also rejected by
the hypothesis test.

The experiment uses the BPIC2013 open cases log . The cases are split into an 80%
training partition and a 20% testing partition. Models are discovered from the training
data and tested against the held-out testing data. The evaluated discovery algorithms and
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parameter settings are listed in Table Since the native outputs of the Flower, Split and
Inductive Miner algorithms are not stochastic, they are annotated with frequency-based
weights estimated from the event log to obtain SLPNs. A trace model is used as a baseline.

There is no competing hypothesis test in this experiment. The comparison is between the
SLMP p-value and two model-quality metrics, ER and EMSC. ER measures the encoding
relevance of a stochastic model, with lower values indicating a more concise stochastic
explanation of the log. EMSC measures stochastic conformance using an Earth-Mover-style
comparison, with higher values indicating better conformance. SLMP produces a p-value
instead of a score. The threshold for the SLMP decision remains a = 0.05.

The train/test split matters for the interpretation. The models are discovered or
constructed from the training partition, while the SLMP test and conformance metrics are
evaluated against held-out cases. This avoids evaluating only how well a model reproduces
the same traces used to build it. The experiment still remains a single split on one log, so
the result should be read as model-quality sensitivity in this evaluated setting rather than
as a cross-validated benchmark of discovery algorithms.

Table 5.3: P-values and conformance metrics per miner on BPIC2013 open cases.

Miner P-Value ER EMSC
Trace model [34] 0.429 5.006 0.926
Flower [34] 0.000 7.390  0.000
DFG [23] 0.000 6.671  0.793
Split [35] 0.000 7.390  0.000
Inductive (0.00) 36] 0.000 7.390  0.005
Inductive (0.10) [36] 0.000 7.390 0.236
Inductive (0.20) [36] 0.000 7.390 0.249

Toothpaste (0.00) [37] ~ 0.388 5.080  0.922
Toothpaste (0.05) [37]  0.150 5.399  0.901
Toothpaste (0.10) [37]  0.007 5.925  0.874

Table shows three patterns. First, the trace model is not rejected, with p-value
0.429, ER 5.006 and EMSC 0.926. This is the expected baseline behaviour for an empirical
model that closely represents the training log and is tested on held-out data from the same
event log. It should not be interpreted as proof that the trace model is the true process
distribution.

Second, the Flower, Split and Inductive Miner models are rejected with p-value 0.000.
Their ER values reach 7.390 or remain close to it, and their EMSC values are low for most
of these models. The directly-follows graph has better ER and EMSC values than the most
permissive or poorly fitting models, but it is still rejected. The p-value therefore marks
these discovered models as significantly inconsistent with the held-out test log under the
evaluated setup.

Third, the Toothpaste models show the clearest gradient. At thresholds 0.00 and 0.05,
they are not rejected, with p-values 0.388 and 0.150. Their ER and EMSC values are
also close to the trace-model baseline. At threshold 0.10, the p-value drops to 0.007 and
the model is rejected. This decline coincides with worsening ER and EMSC values. The
pattern supports the interpretation that SLMP reacts to the same broad model-quality
changes that are reflected by the stochastic conformance metrics.

The experiment shows why SLMP complements ER and EMSC rather than replacing
them. ER and EMSC provide graded information about model quality. SLMP asks whether
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the held-out log provides statistically significant evidence against the stochastic model at
the chosen level.

This distinction is visible in the Toothpaste rows. The p-values for thresholds 0.00
and 0.05 are both above the decision threshold, so both models lead to non-rejection at
a = 0.05. The ER and EMSC values still distinguish them numerically. Conversely, the
threshold 0.10 model is rejected. The hypothesis test and the conformance scores therefore
complement each other rather than forming a single ranking scale.

Taken together, the table supports the claim that SLMP p-values align with broad
stochastic conformance quality patterns in this BPIC2013 open cases setting. The result is
not a general ranking of process discovery algorithms; it shows that the hypothesis-test
decision reacts coherently to the evaluated model-quality differences.

5.6 Runtime

The runtime experiment evaluates how long the implemented SLMP test takes on real-world
logs and which log characteristics explain the observed differences. The expected drivers
are log size |L|, the number of trace variants |V| and average trace length. These quantities
affect different parts of the computation. The log size determines how many traces are
sampled from the model in each iteration. The number of trace variants affects the finite
EMD problem and the number of pairwise trace distances that may be needed. Average
trace length affects the cost of normalised Levenshtein computation.

The setup tests multiple real-world event logs against trace models of themselves. The
runtime measurements in Table were collected on an AMD Ryzen 5 5600 with 32GB
RAM on a Windows 11 system. Independent permutation steps were parallelised across
the available cores. Runtime is averaged over ten independent runs per log. The reported
metric is average wall-clock runtime in seconds, with standard deviation.

Using trace models makes the runtime experiment focus on the SLMP mechanics rather
than on the cost of running a particular discovery algorithm. The measured time still
includes the work needed to sample model logs, compute or reuse trace distances and solve
the EMD instances required by the test. The table should therefore be read as runtime
for the implemented test on these log characteristics, not as an end-to-end runtime for
discovering and evaluating a stochastic process model from scratch.

Table shows that the number of trace variants is a major runtime driver. This is
expected because the EMD instance is built over observed variants, and pairwise trace costs
must be available for the variants entering the distance computation. Sepsis takes 239.86
seconds despite containing only 1050 traces, while Helpdesk takes 11.24 seconds with 4580

Table 5.4: Runtime of different event logs

Event Log |L| |[V| Avg. Len. Avg. Runtime [s]
BPIC 2013 Open [30] 819 108 2.87 1.50 £ 0.02
BPIC 2013 Closed [30] 1487 183 4.48 4.29 + 0.22
Helpdesk [38§] 4580 226 4.66 11.24 £+ 0.06
BPIC 2020 Domestic [33] 7959 61 5.61 17.87 £ 0.15
Sepsis [39] 1050 846 14.49 239.86 £ 1.26
Road Traffic [24] 150370 231 3.73 304.53 £+ 4.76
Hospital Billing [40] 100000 1020 4.51 012.52 £ 6.16
BPIC 2013 Incidents [30] 7554 1511 8.68 858.57 £+ 7.44
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traces. The difference is consistent with Sepsis having 846 variants and an average trace
length of 14.49, compared with 226 variants and average length 4.66 for Helpdesk.

Log size is a second factor. Each SLMP iteration samples a model log of size |L| and
constructs finite empirical inputs for the distance computation. The Road Traffic log has
150370 traces and 231 variants, and its runtime is 304.53 seconds. This is much slower
than Helpdesk despite a similar variant count, which is consistent with the substantially
larger log size. BPIC 2020 Domestic has only 61 variants, but with 7959 traces it still takes
17.87 seconds, exceeding both BPIC 2013 open and BPIC 2013 closed cases.

Average trace length also matters because Levenshtein distance computation depends
on the lengths of the two traces being compared. The standard dynamic-programming
computation of edit distance is quadratic in the input lengths [41]. This helps explain why
Hospital Billing, with 1020 variants and 100000 traces, is slower than Sepsis but not by a
margin that would be predicted from log size and variant count alone: Sepsis has much
longer traces on average.

The runtime table also shows why the three characteristics must be considered together.
A small log can still be expensive when it has many variants and long traces, as in Sepsis.
A log with few variants can remain comparatively manageable even when it contains many
traces, as in BPIC 2020 Domestic. A very large log with a moderate number of variants can
still require several minutes, as in Road Traffic. These observations support the practical
guideline that runtime should be estimated from the combination of |L|, |V| and average
trace length rather than from log size alone.

The runtime results should be interpreted as implementation measurements in this hard-
ware context, not as intrinsic mathematical bounds for SLMP. Different stochastic model
implementations, caching strategies, parallelisation settings, EMD solvers or hardware can
change absolute runtimes. The qualitative message is nevertheless useful for applying the
method. Logs with many trace variants, many trace occurrences or long traces should be
expected to increase runtime, and near-unique variant structures are problematic both
statistically and computationally.

5.7 Summary of Findings

The evaluation gives a concise empirical handoff for the research questions. The stochastic-
sensitivity and detection experiments show that SLMP can detect relevant distributional
differences when finite samples represent the underlying trace distribution sufficiently well.
The Type I error experiments add the corresponding calibration result: the observed error
rate stays within the expected range at conventional levels up to a = 0.05 in the tested
settings, while higher thresholds and the Ostovar near-unique setting expose finite-sampling
problems.

The model-quality and runtime experiments complete the picture. On BPIC2013 open
cases, SLMP p-values follow the same broad quality pattern as ER and EMSC while
answering a different question, namely whether the held-out log gives statistically significant
evidence against the model. Runtime is mainly shaped by the number of trace variants,
log size and average trace length.

Together, these results support SLMP as a usable log-to-model hypothesis test for
the studied settings. The evidence is strong enough to motivate the interpretation in
Chapter [ with the empirical boundary made explicit: Type I error behaviour is favourable
at conventional levels in the evaluated datasets, and near-unique trace distributions require
caution.
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6 Discussion

This chapter interprets the method and evaluation developed in the preceding chapters.
Chapter {4] introduced the Stochastic Log-to-Model Permutation (SLMP) test as a log-
to-model hypothesis test for stochastic languages, and Chapter [5] reported the empirical
evidence. The purpose of the discussion is not to repeat the result sections. It explains
what the evidence means, why the method behaves as it does and where the finite-sampling
construction limits the interpretation of the resulting p-values.

6.1 Interpreting the Evaluation

The evaluation supports SLMP as a finite-sample decision layer for stochastic log-to-model
comparison. The test reacts to controlled probability shifts, preserves useful detection
behaviour in the main non-near-unique benchmark settings and gives Type I error behaviour
consistent with conventional significance levels in the evaluated null constructions. The
model-quality and runtime experiments add the practical side of this picture: the p-value
responds coherently to broad model-quality differences, while computational cost is shaped
mainly by trace variants, log size and average trace length.

The main interpretation is therefore positive and scoped. SLMP makes stochastic
reference models testable without requiring enumeration of the model distribution, and
the evidence shows that this construction is useful when finite samples carry enough
information about the relevant behaviour. Its empirical boundary is equally concrete: the
sampled model languages must be representative enough for the p-value to be calibrated
and informative.

This boundary does not make the method fragile. It identifies the conditions under
which its output should be trusted. SLMP is most convincing when the log and model
samples contain repeated behaviour, when low-probability behaviour is not decisive for the
application and when the chosen trace distance matches the intended notion of process
difference. It requires more caution when probability mass is spread over many rare
traces, when model samples systematically omit relevant behaviour or when the application
question depends on aspects not captured by the trace distance.

6.2 Finite Model Sampling and Sampling Bias

Finite model sampling is the main mechanism behind both the applicability and the
limitation of SLMP. It turns the log-to-model problem into repeated finite comparisons,
but each model sample is only a partial observation of the model distribution. The
interpretation of the p-value therefore depends on how well those finite samples represent
the model behaviour relevant to the observed log.

The key source of bias is missing behaviour. A trace with low model probability may
belong to the stochastic language but still be absent from a finite model sample. The
empirical language of that sample then assigns observed mass only to traces that happened
to be drawn. If many low-probability traces collectively carry substantial probability mass,
the sampled model language may differ meaningfully from the full model language. The
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base distance can then reflect not only disagreement between log and model, but also
sampling error on the model side.

This sampling effect need not influence the base and permuted distances symmetrically.
The base distance compares the fixed observed log with a newly drawn model sample. The
permuted distance is computed after pooling these finite traces and splitting them again.
Both distances are finite-sample quantities, but missing model behaviour can enter them
differently. This provides a plausible explanation for the Type I error inflation observed
beyond conventional significance levels in Chapter [5l The evaluation supports the pattern,
while a formal correction of the mechanism remains outside this thesis.

Increasing the number of iterations reduces Monte Carlo noise in the estimated p-value,
but it does not remove the bias of each finite model sample by itself. The parameter
analysis in Chapter [b| separates these effects. A single model sample gives unstable Type I
error behaviour, while several samples improve the pattern. After that, more samples or
more permutations per sample do not eliminate the remaining inflation beyond conventional
levels. The limitation is therefore not only an insufficient permutation budget.

This matters because the null hypothesis concerns whether the event log and the
stochastic model originate from the same underlying probability distribution, not whether
the log is compatible with one arbitrary model sample. If finite samples systematically
underrepresent parts of that distribution, the test statistic can become too large even when
the log and model are intended to represent the same distributional construction. Type
I error behaviour is therefore the central validity criterion for SLMP. The thesis shows
favourable behaviour at conventional levels on the evaluated datasets, while calibration
outside those settings remains unsupported.

Finite event logs add a related source of uncertainty. The observed log may itself omit
rare traces or overrepresent traces that happened to occur often during the observation
period. SLMP treats this log as the sample to be tested. It cannot separate a wrong model
from an unrepresentative log without additional assumptions or evidence. In practice, the
p-value should therefore be interpreted together with the log size, trace-variant structure
and knowledge about how the observed log was obtained.

6.3 Near-Unique Trace Distributions

Near-unique trace distributions are the clearest observed expression of the finite-sampling
limitation. The Ostovar dataset contains 2999 traces and 2981 trace variants, so almost
every trace occurs only once. In such a setting, empirical trace probabilities are weakly
supported by repetition. A model sample drawn with replacement is likely to miss many
variants that appear in the observed log, even if both are related to the same intended
distributional source.

The Ostovar result should therefore be read as more than a negative benchmark outcome.
It reveals a structural limit of finite-sample stochastic language testing. When probability
mass is dispersed across many almost unique traces, the empirical language becomes
unstable. The sampled model log can look far from the observed log because the two finite
samples contain different rare traces, not necessarily because their underlying stochastic
sources are meaningfully different.

This differs from ordinary high-variant behaviour. A log may contain many variants and
still have enough repeated traces for empirical probabilities to be estimated with some
stability. Near-unique logs leave little repetition for estimating frequency information.
Since SLMP tests stochastic languages rather than only set membership of traces, this
lack of repetition is a direct obstacle. EMD with normalised Levenshtein distance can
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reduce the penalty when missing traces are similar to observed traces, but it cannot fully
compensate for unstable empirical support.

The evaluated Ostovar-style setting shows that near-uniqueness can produce unreliable
false-positive behaviour for SLMP, and the deterioration of the other tested methods
indicates that the difficulty is tied to the distributional structure rather than to one isolated
implementation choice. The thesis does not prove that every near-unique log will fail. Trace
similarity, model structure, sample size and sampling design may all affect the outcome.
The supported conclusion is qualitative: near-unique trace distributions require explicit
scrutiny before applying SLMP.

This observation is not an implemented diagnostic threshold. The thesis does not define
a maximum acceptable ratio of trace variants to trace occurrences. Practitioners should
inspect the variant structure before relying on an SLMP p-value. If almost every trace is
unique, the result should be treated cautiously, especially when the decision would depend
on fine distinctions between low-probability variants.

6.4 Practical Applicability of the SLMP Test

SLMP is practically useful when the input of interest is a stochastic reference model rather
than a second finite log. The reference may be a discovered stochastic process model or
a manually constructed model with stochastic annotations. In these cases, the question
is whether an observed event log provides statistically significant evidence against that
reference model. SLMP adds a p-value and a reject-or-not-reject decision to a setting
where a stochastic conformance score alone gives only a magnitude.

The test is especially suitable when the data contain repeated behaviour, the model can be
sampled efficiently and the selected trace distance reflects the process differences that matter
for the application. Under these conditions, the finite empirical languages used by the test
have a reasonable chance of representing the relevant stochastic behaviour. The runtime
analysis also shows that several real-world logs can be handled by the implementation,
with cost depending strongly on log size, trace variants and average trace length.

The p-value should not be used as an effect-size measure or as a local diagnostic. A
rejection indicates evidence against the null hypothesis under the chosen significance level
and finite-sampling design. It does not identify which activities, trace fragments or model
structures caused the disagreement. If such explanations are needed, SLMP has to be
complemented by further analysis, for example inspection of trace variants, model behaviour
or transport contributions. These diagnostics are not implemented or evaluated as part of
the present method.

The chosen trace distance is also part of the practical interpretation. The evaluated
test uses normalised Levenshtein distance, so similarity is based on edit operations over
activity sequences. This is appropriate for many control-flow comparisons, but it is not the
only possible notion of process difference. If timing, resources, data attributes, activity
semantics or partial-order relations are central to the application, the p-value may answer
a formally clear but practically incomplete question.

Reference-model quality remains another boundary. If the model is discovered from data,
rejection may reflect discovery error, stochastic annotation error, train/test mismatch or
a genuine process change. The model-quality experiment shows that SLMP can respond
consistently to broad model-quality differences, but it does not separate these causes
automatically. In applied use, the p-value should be treated as a signal for further
inspection rather than as a complete explanation of model adequacy.
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6.5 Answering the Research Questions

The main research question asked how permutation testing can be used to test whether an
event log and a stochastic model originate from the same underlying probability distribution.
The answer is that permutation testing can be transferred to this setting by using finite
samples from the stochastic model as the generated comparison side. This yields a p-value
for a pre-selected significance level and provides a statistical decision procedure for the
log-to-model question in the evaluated finite-sample setting.

The first sub-question concerned the adaptation from log-to-log testing to a log-to-model
setting where the model may induce an infinite trace language. SLMP preserves the
practical output of a permutation-style test while avoiding full language enumeration. The
important difference is that the generated model side introduces finite-sampling randomness,
so the quality of the model samples becomes part of the test’s interpretation.

The second sub-question asked whether SLMP controls Type I error and detects relevant
stochastic differences on the evaluated datasets. The answer is positive within the evaluated
bounds. The results support sensitivity and detection in the main non-near-unique settings
and Type I error behaviour at conventional levels up to o = 0.05. The same evidence
marks the boundary: higher significance levels and the Ostovar-style near-unique setting
do not support a reliability claim beyond the study.

The third sub-question asked under which characteristics the test is reliable, feasible
or limited. The discussion points to repeated behaviour, representative finite samples,
suitable trace-distance semantics and manageable EMD instances as favourable conditions.
High trace-variant ratios, near-unique trace distributions, long traces, large logs and poor
or misaligned reference models make the result harder to interpret or more expensive to
compute. The thesis provides practical warnings, not automatic suitability rules.

Taken together, the research questions are answered by a qualified contribution. SLMP
makes stochastic log-to-model permutation testing possible and useful in the studied
settings, with reliability tied to the finite-sampling approximation that makes the method
applicable.

6.6 Threats to Validity

Internal validity is mainly affected by finite sampling and by the empirical null constructions
used in the evaluation. Negative benchmark instances and stable real-world log splits
approximate no-change situations, but they do not prove stationarity of every tested log
segment. Randomness in model sampling and permutation steps is another internal threat.
The use of many iterations reduces Monte Carlo variability, but the parameter analysis
indicates that remaining Type I error behaviour cannot be explained only by too few
permutations. Experiments that deliberately separate SLMP from process-discovery quality
support the statistical behaviour of the test, while the model-quality experiment gives only
a limited view of an end-to-end discovered-model workflow because it uses one event log,
one train/test split and a limited set of discovered models.

Construct validity concerns whether the reported experiments measure the intended
properties. Stochastic sensitivity, detection effectiveness, Type I error rate, model-quality
sensitivity and runtime match the research questions, but each is operationalised through
specific datasets, metrics and modelling choices. Detection effectiveness is measured
on concept-drift benchmark instances, not on every possible operational monitoring task.
Model quality sensitivity is assessed through agreement with broad ER and EMSC patterns,
not through a general proof that p-values are monotonic in model quality.
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The test statistic also shapes construct validity. EMD with normalised Levenshtein
distance captures frequency and trace-structure differences through edit-based sequence
similarity. It does not cover time, resources, data attributes or domain-specific semantic
relations between activities. A rejection therefore supports the narrower statement that the
log-induced empirical language is far from sampled model languages under this distance. It
does not by itself establish that the model is unacceptable under every possible conformance
perspective.

External validity is limited by the evaluated datasets, model choices and significance
levels. The evaluation covers controlled stochastic shifts, concept-drift benchmarks, stable
real-world log splits, a BPIC2013 model-quality setting and runtime measurements on
several logs. This is varied evidence, but it does not cover all process domains, stochastic
model classes or trace distributions. The thesis supports Type I error control at conventional
levels up to a = 0.05 on the evaluated datasets. It gives no basis for arbitrary significance
levels or untested variants of the sampling policy, trace distance, EMD solver or model
class.

The limitations discussed in this chapter identify directions for future work, especially
around finite-sample bias, near-unique trace distributions, trace-distance choices, diag-
nostics and runtime. Chapter [7] returns to these directions after summarising the thesis
contributions.
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7 Conclusion and Future Work

7.1 Conclusion

This thesis addressed stochastic log-to-model hypothesis testing. The motivating problem
was that stochastic conformance metrics can quantify differences between an event log and
a stochastic model, but they do not by themselves decide whether an observed difference is
large relative to sampling variation. Since the log is finite and the model may induce a
large or infinite stochastic language, the central question was how to obtain a statistical
decision without enumerating the full model distribution.

The proposed answer is the Stochastic Log-to-Model Permutation (SLMP) test. SLMP
adapts permutation-style testing by replacing the second finite log with finite samples
drawn from the stochastic model. Each sampled model log is compared with the observed
log using Earth Mover’s Distance (EMD) with normalised Levenshtein distance as the
trace-level cost, and a permutation step on the pooled finite traces is used to estimate a
p-value. This yields a decision procedure for the null hypothesis that the event log and
the stochastic model originate from the same underlying probability distribution, at a
pre-selected significance level.

The evaluation supports this construction in the reported experiments. SLMP reacts
to controlled stochastic differences, gives competitive detection behaviour in the main
non-near-unique benchmark settings and shows Type I error behaviour consistent with
conventional significance levels up to o = 0.05 on the evaluated datasets. The model-quality
and runtime experiments complete this evidence: p-values align with broad stochastic
conformance patterns, while computational cost is explained mainly by trace variants, log
size and trace length. Taken together, the results support SLMP as a practical decision
layer for stochastic log-to-model comparison.

The central limitation is finite model sampling. The same approximation that makes
SLMP applicable to stochastic models can omit low-probability traces and bias the empirical
language seen by the test, especially when probability mass is spread over near-unique
trace variants. This bound matters for interpretation: SLMP can provide evidence against
the null hypothesis, but non-rejection is not a proof of equality, and the evaluation is not a
global guarantee of Type I error control or reliability for all stochastic languages. The final
contribution is a finite-sample permutation-style solution for stochastic log-to-model testing,
shown to be useful in the evaluated settings while making its main sampling limitation
explicit.

7.2 Future Work

The most important future-work direction is the treatment of finite model-sampling bias.
Possible extensions include alternative sampling designs, larger or unequal model samples,
calibration procedures or bias corrections in the p-value construction. Any such change
would have to be assessed against both Type I error behaviour and statistical power,
because a more conservative test may also lose sensitivity to real differences.
Near-unique trace distributions should be addressed more directly. The evaluation
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identifies them as a risk factor, but it does not provide a diagnostic threshold for when a log
becomes unsuitable for SLMP. Future work could develop adaptive sampling or suitability
checks based on p-value stability, sampled variant coverage, trace-variant ratios or related
empirical indicators. These checks should remain calibrated additions to the method rather
than informal post-hoc justifications.

Another direction concerns the distance function and the interpretation of rejections.
The current test uses normalised Levenshtein distance, so the statistic is tied to edit-based
control-flow similarity. Other applications may require timing, resources, data attributes,
activity semantics or partial-order relations. Diagnostic tools could also inspect transport
plans, variant masses or model regions that contribute to a rejection. Both extensions
would change how the p-value should be interpreted and should remain separate from the
basic hypothesis-test decision unless their statistical consequences are evaluated.

Finally, runtime and reproducibility remain important engineering directions. More
efficient EMD computation, trace-distance caching, parallelisation and principled early
stopping could make larger applications more practical. Maintaining the accompanying
repository as the place for execution material supports later auditing and comparison.
These improvements would not change the conceptual contribution of SLMP, but they
would make the method easier to validate, compare and apply.
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