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Abstract

Process discovery seeks to derive models from event logs that faithfully repre-
sent a system’s behavior. Stochastic process discovery builds on this objective by
adding probabilistic information, enabling models to capture both the control-flow
structure and the relative likelihood of different trace variants. In this thesis, we
introduce Markovian WaWE (M-WaWE), a weight-estimation method for bounded,
livelock-free stochastic labeled Petri nets that avoids sampling complete model behav-
ior. M-WaWE first constructs k-th-order stochastic Markovian abstractions of the
event log and the model, and then estimates transition weights by optimizing m*-
EMSC between these abstractions. To enable gradient-based optimization, we derive
a backward pass that propagates the model-side subgradient through the Markovian
abstraction to the transition weights shared across the net. We implement M-WaWE
in the EBI process-mining toolkit and compare it with WaWE using real-life event
logs, several model families, and multiple stochastic conformance measures. Neither
method shows a uniform quality advantage, with relative performance varying across
the evaluated models and conformance measures. Increasing the abstraction order
k does not consistently improve model quality and can increase runtime and reduce
completion rates in some settings.
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1 Introduction

Process mining helps organizations understand and improve real-life processes by analyzing
event data recorded in event logs. These data provide information about how processes
are executed and can be used for tasks such as process discovery, conformance checking,
and process enhancement or monitoring [29].

Among these tasks, process discovery focuses on learning a process model from recorded
process behaviour. Traditional process discovery methods typically focus on which be-
haviour is possible by discovering the control-flow structure of the process, often repre-
sented as a Petri net [15, 27]. However, these models do not indicate how likely the
different possible behaviours are.

In many processes, execution paths occur with very different frequencies. Accounting for
these differences gives a more faithful picture of process behaviour and can support tasks
such as prediction, simulation, and recommendation [23].

For this reason, stochastic process discovery aims to capture both the possible behaviour of
a process and its likelihood. Existing approaches can be divided into direct methods, which
discover both aspects together, and indirect methods, which first discover the control-
flow structure and then estimate its stochastic parameters [7, 9]. This thesis focuses on
the second step of the indirect approach, known as stochastic weight estimation. Given
a control-flow model represented as a labeled Petri net (LPN), the task is to estimate
transition weights from an event log to obtain a stochastic labeled Petri net (SLPN)
whose stochastic language reflects the observed behaviour.

Wasserstein Weight Estimation (WaWE), introduced by Brockhoff et al. [6], estimates
these weights by optimizing the similarity between the stochastic languages of the model
and the event log using Earth Movers’ Stochastic Conformance (EMSC) [22]. To compute
this similarity, WaWE requires a finite representation of the model behaviour. However, an
SLPN may induce infinitely many paths and traces. WaWE therefore samples a finite set of
complete model paths and uses penalized EMSC (pEMSC) to account for probability mass
outside the sample. This makes the optimization finite, but the resulting representation
depends on the sampled paths.

A different way to obtain a finite representation is to use a stochastic Markovian abstrac-
tion based on bounded-length subtraces [11]. In the Abstract-and-Compare (A&C) frame-
work, Goulart Rocha et al. [12] use this abstraction for stochastic conformance checking to
avoid model sampling while improving robustness to partial mismatches. To achieve this,
A&C first abstracts the original stochastic languages through expected frequencies of sub-
traces of length k& and then compares the resulting abstractions using existing stochastic
conformance measures.

In this thesis, we investigate using the stochastic Markovian abstraction from A&C as the
finite representation required by WaWE for stochastic weight estimation. We call this
approach Markovian WaWE (M-WaWE) and it replaces WaWE’s sampled-path represen-
tation with stochastic Markovian abstractions of the event log and the model. M-WaWE
compares these abstractions using EMSC and optimizes the SLPN transition weights to
make the model abstraction better match the log abstraction. Figure 1 summarizes these
differences in representation and optimization between WaWE and M-WaWE.
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Figure 1. Comparison of WaWE and M-WaWZE for stochastic weight estimation.
(a) WaWE uses finite samples of complete model paths and selected log
variants and optimizes transition weights using pEMSC. (b) M-WaWE
instead uses order-k Markovian abstractions of the model and event log
and optimizes transition weights using m*-EMSC.

Optimizing through the Markovian abstraction requires propagating the EMSC objective
back to the SLPN transition weights, which is not straightforward because one transition
weight can influence the probabilities assigned to many subtraces. To address this, this
thesis derives the backward pass required to propagate the optimization signal to the
shared SLPN transition weights and integrates it into WaWE. The resulting M-WaWE
method is implemented in the Ebi stochastic process-mining framework.

To evaluate M-WaWE, we compare it with WaWE to study how replacing sampled com-
plete paths with a Markovian abstraction affects stochastic weight estimation. The two
methods use different finite representations of model behaviour, so the comparison ex-
amines whether this change affects the quality of the resulting stochastic models and the
runtime of optimization. We also study the abstraction order k, since it directly determines
the amount of sequential context represented by M-WaWE. This leads to the following
research questions:

RQ1. How do the stochastic weight-estimation methods M-WaWE and WaWE
compare in terms of the quality of the resulting models and runtime?

RQ2. How does the abstraction order k affect the quality of the models
produced by M-WaWE and its runtime?

The main contributions of this thesis are the M-WaWE weight-estimation method, a
backward pass from the Markovian abstraction to shared SLPN transition weights, its
implementation in EBI, and an empirical evaluation comparing M-WaWE with WaWE
and examining the effect of the abstraction order k.

The remainder of this thesis is organized as follows. Chapter 2 reviews the closest related
work on stochastic weight estimation and Markovian methods. Chapter 3 introduces
the required preliminaries. Chapter 4 presents M-WaWE and derives its backward pass.
Chapter 5 evaluates model quality and runtime. Chapter 6 concludes the thesis and
outlines directions for future work. Appendix A describes the evaluation data and model
families, and Appendix B provides the complete fold-aggregated results.



2 Related Work

This chapter reviews prior work on stochastic weight estimation and Markovian abstrac-
tions of process behaviour. Both are relevant to M-WaWE, as summarized in Figure 2.

[ Stochastic process discovery ]

[ One-stage ] [ Two-stage ]
} l

Toothpaste Miner ‘Weight estimation Markovian abstractions
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Optimization-based ochastic Markovian
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Figure 2. Overview of the related work discussed in this chapter and its relation to
M-WaWE.

2.1 Stochastic Weight Estimation

Stochastic process discovery techniques can be classified into one-stage approaches, which
directly discover a stochastic model from an event log, and two-stage approaches, which
first obtain a control-flow model and then add stochastic information to it [17].

As an example of the one-stage approach, the Toothpaste Miner transforms the event
log into a probabilistic process tree and repeatedly applies reduction rules to discover
control-flow and stochastic information together [8].

This thesis focuses on the second stage of the two-stage setting, where the control-flow
structure is already given. Burke et al. study this weight-estimation problem and propose
several estimators that assign transition weights using the event log and the given Petri-net
model, including the frequency-based and alignment-based estimators used as baselines in
our evaluation [7].

Later work formulates weight estimation as an optimization problem. Leemans et al.
express trace probabilities as functions of transition weights and optimize stochastic con-
formance measures such as Unit Earth Movers’ Stochastic Conformance (uEMSC) and
inverted entropic relevance [17]. Cry et al. also estimate transition weights through op-
timization, using likelihood-based and earth-mover objectives with different optimization
strategies [9]. In both approaches, model behaviour enters the objective through trace
probabilities derived from the model’s reachability structure.

WaWE instead represents model behaviour using a finite sample of execution paths and op-
timizes the SLPN transition weights against this sampled representation using an optimal-
transport-based stochastic conformance objective [6].



2.2 Markovian Abstractions in Process Mining

Markovian abstractions provide an alternative finite representation of process behaviour
through subtraces of a fixed order k. Augusto et al. introduced these abstractions for
process-model fitness and precision [2]. Goulart Rocha et al. extended Markovian ab-
stractions to stochastic behaviour based on expected frequencies of k-subtraces and used
them for stochastic conformance checking [11]. The later Abstract-and-Compare work
added further derived measures, including m*-EMSC, together with conformance diagnos-
tics [12].

Li et al. extend the use of this stochastic Markovian abstraction to stochastic process
discovery. They introduce stochastic causal nets and optimize the binding weights of a
given causal net using a Markovian-based uEMSC objective [24].

In this thesis, we propose M-WaWE, which combines the stochastic Markovian abstrac-
tion with WaWE’s optimal-transport-based optimization of SLPN transition weights. It
replaces WaWE’s sampled path representation with a Markovian abstraction and derives
the backward pass required to propagate a model-side OT subgradient to the shared tran-
sition weights.



3 Preliminaries

This chapter introduces the concepts and notation needed for M-WaWE. We first review
stochastic languages and SLPN semantics, followed by EMSC and optimal transport,
WaWE, and the stochastic Markovian abstraction and its computation for SLPNs.

3.1 Stochastic Languages and SLPN Semantics

Let Ny = {0,1,2,...} denote the non-negative integers and let £ be a finite alphabet of
visible activities. A trace is a finite sequence o € X* over X, with € denoting the empty
trace. For any finite sequence 7, || denotes its length.

A finite multiset over a set S is a function B : § — Ny with finite support. B(S) denotes
the set of such multisets and |B| = Y ;e B(s) its cardinality. We use bracket notation for
multisets. For example, B = [a?, b, c?] has B(a) = 2, B(b) = 1, B(c) = 3, and |B| = 6.

Definition 3.1 (Stochastic language). A stochastic language over X is a function

[:X" — [0,1] such that Z (o) = 1.

oex*
Its support is supp(l) = {o- € £* | I(0") > 0}.

Definition 3.2 (Event log and empirical language). A non-empty event log over X is a
finite multiset of traces L € B(X*). Its empirical stochastic language is

lL(O') = %

Thus I (o) is the relative frequency of trace o in L.

Definition 3.3 (Labeled Petri net and markings). Let 7 ¢ £ denote the silent label and
define X, = XU {r}. A labeled Petri net (LPN) is a sextuple

N: (P’T5F72’A’MO)7

where P and T are finite disjoint sets of places and transitions, F C (P X T) U (T X P) is
the flow relation, A : T — X, labels transitions, and My € B(P) is the initial marking. A
marking M € B(P) gives the number of tokens in each place.

For a transition t € T, let *t ={p € P | (p,t) € F} and t* = {p € P | (¢, p) € F} denote its
input and output places. The transition ¢ is enabled at a marking M if each place in °t
contains at least one token. Accordingly, the set of enabled transitions at a marking M of
an LPN N is

EnN(M)={teT |Vpe®t: M(p) >1}.

Firing an enabled transition ¢ at a marking M consumes one token from each input place
and produces one token in each output place, resulting in a marking M’, written M [t)M’.

A model path p = {t1,...,t,) € T* is a transition sequence from a marking M to a marking
M’ if there are markings M©, ..., M™ with M© = M, M = M’, and MV [1;) M@
for each i. We call M© ..., M™ its associated marking sequence and write M[p)M’. A



marking M’ is reachable from a marking M if there exists a model path from M to M’.
The set of all markings reachable from a marking M in an LPN N is

R(N,M)={M"€B(P)|FpeT" :M[p)M'}.
A marking M is a deadlock if its set of enabled transitions is empty, i.e., Eny(M) = @.

An LPN N is bounded if |R(N,Mp)| < oo. A reachable marking M is a livelock if no
deadlock is reachable from M. The LPN is livelock-free if none of its reachable markings
is a livelock.

Definition 3.4 (Stochastic labeled Petri net). A stochastic labeled Petri net (SLPN) is
a septuple
SN = (P’ T’ F’ Z’ A’ MO’ W),

where (P,T,F,%,1, M) is an LPN and w : T — R assigns a strictly positive weight to
each transition [20].

At a marking M of an SLPN SN, the probability of firing an enabled transition ¢ is:
w(t)

ZMEEN(M) W(M) ‘

p(t | M) = (3.1)

The weight w(¢) is global to transition #, whereas p(t | M) depends on the current marking
and on the transitions competing with ¢ there.

A model path is complete if it starts at the initial marking My and ends in a deadlock.
For an SLPN SN, let C(SN) C T* denote the set of its complete model paths. For a
complete model path p = (t1,...,t,) € C(SN) with associated marking sequence M () =
Mo, MV, .. M™ its probability is

n
psn(p) = [ [ (e | M),
i=1

The wisible projection of an SLPN SN is the function

vis ., = *
gy T > X

that maps a sequence of transitions to its sequence of visible labels, omitting all transitions
labelled 7. For example, in the running model, the path p = (t+, t4, t.) has visible projection
vis

NSN(p) = (a,c).

For the bounded, livelock-free SLPNs considered here, the probabilities of all complete
paths sum to one [19, Thm. 3].

Definition 3.5 (Model stochastic language). For a bounded, livelock-free SLPN SN, its
model stochastic language is the function

Isy : 2 — [0,1]
such that, for every trace o € X%,

Isn (o) = Z psn(p).
pPEC(SN)
ngn (p)=0
Figure 3 illustrates local firing probabilities, complete paths, and their aggregation into a
visible trace.
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Figure 3. A small SLPN illustrating local firing probabilities and path-to-trace
aggregation. Silent transitions affect complete-path probabilities but
disappear under the visible projection.

3.2 EMSC and Optimal Transport

Earth Movers’ Stochastic Conformance (EMSC) is a stochastic conformance measure for
comparing two stochastic languages based on the minimum cost of reallocating probability
mass between their traces [22, 23].

Definition 3.6 (Earth Movers’ Stochastic Conformance). Let [1,l5 : £* — [0,1] be
stochastic languages. A reallocation from [; to ls is a function r : £* X £* — [0, 1] such
that
(o) = Z r(o,o’), Ir(o’) = Zr((r, o).
o’ o
Let I1(l1, l2) be the set of such reallocations and let ¢ : £*x X" — [0, 1] be a trace-distance

cost. Then
EMSC(l1,l3,¢) =1— min Z r(o,o’)c(o,0’). (3.2)
rell(ly,l2) o.oTest
Throughout this thesis, ¢ is the normalized unit-cost Levenshtein distance used by EBI.
Insertions, deletions, and replacements cost one, and the edit distance is divided by
max{|o|,|o’|}, with c(e€,€) = 0. This differs from the EMSC instantiation in Abstract-
and-Compare, which uses normalized string edit distance without replacements [12]. The
Markovian abstraction itself is unchanged; only the ground cost used by optimal transport
differs. Matching mass stays on the same trace at zero cost, while mass moved between
different traces contributes to the transport cost. Figure 4 illustrates this transport inter-
pretation on two finite stochastic languages.

Definition 3.7 (Finite optimal transport and model-side subgradient). For finite proba-
bility vectors a and b and their corresponding cost matrix D, let OT(a,b; D) denote the
minimum reallocation cost. Its dual can be written as [26, Prop. 2.4]

OT(a,b; D) =maxea'a+8"b
@B (3.3)
subject to «@; + B < Dj;j.

Here, @ and B are the dual variables. For an optimal solution (a*, 8*), the model-side
dual vector B* provides a subgradient of the transport cost with respect to the model
probability vector b [26, 6]. We denote this subgradient by

g=p"
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Figure 4. Optimal transport between two finite stochastic languages. Dashed
arrows indicate zero-cost transport, while solid arrows transport mass
between different traces. The tables give the corresponding reallocation
and normalized Levenshtein costs.

3.3 Wasserstein Weight Estimation

Wasserstein Weight Estimation (WaWE) is an optimization-based method for estimating
the transition weights of an SLPN from an event log [6].

Figure 5 summarizes the fixed-sample optimization loop.

Fixed
inputs
1 b-
Fixed ola e
) abilities
sample trace dis-
model paths
tances
‘ v
Weights Probabilities pEMSC Backward Adam
paths — loss weight weicht update
v traces subgradient gradient ght up

Figure 5. WaWE optimization with fixed samples [6].

Definition 3.8 (WaWE sampled path and trace probabilities). For a finite path sample
A C C(SN), WaWE assigns each sampled path its probability under the current transition
weights:

pEA,

p¢&A.

psn(p),
gé’N,MO,A(P) = {0



Paths with the same visible projection are aggregated into model trace probabilities:

t
85N Mo, (0) = Z ggN,MO,A(p)'
pPEA

gl (0)=0r

Because a finite model-path sample may omit positive-probability behavior, gng Mo.A CAI
have total mass below one. WaWE therefore uses penalized EMSC (pEMSC), which
accounts for residual probability through auxiliary traces [6].

After incorporating these residual probabilities and their penalties, pEMSC again has a
finite optimal-transport formulation. WaWE obtains the resulting model-side transport
subgradient from the dual problem above. For a fixed path sample A, the model trace
probabilities depend differentiably on the transition weights, with forward dependency

P tr
W 85N . Mo.A ~ " 85N . My.A

Using automatic differentiation, WaWE propagates the model-side subgradient backward
through these probabilities to update the transition weights [6]. After an update, the
model probabilities are recomputed and the procedure is repeated.

3.4 Stochastic Markovian Abstraction

The stochastic Markovian abstraction provides an alternative representation of a stochastic
language based on expected subtrace frequencies [11, 12].

Let 4+, — ¢ X denote special start and end markers. We abbreviate £ U {+,—} as .. For a
sequence n = {(ay, ...,an) € (X.)*, write '/ = (a;,...,a;). Multiset union is denoted by
W,

Definition 3.9 (Multiset of k-trimmed subtraces). For a sequence n € (£.)* and an order
k > 1, the multiset of k-trimmed subtraces is recursively defined by [12]

o {[n], Il < &,

TR e S]:]2—>m|’ otherwise.

Definition 3.10 (k-th-order multiset Markovian abstraction of a trace). For an order
k > 2 and a trace o € £*, the k-th-order multiset Markovian abstraction of o is [12]

k _ ¢k
MO' - S+0'—’

where exactly one start marker is prefixed and exactly one end marker is appended.

Definition 3.11 (Expected subtrace frequency). For a stochastic language [ and k > 2,
the expected subtrace-frequency function is the function [12]

fFiZt — Ry
such that
= oM.

oex*



Definition 3.12 (Stochastic Markovian abstraction). If the total expected subtrace fre-
quency is positive and finite, the k-th-order stochastic Markovian abstraction of / is the
probability distribution [12]

mf‘ 12— [0,1]

such that .
)

k = .
) S )

k

;s undefined.

Otherwise, m

For an event log L, we write ff = fl]z for its expected subtrace-frequency function and

mi = m;‘L for its k-th-order stochastic Markovian abstraction. Figure 6 illustrates the

order-2 expected subtrace frequencies and resulting stochastic Markovian abstraction for
L =[{a,b),{a,c)].

Order-2 trace abstractions Expected frequency and
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2 2
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D i) =3
Y

Figure 6. Order-2 stochastic Markovian abstraction of the event log
L = [{a, b), {a, c)], showing expected subtrace frequencies and their
normalization.

Let
cs: Xp XX, — [0,1]

be the same normalized unit-cost Levenshtein distance ¢, applied over the extended al-
phabet X..

Definition 3.13 (k-th-order Markovian EMSC). For stochastic languages /; and I3 whose
k-th-order stochastic Markovian abstractions are defined, their k-th-order Markovian EMSC
is [12]

m-BEMSC(h, ) = EMSC(mf,, mf ..

3.5 Computing the Abstraction for SLPNs
For bounded, livelock-free SLPNs, the stochastic Markovian abstraction provides a finite
representation of the model’s stochastic behaviour that can be computed exactly [12].

Figure 7 gives an overview of the computation. Algorithm 1, at the end of this subsection,
presents the complete procedure in pseudocode.

10



embed remove T ’ patch —solve / replay ~, aggregate k normalize k
SN A A A7 (x, ¢) fsn SN
SLPN embedded 7fres patched visits & replay expected abstraction

SNFA SNFA SNFA

frequencies

Figure 7. Model-side computation of the stochastic Markovian abstraction for an
SLPN [12].

Step 1. Embedded stochastic semantics.

Definition 3.14 (Stochastic nondeterministic finite automaton). A stochastic nondeter-
ministic finite automaton (SNFA) is a tuple

A=(0,%,6,90,py),

where Q is a finite state set, X is the visible activity alphabet, gg € Q is the initial state,
0 : QXX xQ — [0,1] gives labeled transition probabilities, and ps : @ — [0, 1] gives final
(termination) probabilities. For every state ¢ € Q, these probabilities satisfy [12, Def. 4]

Z Z 6(q,a,q") + pr(q) = 1.

aeX. q'€Q

Definition 3.15 (Embedded SNFA of an SLPN). For a bounded, livelock-free SLPN with
underlying LPN N, its embedded SNFA is [12, Def. 5]

A=(0Q,%,6,My,py), 0 = R(N, My),

and aggregates one-step firing probabilities that share the same source marking, label, and
destination marking:

1, En(M) =2,

0, otherwise.

S(M.aM)= Y p(i|M), pf<M>={ (3.5)

teEn (M)
M(t)M’
A(t)=a

Here p(t | M) is given by Equation 3.1. By construction, the embedded SNFA generates
lgn; transitions with equal source marking, label, and destination contribute to the same

value of 6.
Example 3.1 (Embedded semantics of SNey). The SLPN SN, shown in Figure 8(a),

has six reachable markings,
My = [po,ro], My =[po,r1]l, Mz =[p1,rol,
MSZ[pl”’l]’ FOZ[Pf”’O], Flz[pf’rl]'

Each reachable marking becomes one state of the embedded SNFA in Figure 8(b). The
edge probabilities follow directly from the local weight normalization in Equation 3.1.
At My,

1 1
EN(Mo) = {ta 1}, p(ta | Mo) = p(t: | Mo) = 1+1 = 9’
which yields
a,1/2 7,1/2
MO — M2, MO e M1.

11



At My,

1 1 2

2
En(My) = {ta, tp}, plta | My) = 1323 p(ty | My) = 1323

,1/3 b,2/3
giving the edges M; i——/—> M3 and My ————/—> F1. At both M, and M3, t. is the only
enabled transition, so the corresponding c-edge has probability one. The deadlocks Fy
and F; have no outgoing transition and therefore satisfy p r(Fo) = py(F1) = 1.

b,2/3

(a) Example SLPN SNey. (b) Embedded SNFA A.

Figure 8. Example SLPN SN¢ and its embedded SNFA A. Reachable markings of
the SLPN become states of A, and locally normalized transition weights
determine the labeled transition probabilities.

Step 2. Silent removal. The embedded SNFA can contain silent transitions. Following
Goulart Rocha et al. [12], we apply language-preserving weighted 7-removal to obtain an
equivalent 7-free SNFA [13]. An SNFA is 7-free if 6(g,7,q") = 0 for all states ¢, q’.

We use the following matrix formulation of this transformation. For an embedded firing
occurrence e = (q,t,r), let p. = p(t| q), A(e) = A(t), and tgt(e) = r. Let &Eyis contain the
visible firing occurrences. The one-step silent-transition matrix is

(A‘r)q,r = Z De-

e=(q,t,r)
At)=71

Let C contain one column for every e € Eyis and one termination column end:

Cq,e = Cq,end = Pf(Q)-

p(:" e:(q7tar)7
0, otherwise,

The corresponding outcomes after silent removal are collected in H, defined by

(I-A)H=C. (3.6)

The effective visible and final probabilities are then

6 (q,a,r) = Z Hy ., p}(q) =H end- (3.7)
eegvis
Ale)=a
tgt(e)=r

12



Removing inaccessible states yields the equivalent 7-free SNFA
A= (05,8 4. Py

In the running example, M; can therefore disappear from A’ after its silent behavior has
been absorbed into the effective visible transitions.

Step 3. Boundary patching. The start and end markers are represented as ordinary
labeled transitions by patching the 7-free SNFA [12].

Definition 3.16 (Patched SNFA). Let A’ = (Q’,Z,é’,qé,p}) be a 7-free SNFA. Its
patched SNFA [12] N
A, = (Q$ Ziad, q+7ﬁf)

adds fresh states g+ and ¢- and the boundary labels + and —, with
0=0U{gsq-},  Prlg-) =1,

and pr(g) =0 for g # g_. Its transition probabilities are

]-9 q:q+’a:+’r:q6’
A 6 (g,a,r), q,reQ’, acz,
o(g,a,r) =1 ,

p(q), qeQ,a=-,r=9q-,

0, otherwise.

Fach complete trace o in A’ therefore corresponds to the augmented trace +o— in Al

(a) 7-free SNFA A’ (b) patched SNFA A’
c,1

Figure 9. Transformation of the embedded SNFA A into the 7-free SNFA A” and
then the patched SNFA A’.

Example 3.2 (Silent removal and boundary patching). In the embedded SNFA, M is
,1/2
reached only through the silent edge Mg L—£—> M. Silent removal folds this silent prefix

into the next visible transition. For the two outgoing visible edges of M,

1

3

1

6'(M0,a,M3) = 5 .

1
= 6’ 6,(M0,b,F1) =

[SVI )

Wl =
N —

,1/2 . .
The direct visible edge My 222 M, is unaffected. After the silent edge has been

absorbed into these effective visible edges, M; is no longer reachable and is removed.
This gives the 7-free SNFA A’ in Figure 9(a).

Patching then makes the trace boundaries explicit. A fresh state g, is connected to the

13



original initial state by
+,1
q+ — M.

The two deadlocks satisfy p}(Fo) = p}(Fl) = 1, so their termination probabilities
become labeled transitions to a common fresh final state,

-1 -1
Fo—¢q-, Fi —q-.

The result is the patched SNFA A’ in Figure 9(b), in which every complete model trace
is represented with explicit + and — boundaries.

Step 4. Expected visits and replay. From &, expected state visits and replay prob-
abilities are computed in parallel [12].

Definition 3.17 (SNFA transition matrix). For a 7-free SNFA with state set Q and
transition probabilities &, its transition matrix is [12, Def. 14]

Agr = Z 6(q,a,r), q,r € Q.

acx

For the patched automaton :4\’, whose alphabet is Z., this becomes
Aq,r = Z 5(q,a,r).
aceX,
Fach entry is the probability of moving from one state to another through any labeled

edge.

Let e, be the row vector selecting g,. The expected-visit row vector x satisfies [12,
Lemma 1]
X = e, + XA, x(I - A) = ey, (3.8)

where x[gq] is the expected number of visits to g. For the finite, livelock-free models
considered here, the solution is finite and unique.

For g € Q and y € >, let ¢(y | ) be the probability that the next |y| labels generated
from g equal y. It satisfies

blela)=1,  dlaylg) =) 6(g.a.9)é(v | q).
q'€Q

Only words of length at most k are required.

Step 5. Expected-frequency aggregation. For the patched SNFA 2\’, the expected-
frequency identity is [12, Lemma 1, Eq. (5)]

Fiv =D xlqlé(y 1 q), v esupp(fly). (3.9)
qcQ
Each term x[¢]é(y | ¢) is the expected contribution of occurrences starting at state g.

Let
T = supp(fiy)-
Since A’ is finite and replay is required only up to depth k, I is finite.

14



Step 6. Frequency normalization. The expected frequencies are normalized over I,

fie )

z=) K. mly) ==

yell

Example 3.3 (Order-2 abstraction entry). Consider the order-2 subtrace y = (c, —).
In the patched SNFA, it can start only at My or Ms. These states are reached with

expected visit counts

1 1
Mo =3, x[Ms] ==,

and from either state the sequence ¢, — is generated with probability one,

$({c, =) | M2) = $({c, =) | M3) = 1.
The expected-frequency aggregation therefore gives

Bl =g 14 1=2.

6 3
For k = 2, a complete trace (a,c) contributes the three subtraces (+,a), {a,c), and
{c,-), while (b) contributes (+, b) and (b,—). Since their model probabilities are 2/3
and 1/3, respectively,

2 1 8
Z=3-2+2.2=2,
3 373

Hence normalization yields
2/3 1
2 — = — = —,
min (e N = m =g
Figure 10 summarizes these dependencies from expected visits and replay to frequency
aggregation and normalization.

Step 4 Step 5 Step 6
parallel quantities aggregate normalize
expected visits x

X[MQ] = 1/2
x[Ms] = 1/6 £24(c-) Z=3, f30m) =8/3
= <1/2>(:1>273<1/6>(1> w2, (cm) = % 1/

replay ¢
B Mz) =1
¢(c— | M3) =1

Figure 10. Order-2 worked entry y = (¢, —): expected visits and replay are parallel
inputs to Step 5, followed by frequency normalization in Step 6.

The construction is finite because the reachable state space is finite, silent behavior is
summarized by the linear system (I — A;)H = C, and replay is bounded by k. It therefore
computes méN exactly without enumerating the complete model language. Chapter 4
differentiates this forward computation in reverse.
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Algorithm 1. Exact model-side stochastic Markovian abstraction.

Require: bounded, livelock-free SLPN SN with underlying LPN N; abstraction order k > 2
Ensure: exact model-side stochastic Markovian abstraction m¥

SN
Step 1. Embedded stochastic semantics SN — A
1: Q <« REACHABLEMARKINGS(N, M)
2: initialize 6(M,a,M’) < 0 and ps(M) < 0
3: for M € Q do
4  E — Enx(M)
5: if E =@ then
6: pr(M) 1
T else
8: Wiy — Xiep w(1)
9: for t € E do
10: M’ — FIRE(M,1); e «— (M,t,M’); po — w(t)/Wp
11: (M, A(t),M’) += p,
12: end for
13: end if
14: end for
15: A« (Q,%,6, Mo,pf)

Step 2. Silent removal A— A
16: Eyis «— {e = (q,t,r) : A(t) # 7}
17: initialize A; < 0 on Q X Q
18: initialize C « 0 on Q X (&Eyis U {end})
19: for embedded firing occurrence e = (g, t,r) do
20: if A(¢) = v then

21: Azlg.r] += pe
22: else

23: Clg.e] < pe
24: end if

25: end for

26: for g € Q do

27: Clg,end] < ps(q)
28: end for

29: H « SOLVE(l - A.,C)
30: initialize ¢’(g,a,r) « 0
31: for q,r € Q,a € X do

32: 5'(‘1, a, r) — ZeESViS:/l(e)=a, H[q’ 6]
tgt(e)=r
33: end for

34: for g € Q do

35: p}(q) «— HJg,end]

36: end for

37: (Q’,d’,q(’),p}) — REMOVEINACCESSIBLE(Q,&",Mo,p})
38: A" — (Q'.Z,6", qy, p})

Step 3. Boundary patching Al — A’

39: O « Q' U{q4,q_}; initialize § « 0 and pr 0
40: for q,r € Q' and a € T do

41: S(c],a,r) — & (q,a,r)

42: end for
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43:
44:
45:
46:
47:
48:

49:
50:
51:
52:
53:
54:
55:
56:
5T:
58:
59:
60:
61:
62:
63:
64:
65:
66:

67:
68:
69:
70:
71:
72:
73:
74:
75:
76:
77

78:
79:
80:
81:
82:

5(Q+, +7 Q6) — 1
for g € Q' do
5(4» ) CI—) — p}(Q)
end for
prlg) 1
A, — (Q’ Zi? 65 q+; ﬁf)

Step 4. Expected visits and replay

for g,r € 0 do .
A[q’ r] — Zaezi 6(61,“’ r)
end for
x| — SowEe((I-A)T,el)
for g € 0 do
Dolg] — {e— 1}
end for
for¢=1,...,k do
for g € 0 do
®;[gq] « an empty zero-default map
for (a,q’) with 6(g,a,q’) >0 do
for (y,r) € <I>(>_1[qA’] do
@¢[qllay] +=0(q.a.q") r
end for
end for
end for
end for

é(y | 9) « @y [q]ly] for |y| <k

Step 5. Expected-frequency aggregation

initialize the zero-default map fg‘N
for ¢ € 0 do
for£=1,...,k do
for (y,r) € ®¢[q] do
if{t=kor (2<l<k AN y1=+ A yp=-) then
fee ) +=x[q)r
end if
end for
end for
end for

I' — supp(f&,)

Step 6. Frequency normalization

Z «— ZyEF fsl‘(N(‘)/)
for y eI" do

min(¥) — fo /2
end for

return m*

SN

A k
X, ¢ — fgy
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4 Markovian WaWE (M-WaWE)

Given a bounded, livelock-free SLPN, an event log L, and an abstraction order k > 2,
Markovian WaWE (M-WaWE) estimates transition weights while keeping the net struc-
ture fixed. It minimizes the balanced optimal-transport distance between the fixed log
abstraction and the abstraction of the current weighted model. The event-log abstraction
is computed once. During optimization, the model abstraction is recomputed from the
current transition weights, compared with the log abstraction, and differentiated back to
the shared SLPN transition weights. We implement this procedure in EBI [18].

Write SNy, for the current weighted SLPN, let N denote its underlying LPN, write [y for
the empirical log language, and write lgy, for the stochastic language generated by the
model. Let mI’i and méN (w) collect the positive probabilities of their order-k stochastic
Markovian abstractions on fixed finite supports, and let D be the corresponding subtrace-
distance matrix. M-WaWE minimizes

Li(w) = OT(m,'j,m'gN(w);D) = 1-m*-EMSC(IL.lsn,) - (4.1)

For a fixed net structure and strictly positive transition weights, the model-side support
is fixed and only its probabilities depend on the weights. Unlike WaWE’s sampled path
representation, both Markovian abstractions are normalized probability distributions, so
the objective needs no residual-mass element or pEMSC penalty.

The stochastic Markovian abstraction and m*-EMSC follow Goulart Rocha et al. [12].
Section 3.5 gives the model-side forward computation. M-WaWE adds a backward pass
that propagates a model-side OT subgradient to the shared SLPN transition weights.

. event log log abstraction estimated
t
inputs |SLPN structure I H mlli SLPN
stop
orati 0 model abstraction| | balanced OT ||M-WaWE backward | | Adam update
iteration w = |6 méN(W) Li g— 0 and stopping

next iteration

Figure 11. M-WaWE optimization loop. Each iteration recomputes the model
abstraction, transport signal, backward pass, and parameter update.

4.1 Optimization Procedure

Algorithm 2 summarizes M-WaWE. The log abstraction and subtrace-distance matrix
remain fixed, while each iteration evaluates the current model abstraction, the transport
objective and its model-side subgradient, propagates that signal to the SLPN weights, and
updates the optimizer parameters with Adam [14].
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Algorithm 2 Markovian WaWE optimization.

Require: event log L; bounded, livelock-free SLPN SN; abstraction order k > 2; optimizer and
stopping settings

Ensure: the same SLPN structure with estimated transition weights

Setup L,SN — m¥. D,6
1: mf « LOGMARKOVIANABSTRACTION(L, k)
2: 6 « INITIALIZEPARAMETERS(SN)
3w |0]
4: mI§N «— FORWARDMARKOVIANABSTRACTION(SN, w, k)
5: D < SUBTRACEDISTANCEMATRIX (supp(m} ), supp(m% )
Optimization loop g — 0 — 0 — m,
repeat
(Lk.g) < BALANCEDOT (mf,mf . D)

0 «— BACKWARDMWAWE(g, )

0 «— ADAMUPDATE(6, 0)

10: w «— |6]

11: m’S<N «— FORWARDMARKOVIANABSTRACTION(SN, w, k)
12: until the stopping criterion is met

13: return SN with transition weights ||

For the experiments in Chapter 5, Adam uses a learning rate of 0.001, 81 = 0.9, 85 = 0.999,
and € = 1077, with no gradient clipping. Convergence is checked every 100 updates using
the most recent 50 pre-update losses: the absolute difference between the sums of the first
and second 25-loss halves must be below 0.0025. Optimization stops when this criterion
is met or after 5000 updates, and the weights after the final update are exported.

M-WaWE uses a single optimization phase and computes the model abstraction without
path sampling.

Following WaWE [6, Sec. IV-A], optimization uses signed parameters while model proba-
bilities are computed from their absolute values:

w(t) = |6,]. (4.2)

The backward derivation below is stated for the non-zero parameter domain, where this
map is differentiable.

4.2 Backward Pass

The original WaWE propagates the model-side transport signal through sampled trace
and path probabilities using automatic differentiation [6]. M-WaWE instead differentiates
the exact finite-state computation of Section 3.5. The reverse computation mirrors its six
forward steps. Starting from a selected model-side OT subgradient

g=m",
it proceeds as

rhk—>fk—>{)‘(,¢§}—>6:—>FI—>{C_,AT}—>]5—>V_V.
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The signed optimizer parameterization is not part of these six model-side steps. Only
after the reverse computation reaches the shared SLPN weights do we apply the external
map w — 6 induced by Equation 4.2.

For one backward pass, hold the selected model-side OT subgradient g fixed and define

Jg(6) = g mg, (16]).
For any intermediate quantity y, an overbar denotes its adjoint, y := dJg/0y.

Let
Tt = supp(my)

be the fixed model-side support. Since normalization divides all positive frequencies by
the same positive scalar, I'y = supp( fSkN) as well. Let I" ,s(“f be its suffix closure, including €.
The suffix closure is needed because reverse replay may pass through suffixes that are not
part of the OT support and therefore have no direct frequency adjoint. We use 0, 6, and
A as defined by the forward computation in Section 3.5; the replay base value ¢(e | ¢) = 1
is constant.

For the silent-removal step, we use the quantities A, C, and H defined in Section 3.5.
The backward pass reverses the same forward dependencies.

Figure 12 shows the resulting dependency graph. In particular, expected visits x and
replay probabilities ¢ are parallel forward branches from 6 and meet only at the expected-
frequency computation. Their adjoints therefore branch from fk and later recombine in

0.

fixed log
my

!

£k P‘ mk HOT objective

odel-side
OT signal

forward ‘Oﬂw %‘ P H(AT,C)H H %‘ S

external Step 1 Step 2 Step 3 Step 4 Step 5 Step 6

i
backward = 8 < w < P <A.0)— H < § < > e mb=g
é

Figure 12. Forward dependencies and M-WaWE reverse computation. Steps 1-6
follow the model-side abstraction; the backward pass traverses them in
reverse. Expected visits and replay form parallel Step 4 branches and

their adjoints recombine at §. The fixed log abstraction enters only the
OT objective.

Algorithm 3 summarizes the complete reverse computation as a single reverse pass through
Steps 6-1, followed by the external optimizer parameterization. The derivation below
follows the same order.

Algorithm 3. Backward pass for Markovian WaWE.

Require: model-side OT subgradient m* = g; current non-zero parameters ; forward quantities
from Algorithm 1 -
Ensure: optimizer-parameter adjoint 6
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" — SuFFIXCLOSURE(Iy)

Step 6. Reverse frequency normalization

C — Z:]el"k 8nMy
for y eI’y do

fy — (87 -c)/Z
end for

Step 5. Reverse expected-frequency aggregation
x<0
¢ — 0 on Qx I3
for g € 0 do
for y e Iy do
xlq] += fré(y | )
$(v | 9) += fyxlq]
end for
end for

Step 4. Reverse expected visits and replay
5«0
Replay branch
forn=aye Fi“f \ {€} in decreasing |n| do
for (g,q’) with 6(g,a,q’) >0 do
o(g.a,q9") += ¢ | @)¢(v | ¢')
o(v1q') += 01 q)o(q.a.49')
end for
end for
FEzxpected-visits branch
z — SOLVE(I — A, X)
for (¢,a,q’) with 6(¢,a,q’) >0 do

6(g.a,q") +=x[qlzlq’]
end for

Step 3. Reverse boundary patching
H<0
for g € O’ do

I:Iq,end — 5((/15 ) 617)

for e € &5 do

H, . « 0(q,A(e),tgt(e))

end for

end for

Step 2. Reverse silent removal

C — SowE((I - AT, H)
Ar «— CHT

Step 1. Reverse embedded stochastic semantics

w(t] « 0 for every SLPN transition ¢
for reachable marking ¢; € Q do

Wi — Xicky g 101

Iﬁk:g — fk

> normalization couples all coordinates

f — (%¢)

kol
o
S

> expected-visits adjoint solve

SoN|
!
T

> the deterministic + edge is constant
I:I — (é, A‘r)

> silent-removal adjoint solve

C_‘,AT—>17—>W
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37 for enabled firing e = (g;,1,¢;) do

38: if A(t) = v then
39: Pe — (Az)ij
40: else

41: ﬁe A éi,e
42: end if

43: end for

44: Hi < Ze enabled at g; DePe
45: for enabled firing e = (g;,1,¢q;) do

46: w(t] += (pe — i)/ W; > accumulate all occurrences of shared transition t
47: end for
48: end for

2
l

External optimizer parameterization
49: for SLPN transition t do
50: 6; « sign(6;)w[t]
51: end for
52: return 6

4.2.1 Step 6 Reverse: Frequency Normalization

In the finite balanced transport problem of Section 3.2, an optimal model-side dual B*
provides a model-side subgradient, so in a concrete solve we may use g = B*. We keep
the notation g because an optimal dual, and hence the selected subgradient at a non-
differentiable point, may not be unique.

The incoming signal is m* = g. Write Z = 2y fy and my, = f,,/Z. Reversing the normal-
ization yields
f— & Z;]gnmn
y = 7 :
This converts the selected OT signal on the normalized abstraction into an adjoint on the
expected frequencies.

(4.3)

4.2.2 Step 5 Reverse: Expected-Frequency Aggregation

The forward expected-frequency identity is

fy=D xlalé(y | 9.
qcQ

It combines the two parallel quantities produced in Step 4. Consequently, every f,, pro-
duces one contribution to the expected-visit branch and one to the replay branch:

Xlql += fd(r 1 9),  b(y | q) += fyxlql. (4.4)

Thus B _
fk — {x, 4}.



4.2.3 Step 4 Reverse: Expected Visits and Replay

Changing a patched transition probability affects both the probability of replaying a sub-
trace and the expected number of visits to downstream states. The two reverse branches

account for these effects separately and accumulate their contributions into the same 6.

For replay, the forward recurrence from Section 3.5 is

blela)=1,  dlaylq) =) 6g.a.4)d(y 4.
<

Reverse mode processes non-empty words in decreasing length. For each non-zero é(q, a, q’),

(g, a,q") += $(ay | (¥ | 4,

Ny g ’ (4.5)
oy 1 q') += ¢(ay | 9)o(q.a,q’).

The base value ¢(e | g) = 1 is constant, so an adjoint reaching the empty suffix is not
propagated further.

For expected visits, let V = I — A. With the row-vector forward convention xV = e, and X
represented as a column vector, the adjoint solve is

(I -A)z =x. (4.6)
Every labeled transition probability from ¢ to ¢’ then receives
dvisit(q>a, ') = x[q)z[q’]. (4.7)

Adding this term to the replay contribution completes

{x, (;} — 5

4.2.4 Step 3 Reverse: Boundary Patching

Step 3 of the forward computation turns the effective visible and termination probabilities
into labeled edges by adding the artificial + and — boundaries. Its reverse therefore removes
only this boundary layer.

For each state ¢ € Q’, the adjoint on an effective visible edge 6(q,a,q’) is copied to the
corresponding visible outcome columns of H. The adjoint on the boundary edge ¢ — ¢-

becomes the adjoint of the termination column of H. The deterministic start edge ¢ 5 qo
has no trainable predecessor and is not propagated further. Hence this step performs

5 — H.
4.2.5 Step 2 Reverse: Silent Removal

Step 2 is the silent-closure transformation from the direct outcomes C to the effective
outcomes H. Reversing Equation 3.6 gives

(I-A)"C=H, A,=CH". (4.8)
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The first equation returns adjoints to the direct visible/termination outcomes. The second
accounts for the fact that changing a silent probability changes which direct outcome is
reached after the silent prefix. Together they give

H — {C,A.}.

The termination column requires care. It represents structural termination rather than
a trainable transition weight, so its direct adjoint in C is not mapped to a weight in
Step 1. Nevertheless, a signal that enters through the termination column can still affect
A, through the second equation above. It can therefore influence silent-transition weights
indirectly, because those weights control the probability of reaching termination through
silent closure.

4.2.6 Step 1 Reverse: Embedded Stochastic Semantics

The remaining quantities C and A, correspond to the direct stochastic choices of the
embedded SLPN. For a visible firing occurrence e = (g;,1,q;), its local firing-probability
adjoint is read from the corresponding column of C. For a silent occurrence, it is read
from the corresponding entry of A,. If several firing occurrences were aggregated into the
same embedded entry, the same entry adjoint is returned to each forward contributor, as
follows from reversing the aggregation.

At a reachable marking g;, let

w(t) _
W= > w),  pe= W, M = ) PePes
ucEn (qi) e

where the final sum ranges over firing occurrences enabled at ¢;. For an enabled occurrence
e = (qi,t,qj), reverse normalization gives

W), = peu:_”". (4.9)

The subtraction captures competition at the marking: increasing one transition weight
changes all locally normalized firing probabilities.

A Petri-net transition can be enabled at several reachable markings, but all of those firing
occurrences share one global SLPN weight. The marking-local sensitivities must therefore
accumulate into the same adjoint:

w = D w0l (4.10)
qi:t€ENn(qi)

This completes the reverse of the six model-side steps,
{é’ A‘r} —p—W.
4.2.7 External Optimizer Parameterization
The map from signed optimizer parameters to positive SLPN weights is external to the
six-step model computation. After Steps 6—1 have produced w, Equation 4.2 gives, for

6; # 0,
0, = sign(8,)w(t). (4.11)

24



Thus the complete optimizer-facing reverse pass ends with
w—> é,

outside the six-step model-side computation. For the selected model-side OT subgradient
g, the complete backward pass computes the corresponding vector—Jacobian product

_ (omk, (o))"
=[5

Numerical validation. We checked the implementation by considering the scalar func-
tion
Tk
J(w)=g IIISN(W),
where the model-side signal g is held fixed. For each transition weight w;, we compared
the analytical derivative with the central finite-difference approximation

aJ _J(w+ee)—J(w—¢ee)

: i =107° il 1},
I, 5%, e max{|w;|, 1}

The check covered every transition weight in two small models containing silent transitions
at k = 4. All absolute errors were at most 5 - 107°.
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5 Evaluation
This chapter addresses the following two research questions:

RQ1. How do the stochastic weight-estimation methods M-WaWE and
WaWE compare in terms of the quality of the resulting models and runtime?

RQ2. How does the abstraction order k affect the quality of the models
produced by M-WaWE and its runtime?

First, we introduce the experimental setup and report completion and missing results.
Then, we present the results for stochastic conformance, the effect of the abstraction
order k on model quality, and runtime. Next, we discuss the findings with respect to RQ1
and RQ2. Finally, we address threats to validity.

5.1 Experimental setup

Our evaluation uses five-fold cross-validation (Figure 13). Each event log is split into five
folds, using four for training and one for testing. On the training log, we first discover the
control-flow structure and then use the same training log to estimate transition weights,
producing an SLPN. The resulting SLPN is evaluated on the test fold. We repeat this
procedure five times, using each fold once for testing, and aggregate the results across the
five folds.

Training and test folds Control-flow discovery Stochastic discovery Stochastic conformance
Discover control-flow Estimate transition
[Fold 1] Fold 2[ Fold 3] Fold 4] Fold 5 |-—>  model usin Petri weights using| || SLPN —» RS URAN
o o o o o del g etri net ght g on the test log
training log training log
| opli : : : : Aggregation
log : : : : e
Discover control-flow Estimate transition
. . . . Evaluate conformance
‘Fold 1\ Fold 2\ Fold 3\ Fold 4 \ Fold 5 }—» model using Petri net weights using  [——{SLPN
- > . on the test log
training log training log

[ Training fold [ Test fold

Figure 13. Experimental setup with five-fold cross-validation.

Event logs. The evaluation uses eight publicly available real-life event logs from the BPI
Challenge 2013 [28], BPI Challenge 2017 [31], and BPI Challenge 2020 [32], the Hospital
Billing log [25], and the Road Traffic Fine Management log [10].

Control-flow discovery. For each training log, we obtain control-flow models using
four discovery methods: DFM [21], ILP Miner [30], Inductive Miner infrequent (IMf) [16],
and Split Miner (SM) [3]. We additionally use the control-flow structures produced by
Toothpaste Miner (TP) [8], which jointly discovers control flow and transition weights.
Appendix A summarizes the event-log and model characteristics and gives the discovery
settings.

Stochastic discovery. For each control-flow model, we estimate transition weights us-
ing M-WaWE, WaWE, and three baseline estimators implemented in EBI [18]: Uniform,
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Occurrence, and Alignment. Uniform assigns unit weights to all transitions. Occurrence
weights visible transitions by the average number of occurrences of their activity labels
per trace in the training log, while assigning unit weights to silent transitions. Alignment
weights transitions by their occurrences in log—model alignments, accounting for the rela-
tive frequencies of the corresponding traces. Occurrence and Alignment are based on the
frequency and alignment estimators of Burke et al. [7]. For TP, we additionally retain the
original Toothpaste weights as a stochastic-discovery baseline.

To avoid differences caused by initialization, both M-WaWE and WaWE are initialized
with the same Alignment-estimated transition weights. For WaWE, we use at most 800
model paths and 800 log variants and disable the second optimization phase, as in Brock-
hoff et al’s reference parameterization [6, Sec. V-A]. M-WaWE is evaluated for abstraction
orders k € {2,3,4}. Both methods have a maximum execution time of 1800s per weight-
estimation run.

Stochastic conformance. We evaluate model quality using EMSC as the primary mea-
sure and Entropic Relevance (ER) as a complementary measure, since ER captures a
different aspect of stochastic conformance [1]. Higher EMSC values indicate better con-
formance, whereas lower ER values are better. For EMSC, because the stochastic model
language may contain infinitely many traces, we sample at most 50000 complete traces
from each stochastic model, with a 600s time limit. For ER, we use the uniform back-
ground coding model.

Runtime measurement. All runs were executed single-threaded on the same machine
with an AMD Ryzen 7 5700U processor and 16 GB of RAM. Reported runtime covers
weight estimation only. Control-flow discovery, model sampling, and conformance evalua-
tion are excluded.

5.2 Completion and missing results

Not all intended control-flow models could be used, and some weight-estimation and con-
formance computations did not complete successfully. Figure 14 summarizes these losses
across the evaluation pipeline.

Five-fold cross-validation on the eight event logs produces 40 train/test splits. For each
split, we use the corresponding control-flow structures obtained with DFM, ILP, IMf, SM,
and TP, giving at most 200 models across all splits. Five DFM models for BPI13_C
could not be discovered and eight ILP models could not be used because of a structural
incompatibility, leaving 187 models for weight estimation.

Weight estimation was successful for all 187 models with Uniform, Occurrence, Align-
ment, and WaWE. M-WaWE completion, however, varies depending on both the discovery
method and the abstraction order k € {2,3,4}. DFM completed all runs at every order,
while SM and TP showed lower but largely stable completion across the three orders. IMf
completed all runs at the two lower orders, but completion dropped at k = 4. ILP showed
the strongest dependence on k, with completion falling progressively as the abstraction
order increased.

The 89 incomplete M-WaWZE runs fall into distinct categories. Twenty-three runs directly
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reached the 1800s execution-time limit. Twenty-five terminated as algorithm failures: 23
because the optimal-transport solver reached its internal iteration limit and two because
of out-of-memory failures. A further 41 higher-order cases were excluded after lower-order
runs timed out. For conformance evaluation, ER was computed for all successfully esti-
mated models, whereas EMSC could not be computed for two models within the configured
time limit.

Event logs
8 event logs, 5-fold cross-validation

401 0

Control-flow discovery

5 discovery methods x 40 training logs
= 200 models

13 excluded

187 l 13--------mmmmmm oo 5 DFM not discovered
8 ILP incompatible

Weight estimation
Completed / planned runs

Discover: M-WaWE M-WaWE M-WaWE
method Wawe k=2 k=3 k=4
DFM 35/35 35/35 35/35 35/35
P 32/32 30/32 24/32 15/32
IMf 40/40 40/40 40/40 31/40
sM 40/40 34/40 34/40 34/40
TP 40/40 29/40 28/40 28/40

Total 187/187 168/187 161/187 143/187

659/748 completed

89 incomplete M-WaWE runs
659 7 ,| 23 observed 1800s timeouts
25 algorithm failures
41 skipped after lower-order timeout

Test-fold stochastic conformance

ER: 659/659 EMSC: 657/659
(2 sampling timeouts)

Figure 14. Completion across the evaluation pipeline.

5.3 Results and discussion

Using the available evaluation results, we first examine stochastic conformance, then the
effect of the abstraction order k£ and runtime, before discussing the results with respect
to RQ1 and RQ2. Detailed fold-aggregated quality and runtime results are provided in
Appendix B.

5.3.1 Stochastic conformance

To compare the stochastic conformance of M-WaWE and WaWE, Figure 15 summarizes
their paired outcomes using EMSC and ER. Under EMSC, the results are mixed, with
a slight tendency to favor WaWE. In contrast, ER shows a clearer pattern in favor of
M-WaWE, which performs better in 66.5% of the comparisons. These frequencies alone,
however, do not show the magnitude of the EMSC differences or how they vary across the
evaluated settings.

Figure 16 therefore examines the paired EMSC differences directly, showing their distri-
butions across control-flow discovery methods and event logs. Overall, the differences
are concentrated close to zero, with a mean of +0.008 and a median of —0.003. Thus,
although M-WaWE has a lower EMSC in more cases, the larger positive differences are
sufficient to shift the mean slightly in its favor. Still, this pattern varies substantially
across discovery methods and event logs. ILP and SM have the largest positive mean
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Figure 15. Paired EMSC and ER outcomes for M-WaWE versus WaWE, pooled
across k = 2, 3,4. Bars show the number of paired comparisons in which
M-WaWE performs better, the methods are similar or equal, or WaWE
performs better. For EMSC, similar denotes |AEMSC]| < 0.005.

differences, while DFM and IMf remain close to zero and TP shows the largest negative
difference. Across event logs, BPI20_1 stands out with a substantially larger positive
difference than the other logs. It is also the log with the highest trace entropy and the
longest traces, although this pattern is not consistent across all logs, with Hospital being
a notable exception.

02 - n =143 n =35 n=15 n =231 n=34 n=28
0.15 —+ T
é 0.1 —+ T
BH005 @ .
< 0 — —m4a T Eem——— - - - - - - - - - - o=~ o i ———— R
-0.05 - T
01+ T
All DFM ILP IMf SM TP
(a) By discovery method
02 | n=143 n=15 n=25 n =20 n=10 n=13 n=20 n=15 n=25
015 + T
% 01 +
5 005 +
< [ I
-0.05 +
-0.1 —+ - T

All BPI13_C BPI17_A BPI20_D BPI20_ I BPI20_P BPI20 R Hospital Road

(b) By event log

Figure 16. Boxplots of paired EMSC differences (M-WaWE minus WaWE) by
discovery method and event log. Boxes show interquartile ranges and
medians; dots show means.

Figure 17 shows these differences in more detail for each event-log and discovery-method
combination. The relative EMSC of M-WaWE and WaWE varies across these combina-
tions rather than following a consistent pattern across discovery methods or event logs.
For SM, the positive mean difference is concentrated in BPI120 I, BPI20_ P, and Hospital,
while the remaining logs are close to zero or negative. A similar pattern appears for DFM,
whose slightly positive mean is largely due to BPI20_1I. In contrast, TP shows negative
differences for every event log with available results.
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Figure 17. Heatmap of mean EMSC differences (M-WaWE minus WaWE) across

EMSC difference

EMSC difference

k =2,3,4, by event log and discovery method. Positive values favor
M-WaWE; the All row and column pool the model-level differences.
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Figure 18. Boxplots of EMSC differences relative to reference estimators: (a)

M-WaWE relative to Uniform, Occurrence, and Alignment; (b)
M-WaWE and WaWE relative to Alignment, overall and by discovery
method. Positive values indicate higher EMSC than the reference

estimator.
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Comparing M-WaWE with the reference estimators, we observe in Figure 18 that M-
WaWE achieves substantially higher EMSC than Uniform and Occurrence, while remain-
ing close to Alignment. This similarity to Alignment varies across discovery methods, with
M-WaWE staying closer to Alignment than WaWE for ILP and SM, while TP shows the
opposite behavior.

Overall, neither M-WaWE nor WaWE consistently achieves higher EMSC across the eval-
uated settings. WaWE is favored more often, but the differences are mostly small and
vary substantially across event logs and discovery methods. ER gives a different overall
picture, favoring M-WaWE in 66.5% of the comparisons. Compared with the reference
estimators, M-WaWE generally outperforms Uniform and Occurrence and remains close
to Alignment.

5.3.2 Effect of abstraction order

In order to examine the effect of the abstraction order, Figure 19 separates the M-WaWE—
WaWE comparison by k. The EMSC outcomes do not follow a clear trend as the order
increases, while the ER outcomes remain comparatively stable across the three orders.
However, fewer M-WaWE runs complete at higher orders, so the bars do not represent
the same set of models.

EMSC ER

k=2 56 % n=168 % n=168
k=3 45 ///ﬂ/ n=161 //2{/ n=161
k=4 62 / n=143 9 //41// n=143

0% 20% 40% 60% 80% 100% 0% 20% 40% 60% 80% 100%
Bl M-WaWE better [ Similar [Z4 WaWE better Bl M-WaWE better [ Equal [/ WaWE better

EMSC similar: IAEMSCI < 0.005.

Figure 19. Paired EMSC and ER outcomes for M-WaWE versus WaWE by
abstraction order. Bars show the number of paired comparisons in
which M-WaWE performs better, the methods are similar or equal, or
WaWE performs better. For EMSC, similar denotes |JAEMSC| < 0.005.

We therefore compare the abstraction orders only on instances with valid M-WaWE results
at all three tested orders. Figure 20 shows the resulting EMSC differences by control-flow
discovery method and event log. Across these runs, the mean EMSC difference increases
slightly with the abstraction order, from approximately +0.006 at k = 2 to +0.010 at
k = 4, but the change is small and differs between model families. DFM shows the clearest
increase in mean EMSC, although this is largely concentrated in BPI120_ 1. ILP and SM
remain mostly stable, while IMf slightly deteriorates.

Overall, higher abstraction orders provide only a small average EMSC improvement in
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Figure 20. Paired EMSC differences between M-WaWE and WaWE across
abstraction orders. Thin colored lines show means by event log; the
thick black line shows the mean across all included models for each
discovery method.

our experiments. This is noteworthy because previous work shows that higher orders pro-
vide increasingly accurate approximations of the original stochastic languages for IMf and
SM models [12], whereas our results suggest that this increased representational fidelity
does not necessarily translate into higher EMSC when the abstraction is used for weight
estimation.

5.3.3 Runtime

Across the 454 completed pairs with recorded fitting times, M-WaWE was faster than
WaWE in 301 (66.3%) cases, with a median runtime reduction of 42.5%. However, the
relative runtime varies substantially across control-flow discovery methods and abstraction
orders, as shown in Figure 21(a). The largest advantages are observed for SM and IMf,
while DFM remains close to equal runtime and TP strongly favors WaWE. ILP shows the
strongest change across abstraction orders, with the median M-WaWE/WaWE runtime
ratio increasing from 0.16 at k =2 to 0.93 at k =3 and 1.11 at k = 4.

This increase coincides with a sharp growth in the number of distinct k-subtraces in the
model’s Markovian abstraction. A similar trend appears for several other discovery meth-
ods in Figure 21(a), where larger values of k often come with both more model k-subtraces
and higher M-WaWE/WaWE runtime ratios. Figure 21(b) shows the corresponding pat-
tern for event logs, where the number of distinct k-subtraces in the log’s Markovian ab-
straction grows with k& and the runtime ratio often increases as well. The pattern is not
universal, however, with TP on the model side and BPI20_1I on the log side providing
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clear exceptions.
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Figure 21. Paired runtime ratios and k-subtrace counts grouped by abstraction
order. Points show medians, intervals show interquartile ranges, and n
denotes paired runtime observations.

To examine how the number of k-subtraces relates to runtime, Figure 22 plots M-WaWE
fitting time against the product of the model and log k-subtrace counts, corresponding to
the number of possible model-log k-subtrace pairs. The positive association remains when
each abstraction order is considered separately, with Spearman correlations of py = 0.58,
0.71, and 0.70 for k = 2, 3, 4, respectively.

This association is consistent with the runtime decomposition shown in Figure 23. In
the profiled BPI20_P/IMf/fold 1 case, the optimization loop accounts for over 98% of
the weight-estimation runtime at every abstraction order. Within an optimization step,
optimal transport is the largest runtime component, increasing from 74.1% at k = 2 to
90.4% at k = 3 and 91.6% at k = 4. This is consistent with the growth in the number
of possible model-log k-subtrace pairs, since the transport problem contains one possible
arc for each such pair [5].
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Figure 23. Runtime scaling and breakdown for BP120_ P/IMf/fold 1. (a)
Weight-estimation runtime across abstraction orders. (b) Relative
breakdown of the recorded runtime. (c) Separate diagnostic runtime
breakdown of one optimization step.

The relative runtime of M-WaWE and WaWE can also be interpreted in relation to how
each method bounds the representation used during optimization. In our experiments,
WaWE samples at most 800 model paths, inducing at most 800 distinct model traces in
the optimal-transport support, and uses at most 800 log variants. Its transport problem
therefore contains at most 800 x 800 = 640,000 possible model-log pairs. In contrast, M-
WaWE imposes no corresponding fixed limit on its induced k-subtrace supports. Figure 24
shows how the fraction of completed runs in which M-WaWE is slower varies with the size
of its induced representation. Across the three intervals below 10° pairs, M-WaWE is
slower in 22.0-30.6% of completed runs, compared with 54.7% between 10° and 10° pairs
and 85.2% above 10°. Using WaWE’s 640,000-pair upper bound as a reference point, M-
WaWE is slower in 23 of the 28 completed runs above this value (82.1%), with a median
runtime ratio of 6.40. While this does not identify a fixed break-even point, it shows
that M-WaWE’s runtime advantage is uncommon among completed runs whose induced
representation exceeds this reference size.
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5.3.4 Discussion

Regarding RQ1, the evaluation does not identify a uniformly preferable method in terms
of model quality and runtime. WaWE achieves higher EMSC in more comparisons but
most differences are small and the larger positive differences observed for M-WaWE shift
the mean slightly in its favor. ER gives a different overall picture, favoring M-WaWE
more often. In terms of runtime, M-WaWE is faster in 66.3% of completed comparisons,
although this advantage becomes less common as its induced Markovian representation
grows. Overall, the relative performance of M-WaWE and WaWE depends on the evalu-
ated setting and on whether model quality or runtime is considered.

The observed quality differences can be interpreted in part through the distinct finite
approximations used by the two methods. WaWE optimizes over a bounded sample of
complete model paths and log variants. Sampling preserves the full trace context of the
selected paths, but behaviour outside the sampled support is not represented individually.
WaWE addresses the associated residual probability mass through pEMSC, which intro-
duces auxiliary traces and transport penalties [6]. Consequently, the path and variant
budgets determine which behaviour is represented explicitly during optimization.

M-WaWE, by contrast, compares finite k-subtrace abstractions and therefore has no corre-
sponding sampling budget or omitted probability mass within the abstraction. Its approx-
imation is instead controlled by the abstraction order k: lower orders merge behaviours
that share the same local contexts, while higher orders retain more sequential context but
can induce larger supports. Thus, while WaWE controls its finite representation through
sampling, M-WaWE controls it through the amount of sequential context retained. This
difference is relevant when interpreting the observed quality differences between the meth-
ods, although it cannot explain them in isolation because M-WaWE and WaWE also
optimize different objectives. The experiments therefore compare the complete weight-
estimation methods rather than the isolated effect of their representations.

Regarding RQ2, the effect of the abstraction order differs between model quality and
runtime. For model quality, increasing k does not lead to a consistent improvement. For
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models with valid results at all three orders, EMSC changes only slightly on average. This
differs from previous work on already weighted stochastic languages, where increasing
k was shown to make the Markovian abstraction more closely approximate the original
stochastic language for IMf02 and SM models [12]. In our setting, however, the abstraction
is not merely used to approximate a fixed stochastic language, because it also determines
the representation on which the optimization objective is defined. Greater fidelity at higher
orders therefore does not necessarily translate into better learned transition weights.

For runtime, increasing the abstraction order k£ can enlarge the induced model and log
k-subtrace supports, increasing the number of possible model-log k-subtrace pairs in M-
WaWE’s transport problem. Across completed runs, this number of pairs is positively
associated with fitting time, while in the profiled case optimal transport dominates the
optimization step. These results indicate that the size of the induced transport problem
is an important factor in M-WaWE’s runtime. Higher abstraction orders can therefore
retain more sequential context while reducing M-WaWE’s runtime advantage.

Overall, the results indicate that WaWE and M-WaWE make different finite-representation
trade-offs: WaWE bounds the behaviour represented during optimization through sam-
pling, whereas M-WaWE controls the amount of sequential context retained through
the abstraction order. This leads to setting-dependent differences in model quality and
runtime rather than a uniformly preferable method or abstraction order.

5.4 Threats to validity

As reported in Section 5.2, not all M-WaWE runs completed successfully, which affects
both the cross-order and runtime analyses. To compare abstraction orders on a consistent
set, we restrict the cross-order analysis to models with results at all three tested values of
k. This keeps the evaluated set fixed across k, but excludes models for which at least one
order did not complete and may therefore affect the composition of the comparison. The
runtime statistics are affected separately by the same completion issue. The incomplete
runs include observed timeouts, algorithm failures, and higher-order runs that were not
executed after a lower-order timeout. Runtime summaries based only on completed pairs
can therefore underrepresent difficult settings; skipped higher-order runs must not be
interpreted as observed timeouts at those orders. The five cross-validation folds for each
event log also share overlapping training data and therefore do not constitute independent
statistical replicates. We consequently interpret the reported comparisons descriptively.

For EMSC, as described in the experimental setup, we approximate the score using at
most 50,000 sampled complete traces because the stochastic model language can be infi-
nite. This sampling limit is comparable to that used in previous stochastic-conformance
evaluations [12], but it does not guarantee coverage of a given fraction of the model proba-
bility mass. The resulting scores therefore depend on the sampled traces, while the covered
probability mass and approximation error remain unquantified. This uncertainty is partic-
ularly relevant when interpreting the small EMSC differences observed between methods.
To provide a complementary view of stochastic conformance, we include ER alongside
EMSC. Because ER also depends on the choice of background coding model, the reported
ER results are specific to the uniform background model used in our evaluation.

Our evaluation compares M-WaWE and WaWE on identical control-flow structures using
the same Alignment-derived initialization, limiting variation from model structure and
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initial transition weights. Even under this common starting point, both methods rely on
iterative optimization based on optimal-transport subgradients, and the evaluation does
not establish convergence to a global optimum. Some of the observed quality differences
may therefore reflect optimization behaviour. At the same time, M-WaWE and WaWE
differ in both their finite representations and optimization objectives, so the evaluation
cannot separate the contribution of either factor to the observed differences. The results
should therefore be interpreted as comparisons between the complete weight-estimation
methods rather than as evidence for the isolated effect of a particular design choice.

The evaluation covers eight real-life event logs and five control-flow discovery methods,
resulting in a heterogeneous set of model structures. However, these configurations do not
systematically span the full range of process and model characteristics that may affect
stochastic weight estimation. Conclusions about the abstraction order are also restricted
to k € {2,3,4}. The findings therefore characterize the evaluated configurations and
should not be interpreted as a general ranking of stochastic weight-estimation methods or
abstraction orders.
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6 Conclusion

In this thesis, we introduced Markovian WaWE (M-WaWE) and implemented it in the
EBI stochastic process mining framework. Given a control-flow model, an event log, and
an abstraction order k, M-WaWE estimates transition weights for bounded, livelock-free
stochastic labeled Petri nets using an optimization-based approach. At each iteration, it
compares the order-k stochastic Markovian abstraction of the current model with that of
the event log using m*-EMSC, obtains the resulting subgradient, and backpropagates it
through the abstraction computation to update the shared transition weights.

We evaluated M-WaWE against WaWE using real-life event logs and multiple control-
flow discovery methods, considering model quality and runtime. For RQ1, neither method
performs uniformly better across the evaluated settings. Their relative quality varies
across control-flow discovery methods and event logs, and EMSC and ER can favor the
two methods differently. M-WaWE is faster in many completed comparisons, but this
advantage becomes uncommon when its induced Markovian representation grows large.

For RQ2, increasing the abstraction order k provides only a small average EMSC improve-
ment and does not have a uniform effect across model families and event logs. Higher orders
retain more sequential context, but they can also enlarge the induced representation, in-
crease runtime, and reduce completion rates for some discovery methods. Thus, greater
representational fidelity does not automatically translate into better learned transition
weights.

Overall, WaWE and M-WaWE make different finite-representation trade-offs. WaWE
bounds the optimization problem through sampling, whereas M-WaWE controls the re-
tained sequential context through the abstraction order. The evaluation therefore indi-
cates a setting-dependent trade-off between stochastic conformance, retained context, and
runtime rather than a uniformly preferable method or abstraction order.

6.1 Future work

The observed association between the size of the joint model-log k-subtrace representation
and M-WaWE runtime motivates a more detailed runtime analysis. Future work could
examine which event-log and control-flow properties are associated with larger induced
supports and how support size relates to the runtime of the different stages of weight es-
timation. Such an analysis could support adapting the abstraction order k during weight
optimization to balance retained sequential context against runtime, extending the adap-
tive choice of k previously proposed for stochastic conformance diagnostics [12].

The variation in model quality across control-flow discovery methods and event logs sug-
gests that the conditions under which M-WaWE benefits from a particular abstraction
order are not yet well understood. Controlled experiments with synthetic models and logs,
similar to those used to isolate control-flow and stochastic mismatches in prior work [12],
could vary selected structural and stochastic characteristics independently and examine
how they affect the relative quality of M-WaWE and WaWE and the response to increas-
ing k. This could help identify which model and log properties determine when additional
sequential context is beneficial for weight estimation.

38



A Event logs and control-flow models

This appendix provides additional details on the event logs and control-flow models used
in the evaluation, including the discovery settings and model sizes.

A.1 Event logs

The evaluation uses eight publicly available real-life event logs from the BPI Challenge
2013 closed-problems log [28], BPI Challenge 2017 [31], BPI Challenge 2020 [32], Hospital
Billing [25], and Road Traffic Fine Management [10]. Table A.1 summarizes the training
logs used in the cross-validation.

Table A.1. Training-log characteristics. Values are arithmetic means over the five training logs;

cases, activities, and variants are rounded to the nearest integer.

Log Cases  Activities Variants  Variant ratio (%) Mean length P95 length  Trace entropy (bits)
BPI13_C 1,190 4 158 13.25 4.5 11.0 4.17
BPI17_A 25,207 10 97 0.39 7.6 11.0 4.20
BPI20_D 8,400 16 89 1.06 5.4 8.0 2.60
BPI20_1I 5,159 34 657 12.74 11.2 16.0 6.11
BPI20_P 1,679 29 179 10.67 8.7 12.8 4.63
BPI20_R 5,509 18 80 1.46 5.3 8.0 2.68
Hospital 80,000 18 887 1.11 4.5 8.0 3.17
Road 120,296 11 209 0.17 3.7 6.0 2.47

The variant ratio is the percentage of cases represented by distinct trace variants; trace
entropy is the Shannon entropy of the trace-variant distribution.

A.2 Discovery methods and settings

For each training log, control-flow models are obtained using DFM [21], ILP Miner [30],
Inductive Miner infrequent (IMf) [16], and Split Miner (SM) [3]. Table A.2 gives the
implementations and settings used in the evaluation.

Table A.2. Control-flow discovery methods and settings used in the evaluation.

Method Implementation Settings

DFM ProM Directly Follows Visual Miner [33]  defaults

ILP PM4Py ILP Miner [4] defaults

IMf ProM Inductive Miner infrequent [33] noise threshold 0.2

SM Split Miner; BPMN converted to PNML noise threshold 0.1, concurrency threshold
with PM4Py [4] 0.4

A.3 Model size

Table A.3 summarizes the sizes of the control-flow models used in the evaluation. Values
are reported as medians and ranges across the available log—fold models.
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Table A.3. Size of the control-flow models used in the evaluation. Values are median (minimum-—
maximum) across log—fold models.

Method  Models Places  Visible transitions Silent transitions Arcs
DFM 35 9 (6-27) 11 (6-51) 2 (1-4) 24 (16-110)
ILP 32 36 (7-97) 15.5 (4-34) 2 (1-2) 223 (26-1,125)
IMf 40 17 (4-37) 16 (3-32) 10 (1-24) 53 (10-118)
SM 40 12 (7-38) 17 (4-34) 10 (5-66) 46 (20-247)
TP 40  236.5 (11-2,839) 359 (14-3,454) 0 (0-0) 722 (28-6,956)
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B Detailed evaluation results

Table B.1. Fold-aggregated quality scores and weight-estimation runtime by event log and control-flow discovery method.

(a) EMSC 1
Log Method U (] A w M2 M3 M4 TP
BPI13_C DFM
ILP 0.325 0.505 0.505 0.466 0.493 0.510 0.495 -
IMf 0.790 0.789 0.796 0.858 0.850 0.846 0.840 -
SM 0.813 0.820 0.935 0.930 0.933 0.937 0.937 -
TP 0.569 0.538 0.738 0.747 - - ~0.708
BPI17__A DFM 0.491 0.492 0.950 0.954 0.950 0.949 0.949 -
ILP 0.565 0.611 0.611 0.550 0.612 0.613 0.614 -
IMf 0.859 0.853 0.901 0.906 0.902 0.897 0.898 -
SM 0.802 0.780 0.908 0.907 0.909 0.910 0.906 -
TP 0.658 0.834 0.994 0.994 0.989 0.990 0.991 0.994
BPI20__D DFM 0.477 0.492 0.908 0.916 0.916 0.911 0.914 -
ILP 0.185' 0.262! 0.261' 0.183" 0.232' 0.2561 - -
IMf 0.596 0.770 0.935 0.939 0.933 0.936 0.938 -
SM 0.267 0.756 0.985 0.985 0.985 0.985 0.985 -
TP 0.359 0.824 0.978 0.979 0.968 0.969 0.975 0.978
BPI20_I DFM 0.353 0.405 0.798 0.705 0.790 0.796 0.829 -
ILP 0.088% 0.251% 0.251% 0.201* 0.318* - - -
IMf 0.565 0.613 0.784 0.790 0.779 0.780 0.7822 -
SM 0.348 0.475 0.791 0.635 0.7823 0.795% 0.809° -
TP 0.511 0.636 0.946 0.947 - - —0.943
BPI20__P DFM 0.480 0.494 0.881 0.896 0.879 0.880 0.880 -
ILP 0.166 0.208 0.208 0.172 0.213 0.225° - -
IMf 0.373 0.547 0.763 0.718 0.774 0.774 0.777*
SM 0.404 0.657 0.869 0.807 0.873' 0.878' 0.886' -

TP 0.394 0.667 0.922 0.923 0.905% 0.913% 0.9163 0.919
BPI20_R DFM  0.432 0.484 0.899 0.924 0.880 0.916 0.920 -
ILP 0.1721 0.263! - - - - - -
IMf 0.517 0.638 0.863 0.908 0.901 0.901 0.904
SM 0.331 0.855 0.980 0.980 0.979 0.979 0.980 -
TP 0.295 0.779 0.946 0.946 0.919 0.922 0.924 0.930
Hospital DFM  0.464 0.503 0.933 0.934 0.933 0.927 0.932 -
ILP 0.160 0.302 0.302 0.328 0.317 0.297 - -
IMf 0.461 0.512 0.587 0.550 0.585 0.580 - -
SM 0.313 0.310 0.698 0.589 0.703 0.696 0.690 -
TP 0.082 0.000 0.096 0.099 0.098 0.094 0.095 0.082
Road DFM 0.497 0.478 0.948 0.948 0.944 0.947 0.948 -
ILP 0.320 0.549 0.550 0.531 0.569 0.562 0.568 -
IMf 0.598 0.586 0.734 0.743 0.736 0.710 0.702 -
SM 0.677 0.658 0.962 0.981 0.959 0.970 0.970 -
TP 0.510 0.591 0.817 0.818 0.721 0.722 0.749 0.792

Panels share the same row order. Cells report means over the available folds. Higher EMSC and lower ER are better;

(b) Entropic Relevance |

U e} A W M2 M3 M4 TP
12.78 9.68 9.68 14.52 9.83 9.88 11.16 -
10.65 10.16 10.05 10.23 10.18 10.16 10.25 -
7.04 6.22 579 6.05 5.82 579 5.79 -
12.64 12.41 12.61 12.59 - - -~ 12.66
9.56 9.52 8.47 8.53 8.47 8.47 8.47 -
15.58 14.38 14.38 23.30 15.89 16.26 20.70 -
6.26 6.24 582 592 582 595 5.90 -
17.90 17.99 17.00 17.04 17.01 17.01 17.01 -
9.51 6.98 4.30 4.31 4.35 4.34 4.34 4.31
8.63 8.67 7.55 7.51 7.52 7.53 7.52 -
24.90" 19.19" 19.19' 23.58" 22.17' 27.42" - -
10.20 8.75 17.63 7.65 7.66 7.65 7.63 -
7.24 4.41 3.07 3.09 3.08 3.07 3.07 -
7.98 4.71 331 331 3.35 3.34 3.32 331
28.17 26.23 21.04 44.65 21.06 21.05 21.25 -
61.92 53.26 53.26 62.00 53.28% - - -
46.33 45.70 44.49 44.76 44.37 44.57 44.72> -
28.78 26.19 19.24 44.60 19.63% 19.593 19.613 -
25.59 21.99 16.91 16.91 - - —16.94
17.70 17.36 14.47 14.71 14.48 14.47 14.47 -
38.02 28.78 28.78 45.83 31.99 31.943 - -
31.96 26.50 24.78 34.26 25.31 24.76 24.60%
20.24 16.97 12.97 21.25 11.62' 11.62' 11.68" -
19.53 16.47 13.70 13.70 14.15% 14.443 14.43% 13.74
7.79 7.55 6.34 6.28 6.36 6.28  6.26 -
26.59" 19.59' 19.59' 24.83" - - - -
12.67 10.60 8.47 8.26 830 8.29 8.28
7.73 4.09 3.41 341 341 3.41 3.41 —
11.92 8.90 17.66 7.66 7.80 7.75 T7.77 7.79
8.62 8.60 7.63 7.63 7.63 7.65 7.63 -
23.51 16.75 16.75 25.34 17.56 18.50 - -
24.79 20.50 19.17 24.22 19.38 20.08 - -
14.69 13.93 7.44 16.65 7.38 7.51 8.12 -
23.08 23.08 23.08 23.08 23.08 23.08 23.08 23.08
6.95 7.06 6.02 6.02 6.01 6.02 6.02 -
12.11 8.15 8.15 18.06 7.94 10.99 13.63 -
742 7.72 6.70 6.79 6.74 T.47 7.66 -
5.67 5.74 3.40 3.76 3.40 3.43 3.44 -
13.58 11.55 10.20 10.20 10.12 9.97  9.95 10.22

Superscripts give the number of available folds when fewer than five; a dash denotes a missing result.

U: Uniform; O: Occurrence; A: Alignment; W: WaWE; M2-M4: M-WaWE at k = 2-4; TP: Toothpaste. Bold marks row-best values, including ties.
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(c) Runtime ¢ (s)

w M2 M3 M4
11.8 0.1 0.3 2.5
2.1 0.14 0.24 0.24
6.8 0.1 0.1 0.2
6.5 - - -
2.2 1.9 1.9 1.9
15.1 2.4 3.3  16.3
6.4 1.9 1.9 2.1
4.1 2.14 2.14 2.3%
2.4 4.2 3.8 3.4
0.5 0.5 0.5 0.5
13.11 .70 727t -
1.9 0.7 0.93 1.23
2.4 0.6 0.6 0.8
0.8 50.2 51.0 38.0
123.9 0.9 1.8 11.8
54.3 61.74 - -
32.2 6.5 56.7 313.92
112.6 1.0° 2.5%  11.28
21.8 — - -
8.2 0.3 0.6 1.2
277  43.71093.33 -
21.1 5.2 82.7 264.5%
25.5 0.5! 1.0t 3.0t
1.0 1375.6* 1198.13 1202.43
1.0 0.4 0.4 0.5
15.11 - - -
5.5 0.7 0.9 1.7
2.18 0.4° 0.53 0.73
0.6 349 375 519
10.4  11.0 10.2  10.9
140.8 17.0  646.4 -
216.9 12.2  157.3 -
243.2 1.0 15.7  55.1
11.9 106 109 11.4
9.6 9.6 9.6 9.6
41.8 11.0 422 615.1
14.6 10.1 13.7  22.1
15.0 9.6 9.8  10.8
16.4 1472 1825  86.7

runtime is mean successful weight-estimation time in seconds.
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